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Preface

For many years, rumors have been circulating in the realm of digital signal processing
about quantization noise:

(a) the noise is additive and white and uncorrelated with the signal being quantized,
and

(b) the noise is uniformly distributed between plus and minus half a quanta, giving
it zero mean and a mean square of one-twelfth the square of a quanta.

Many successful systems incorporating uniform quantization have been built and
placed into service worldwide whose designs are based on these rumors, thereby
reinforcing their veracity. Yet simple reasoning leads one to conclude that:

(a) quantization noise is deterministically related to the signal being quantized and
is certainly not independent of it,

(b) the probability density of the noise certainly depends on the probability density
of the signal being quantized, and

(c) if the signal being quantized is correlated over time, the noise will certainly
have some correlation over time.

In spite of the “simple reasoning,” the rumors are true under most circumstances, or
at least true to a very good approximation. When the rumors are true, wonderful
things happen:

(a) digital signal processing systems are easy to design, and

(b) systems with quantization that are truly nonlinear behave like linear systems.

In order for the rumors to be true, it is necessary that the signal being quantized
obeys a quantizing condition. There actually are several quantizing conditions, all
pertaining to the probability density function (PDF) and the characteristic function
(CF) of the signal being quantized. These conditions come from a “quantizing theo-
rem” developed by B. Widrow in his MIT doctoral thesis (1956) and in subsequent
work done in 1960.

Quantization works something like sampling, only the sampling applies in this
case to probability densities rather than to signals. The quantizing theorem is related
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XX Preface

to the “sampling theorem,” which states that if one samples a signal at a rate at least
twice as high as the highest frequency component of the signal, then the signal is
recoverable from its samples. The sampling theorem in its various forms traces back
to Cauchy, Lagrange, and Borel, with significant contributions over the years coming
from E. T. Whittaker, J. M. Whittaker, Nyquist, Shannon, and Linvill.

Although uniform quantization is a nonlinear process, the “flow of probability”
through the quantizer is linear. By working with the probability densities of the
signals rather than with the signals themselves, one is able to use linear sampling
theory to analyze quantization, a highly nonlinear process.

This book focuses on uniform quantization. Treatment of quantization noise,
recovery of statistics from quantized data, analysis of quantization embedded in feed-
back systems, the use of “dither” signals and analysis of dither as “anti-alias filtering”
for probability densities are some of the subjects discussed herein. This book also
focuses on floating-point quantization which is described and analyzed in detail.

As a textbook, this book could be used as part of a mid-level course in digital
signal processing, digital control, and numerical analysis. The mathematics involved
is the same as that used in digital signal processing and control. Knowledge of sam-
pling theory and Fourier transforms as well as elementary knowledge of statistics
and random signals would be very helpful. Homework problems help instructors
and students to use the book as a textbook.

Additional information is available from the following website:

http://www.mit.bme.hu/books/quantization/

where one can find data sets, some simulation software, generator programs for se-
lected figures, etc. For instructors, the solutions of selected problems are also avail-
able for download in the form of a solutions manual, through the web pages above.
It is desirable, however, that instructors also formulate specific problems based on
their own experiences.

We hope that this book will be useful to statisticians, physicists, and engineers
working in digital signal processing and control. We also hope that we have rescued
from near oblivion some ideas about quantization that are far more useful in today’s
digital world than they were when developed between 1955–60, when the number
of computers that existed was very small. May the rumors circulate, with proper
caution.
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Glossary of Symbols

Throughout this book, a few formulas are repeated for easier reference during read-
ing. In such cases, the repeated earlier equation number is typeset in italics, like in
(4.11).

ak , bk Fourier coefficients
A signal amplitude
App signal peak-to-peak amplitude
AT transpose of A
A∗ complex conjugate transpose of A
A complex conjugate of A
B bandwidth, or the number of bits in a fixed-point number

(including the sign bit)
cov{x, y} covariance, page 42
C(τ ) covariance function
d dither, page 485
dx
dt derivative

exp(·) exponential function, also e(·)
E( f ) energy density spectrum
E{x} expected value (mean value)
f frequency
fs sampling frequency, sampling rate
f0 center frequency of a bandpass filter
f1 fundamental frequency, or first harmonic
f x (x) probability density function (PDF), page 31
Fx (x) probability distribution function, Fx (x0) = P(x < x0)

�x (u) characteristic function (CF): �x (u) = ∫∞
−∞ fx (x)e

jux dx = E{e jux }
Eq. (2.17), page 27

F{·} Fourier transform: F{x(t)} = ∫∞
−∞ x(t)e− j2π f t dt

for the PDF–CF pair, the Fourier transform is defined as∫∞
−∞ f (x)e jux dx
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F−1{·} inverse Fourier transform: F−1{X ( f )} = ∫∞
−∞ X ( f )e j2π f t d f

for the PDF–CF pair, the inverse Fourier transform is
1

2π

∫∞
−∞�(u)e

− jux du
h(t) impulse response
H( f ) transfer function
Im{·} imaginary part
j

√−1
k running index in time domain series
lg(·) base-10 logarithm
ln(·) natural logarithm (base e)
Mr r th moment difference with PQN: E{(x ′)r } − E{xr }

Eq. (4.27), page 81
M̃r r th centralized moment difference with PQN: E{(x̃ ′)r } − E{x̃r }
n pseudo quantization noise (PQN), page 69
n frequency index (or: summation index in certain sums)
N number of samples
Nr small (usually negligible) terms in the r th moment:

E{(x ′)r } = E{xr } + Mr + Nr , Eq. (B.1) of Appendix B, page 597
Ñr small (usually negligible) terms in the r th centralized moment:

E{(x̃ ′)r } = E{x̃r } + M̃r + Ñr
N (µ, σ ) normal distribution, page 49
O(x) decrease as quickly as x for x → 0
p precision in floating-point
pi probability
P{·} probability of an event
q quantum size in quantization, page 25
qd quantum size of a digital dither, page 686
qh step size of the hidden quantizer, page 357
Q quality factor or weighting coefficient
R(τ ) correlation function, Eq. (3.40), page 42
Rxy(τ ) crosscorrelation function, Rxy(τ ) = E{x(t)y(t + τ)}

Eq. (3.41), page 42
Rr residual error of Sheppard’s r th correction

Eq. (B.7) of Appendix B, page 602
R̃r residual error of the r th Kind correction
Re{·} real part
rect(z) rectangular pulse function, 1 if |z| ≤ 0.5, zero elsewhere
rectw(z) rectangular wave, 1 if −0.25 ≤ z < 0.25; −1 if 0.25 ≤ z < 0.75;

repeated with period 1
s Laplace variable, or empirical standard deviation
s∗ corrected empirical standard deviation
Sr Sheppard’s r th correction, Eq. (4.29), page 82
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S̃r r th Kind correction
S( f ) power spectral density
Sc( f ) covariance power spectral density
sign(x) sign function
sinc(x) sin(x)/x
T sampling interval
Tm measurement time
Tp period length
Tr record length
tr(z) triangular pulse function, 1 − |z| if |z| ≤ 1, zero elsewhere
trw(z) triangular wave, 1 − 4|z| if |z| ≤ 0.5, repeated with period 1
u standard normal random variable
u(t) time function of voltage
U effective value of voltage
Up peak value
Upp peak-to-peak value
var{x} variance, same as square of standard deviation: var{x} = σ 2

x
w(t) window function in the time domain
W ( f ) window function in the frequency domain
x random variable
x ′ quantized variable
x ′ − x quantization noise, ν
x̃ centralized random variable, x − µx , Eq. (3.13), page 34
x(t) input time function
X ( f ) Fourier transform of x(t)
X ( f , T ) finite Fourier transform of x(t)
z−1 delay operator, e− j2π f T

δ angle error
	 f frequency increment, fs/N in DFT or FFT
ε error
εc width of confidence interval
εr relative error
ϕ phase angle
γ ( f ) coherence function: γ ( f ) = Sxy( f )√

Sxx ( f )Syy( f )

µ mean value (expected value)
ν quantization error, ν = x ′ − x
 quantization fineness,  = 2π/q
ω radian frequency, 2π f
� sampling radian frequency, page 17
ρ correlation coefficient (normalized covariance, cov{x,y}

σxσy
)

Eq. (3.39), page 42



XXVI Glossary of Symbols

ρ(t) normalized covariance function
σ standard deviation
� covariance matrix
τ lag variable (in correlation functions)
ξ ξ = d + ν, total quantization error (in nonsubtractive dithering)

Eq. (19.16), page 491
∈ element of set, value within given interval
� convolution:

∫∞
−∞ f (z)g(x − z) dz = ∫∞

−∞ f (x − z)g(z) dz
	= definition
�̇ first derivative, e. g. �̇x (l) = d�(u)

d(u)

∣∣∣
u=l

�̈ second derivative, e. g. �̈x (l) = d2�(u)
d(u)2

∣∣∣
u=l

x ′ quantized version of variable x
x̃ centralized version of variable x : x̃ = x − µx , Eq. (3.13), page 34
x̂ estimated value of random variable x

x� nearest integer smaller than or equal to x (floor(x))
x̆ deviation from a given value or variable



Acronyms and Abbreviations

AC alternating current
ACF autocorrelation function
A/D analog-to-digital
ADC analog-to-digital converter
AF audio frequency (20 Hz–20 kHz)
AFC automatic frequency control
AGC automatic gain control
ALU arithmetic and logic unit
AM amplitude modulation

BW bandwidth

CDF cumulative distribution function
CF characteristic function
CRT cathode ray oscilloscope

D/A digital-to-analog
DAC digital-to-analog converter
dBV decibels relative to 1 V
dBm decibels relative to 1 mW
DC direct current
DFT discrete Fourier transform
DIF decimation in frequency (a form of FFT algorithm)
DNL differential nonlinearity
DIT decimation in time (a form of FFT algorithm)
DSP digital signal processing or digital signal processor
DUT device under test
DVM digital voltmeter

FIR finite impulse response
FFT fast Fourier transform
FM frequency modulation
FRF frequency response function (nonparametric)

HP highpass (sometimes: Hewlett-Packard)
HV high voltage
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IC integrated circuit
IF intermediate frequency
IIR infinite impulse response
INL integral nonlinearity
I/O input/output

LMS least mean squares
LP lowpass (not long play in this book)
LS least squares
LSB least significant bit
LSI large scale integration

MAC multiply and accumulate operation (A=A+B∗C)
MSB most significant bit
MUX multiplexer

NFPQNP normalized floating-point quantization noise power
NSR noise-to-signal ratio, 10 log10(Pnoise/Psignal)

PDF probability density function
PF power factor
PLL phase-locked loop
PQN pseudo quantization noise
PSD power spectral density (function)
PWM pulse-width modulation

QT n Quantizing Theorem n

RAM random access memory
RC resistance-capacitance (circuit)
RF radio frequency
RMS root mean square
ROM read only memory

SEC stochastic-ergodic converter
S/H sample-hold
SI Système International (d’Unités): International System of Units
SNR signal-to-noise ratio, 10 · log10(Psignal/Pnoise)

SOS sum of squares

TF transfer function (parametric)

U/D up/down
ULP unit in the last place
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Chapter 1

Introduction

1.1 DEFINITION OF THE QUANTIZER

Quantization or roundoff occurs whenever physical quantities are represented numer-
ically. The time displayed by a digital watch, the temperature indicated by a digital
thermometer, the distances given on a map etc. are all examples of analog values
represented by discrete numbers.

The values of measurements may be designated by integers corresponding to
their nearest numbers of units. Roundoff errors have values between plus and mi-
nus one half unit, and can be made small by choice of the basic unit. It is apparent,
however, that the smaller the size of the unit, the larger will be the numbers required
to represent the same physical quantities and the greater will be the difficulty and
expense in storing and processing these numbers. Often, a balance has to be struck
between accuracy and economy. In order to establish such a balance, it is neces-
sary to have a means of evaluating quantitatively the distortion resulting from rough
quantization. The analytical difficulty arises from the inherent nonlinearities of the
quantization process.

For purposes of analysis, it has been found convenient to define the quantizer as
a nonlinear operator having the input-output staircase relation shown in Fig. 1.1(a).
The quantizer output x ′ is a single-valued function of the input x , and the quantizer
has an “average gain” of unity. The basic unit of quantization is designated by q. An
input lying somewhere within a quantization “box” of width q will yield an output
corresponding to the center of that box (i.e., the input is rounded-off to the center of
the box). This quantizer is known as a “uniform quantizer.”

The output of the quantizer will differ from the input. We will refer to this
difference as ν, the “quantization noise,” because in most cases it can be considered
as a noise term added to the quantizer input. As such,

ν = x ′ − x . (1.1)

The quantizer symbol of Fig. 1.1(b) is useful in representing a rounding-off process
with inputs and outputs that are signals in real time. As a mathematical operator, a

3
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Figure 1.1 A basic quantizer (the so-called mid-tread quantizer, with a “dead zone” around
zero): (a) input-output characteristic; (b) block-diagram symbol of the quantizer.

quantizer may be defined to process continuous signals and give a stepwise continu-
ous output, or to process sampled signals and give a sampled output.

The attention of this work will be focused for the most part upon the basic
quantizer of Fig. 1.1. The analysis that develops will be applicable to a variety of
different kinds of quantizers which can be represented in terms of this basic quantizer
and other simple linear and nonlinear operators. For example the quantizers shown
in Fig. 1.2 and in Fig. 1.3 are derived from the basic quantizer by the addition of
constants or dc levels to input and output, and by changing input and output scales,
respectively. Notice that these input-output characteristics would approach the dotted
lines whose slopes are the average gains if the quantization box sizes were made
arbitrarily small.

Another kind of quantizer, one having hysteresis at each step, can be repre-
sented in terms of the basic quantizer with some positive feedback. The input-output
characteristic is a staircase array of hysteresis loops. An example of this is shown in
Fig. 1.4 for the quantization of both continuous and sampled signals. The average
gain of this hysteresis quantizer is given by the feedback formula,(

average
gain

)
= 1

1 − 1/4
= 4

3
. (1.2)

Notice that a unit delay is included in the feedback loop of the sampled system. A
unit delay (or more) must be incorporated within the feedback loop of any sampled
system in order to avoid race conditions and to make feedback computation possible.
The result of the delay in Fig. 1.4(c) is only to allow cycling of a hysteresis loop to
take place from sample time to sample time.

Two- and three-level quantizers which are more commonly called saturating
quantizers appear in nonlinear systems. They will be treated as ordinary quantizers
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Figure 1.2 Effects of addition of constants: (a) a quantizer with comparison level at the
origin, the so-called mid-riser quantizer (often used as a basic quantizer in control); (b) two
equivalent representations of the characteristic in (a), using the basic quantizer defined in
Fig. 1.1.
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Figure 1.3 Effects of scale changes and addition of constants: (a) a quantizer with scale
and dc level changes; (b) equivalent representation
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Figure 1.4 A quantizer with hysteresis: (a) input-output characteristic; (b) an equivalent
representation for continuous signals; (c) an equivalent representation for sampled signals.

whose inputs are confined to two and three levels respectively. Fig. 1.5 shows their
input-output characteristics and their block-diagram symbols. Fig. 1.6 shows exam-
ples of how saturating quantizers with hysteresis can be represented as saturating
quantizers with positive feedback.

Every physical quantizer is noisy to a certain extent. By this is meant that the
ability of the quantizer to resolve inputs which come very close to the box edges is
limited. These box edges are actually smeared lines rather than infinitely sharp lines.
If an input close to a box edge would be randomly rounded up or down, the quantizer
could be represented as an ideal (infinitely sharp) basic quantizer with random noise
added to its input (refer to Fig. 1.7).

Quantized systems result when quantizers are combined with dynamic ele-
ments. These systems may be open-looped or closed-looped, sampled or continuous,
and linear or nonlinear (except for the quantizers). Quantized systems of many types
will be discussed below.

Note that by changing the quantizer characteristics only slightly, like moving
the position (the “offset”) of the transfer characteristic along the dotted line, some
properties of quantization will slightly change. The quantizer in Fig. 1.1(a), the
so-called mid-tread quantizer, has a “dead zone” around zero. This quantizer is
preferred by measurement engineers, since very small input values cause a stable
zero output. We will execute derivations in this book usually assuming a mid-tread
quantizer. On the other hand, the quantizer in Fig. 1.2(a) is the so-called mid-riser
quantizer, with comparison level at zero. This is preferred by control engineers,
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Figure 1.5 Saturating quantizers: (a) saturating quantizer with “dead zone”; (b) represen-
tation of (a); (c) the signum function, a saturating quantizer; (d) representation of (c).

because the output of this quantizer oscillates when its input oscillates around zero,
allowing a feedback controller to force the measured quantity to zero on average,
even with limited resolution.

There is another important aspect of quantization. Signal quantization occurs
not only when analog quantities are transferred to a digital computer, but also occurs
each time a calculated quantity is stored into the memory of a computer. This is
called arithmetic rounding. It happens virtually at every step of calculations in the
systems surrounding us, from mobile telephones to washing machines.

Arithmetic rounding is special in that the quantizer input is not an analog signal,
but quantized data. For example, multiplication approximately doubles the number
of bits (or that of the mantissa), and for storage we need to reduce the bit number back
to that of the number representation. Thus, the number representation determines the
possible quantizer outputs, and the rounding algorithm defines the quantizer transfer
characteristic.

We cannot go into detailed discussion here of number representations. The
interested reader is referred to (Oppenheim and Schafer, 1989). The main aspects are:
the number representation can be fixed-point (uniform quantization) or floating-point
(logarithmic or floating-point quantization, see later in Chapters 12 and 13). Coding
of negative numbers can be sign-magnitude, two’s complement or one’s complement.
Rounding can be executed to the nearest integer, towards zero, towards ±∞, upwards
(“ceil”) or downwards (“floor”). Moreover, finite bit length storage is often preceded
by truncation (by simply dropping the excess bits), which leads to special transfer
characteristics of the quantizer (see Exercise 1.6).
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Figure 1.6 Saturating quantizers with hysteresis: (a) three-level saturating quantizer with
hysteresis; (b) continuous-data representation of (a); (c) discrete-time representation of
(a); (d) two-level saturating quantizer with hysteresis; (e) continuous-data representation
of (d); (f) discrete-time representation of (d).
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Figure 1.7 A noisy quantizer: (a) input-output characteristic; (b) representation of (a).

1.2 SAMPLING AND QUANTIZATION (ANALOG-TO-DIGITAL
CONVERSION)

A numerical description of a continuous function of an independent variable may
be made by plotting the function on graph paper as in Fig. 1.8. The function x(t)
can be approximately represented over the range 0 ≤ t ≤ 10 by a series of numerical
values, its quantized samples: 1, 3, 3, 2, 0,−1,−3,−3,−2, 0, 1.

The plot of Fig. 1.8 on a rectangular grid suggests that quantization in amplitude
is somehow analogous to sampling in time. Quantization will in fact be shown to
be a sampling process that acts not upon the function itself, however, but upon its
probability density function.

Both sampling and quantization are effected when signals are converted from
“analog-to-digital”. Sampling and quantization are mathematically commutable op-
erations. It makes no difference whether a signal is first sampled and then the sam-
ples are quantized, or if the signal is quantized and the stepwise continuous signal is
then sampled. Both sampling and quantizing degrade the quality of a signal and may
irreversibly diminish our knowledge of it.

A sampled quantized signal is discrete in both time and amplitude. Discrete
systems behave very much like continuous systems in a macroscopic sense. They
could be analyzed and designed as if they were conventional continuous systems by
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Figure 1.8 Sampling and quantization.

ignoring the effects of sampling. In order to take into account these effects, however,
use must be made of sampling theory. Quantized systems, on the other hand, behave
in a macroscopic sense very much like systems without quantization. They too could
be analyzed and designed by ignoring the effects of quantization. These effects in
turn could be reckoned with by applying the statistical theory of quantization. That
is the subject of this book.

1.3 EXERCISES

1.1 Let the quantizer input x be the time function

x = 0, t ≤ 0
x = t, 0 ≤ t ≤ 10
x = 20 − t, 10 ≤ t ≤ 20
x = 0, 20 ≤ t

. (E1.1.1)

Let q = 1. Using Matlab, plot the quantizer output x ′ versus time

(a) for the quantizer of Fig. 1.1 (page 4),
(b) for the quantizer of Fig. 1.4(a), that is, of Fig. 1.4(c) (page 6). For the quantizer of

Fig. 1.4(c), let the sampling period T = 0.1. Let the quantizer input x be samples
of the continuous input of the above definition Eq. (E1.1.1).

1.2 Using Matlab, make a plot of the quantization error ν vs. input x ,

(a) for the quantizer of Fig. 1.1 (page 4), ν = (x ′ − x),
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(b) for the quantizer of Fig. 1.2 (page 5), ν = (x ′ − x),

(c) for the quantizer of Fig. 1.3(a) (page 5), ν = (x ′ − 2x),

(d) for the quantizer of Fig. 1.4(a) (page 6), ν = (x ′ − 4/3 · x).

1.3 Finite resolution uniform quantization (with quantum step size q) can be simulated in
Matlab, e.g. by any one of the following commands:

xq1=q*round(x/q); %Matlab’s rounding
xq2=q*(x/q+pow2(53)-pow2(53)); %standard IEEE rounding
xq3=q*fix(x/q+sign(x)/2);
xq4=q*ceil(x/q-0.5);
xq5=q*fix( (ceil(x/q-0.5)+floor(x/q+0.5))/2 );

Do all of these expressions implement rounding to the closest integer? Are there dif-
ferences among the results of these expressions? Why? What happens for the values
of x such as −1.5,−0.5, 0.5, 1.5?

1.4 A crate of chicken bears on its tag the total weight rounded to the nearest pound. What
is the maximum magnitude of the weight error in a truck load of 200 crates? (Remark:
this bound is the so-called Bertram bound, see page 455.)

1.5 Two decimal numbers with number representation with two fractional digits (like in the
number 74.52) are multiplied, and the result is stored after rounding to a similar form.
Describe the equivalent quantizer characteristic. What is the corresponding quantum
step size? What is the dynamic range1 if two decimal digits are used for representing
the integer part? How many quantum steps are included in the dynamic range?

Hint: look at the ratio of the largest and smallest representable positive values.

1.6 Number representations in digital systems, described by Oppenheim, Schafer and Buck
(1998) and by other DSP texts, and by the world-wide web, correspond to certain
quantizers. Draw the quantizer output vs. quantizer input for the following number
representations:

(a) two’s complement number representation,2

(b) one’s complement number representation,3

1The dynamic range is a term used frequently in numerous fields to describe the ratio between the
smallest and largest possible values of a changeable quantity, such as in sound and light.

2In two’s complement representation, the leftmost bit of a signed binary numeral indicates the sign.
If the leftmost bit is 0, the number is interpreted as a nonnegative binary number. If the most significant
(leftmost) bit is 1, the bits contain a negative number in two’s complement form. To obtain the absolute
value of the negative number, all the bits are inverted, then 1 is added to the result.
A two’s complement 8-bit binary numeral can represent any integer in the range −128 to +127. If the
sign bit is 0, then the largest value that can be stored in the remaining seven bits is 27 − 1, or 127. For
example, 98 = 0110 0010, −98 = 1001 1110.

3One’s complement number representation is similar to two’s complement, with the difference that
in negative numbers, the bits of the absolute value are just inverted (no 1 is added). For example,
98 = 0110 0010, −98 = 1001 1101.
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(c) magnitude-and-sign number representation,

when the following algorithms are implemented:

i. rounding to the nearest integer,

ii. truncation,

iii. rounding towards zero,4

iv. rounding towards ∞ (upwards).5

Draw the quantizer output vs. the quantizer input for 4-bit numbers (sign bit + 3 bits),
determine if the equivalent quantizer is uniform or not, and whether the quantizer is
mid-tread or mid-riser (see Figs. 1.1, and 1.2).

4Rounding towards zero means that the number is rounded to the next possible rounded number in
the direction of zero. For example, 1.9q is rounded to q, 1.2q is rounded to q, −1.1q is rounded to −q,
and −1.8q is rounded to −q.

5Rounding towards ∞ means that the number is rounded to the next possible rounded number in the
direction of +∞. For example, 1.9q is rounded to 2q, 1.1q is rounded to 2q, −1.1q is rounded to −q,
and −1.8q is rounded to −q.



Chapter 2

Sampling Theory

Discrete signals are sampled in time and quantized in amplitude. The granularity of
such signals, caused by both sampling and quantization, can be analyzed by making
use of sampling theory. This chapter reviews sampling theory and develops it in
a conventional way for the analysis of sampling in time and for the description of
sampled signals. Chapter 3 reviews basic statistical theory related to probability
density, characteristic function, and moments. Chapter 4 will show how sampling
theory and statistical ideas can be used to analyze quantization.

The origins of sampling theory and interpolation theory go back to the work
of Cauchy, Borel, Lagrange, Laplace and Fourier, if not further. We do not have the
space here to account for the whole history of sampling, so we will only highlight
some major points. For historical details, refer to Higgins (1985), Jerri (1977), Marks
(1991).

The sampling theorem, like many other fundamental theorems, was gradually
developed by the giants of science, and it is not easy to determine the exact date of
its appearance. Shannon (1949) remarks about the imprecise formulation of it that
“this is a fact which is common knowledge in the communication art.”

According to Higgins (1985), the first statement that is essentially equivalent
to the sampling theorem is due to Borel (1897). The most often cited early paper
is however the one of E. T. Whittaker (1915). He investigated the properties of
the cardinal function which is the result of the interpolation formula used now in
sampling theory, and showed that these are bandlimited. His results were further
developed by his son, J. M. Whittaker (1929). J. M. Whittaker introduced the name
cardinal series for the interpolation series.

The sampling theorem was first clearly formulated and brought to general know-
ledge in communication theory by Shannon (1949). It should be mentioned that
Nyquist (1928) discussed topics very close to this 20 years before, and Kotel’nikov
(1933) preceded Shannon by 15 years in formulating the sampling theorem, but the
work of Kotel’nikov was not known outside the Soviet Union, while Shannon’s work
quickly became known throughout the world. Since Shannon’s work, several differ-
ent generalizations of the sampling theorem and the interpolation formula have been
published. We need the sampling theorem for the analysis of quantization.

13
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Sampling theory in a very useful form was developed by Linvill in his MIT doc-
toral thesis (Linvill, 1949). He derived expressions for the 2-sided Laplace transform
and the Fourier transform of the output of a sampling device in terms of the Laplace
and Fourier transforms of the input to the sampling device. He showed how sam-
pling could be regarded as amplitude modulation of a periodic “impulse carrier” by
the signal being sampled. Furthermore, he explained interpolation as filtering in the
frequency domain, with an ideal lowpass filter providing sinc-function interpolation.
An important paper by Linvill, based on his doctoral thesis, discussed the applica-
tion of sampling theory to the analysis of discrete-time feedback control systems
(Linvill, 1951). This work was further developed by Ragazzini and Zadeh (1952).

Widrow was exposed to the ideas of Linvill in 1952 when he took Linvill’s
MIT graduate course 6.54 “Pulse-Data Systems.” In those days, graduate students
at MIT were allowed to take up to 10% of their course program at Harvard. Taking
advantage of this, Widrow took a course on statistical communication theory with
Middleton at Harvard, first learning about probability densities and characteristic
functions. Combining what was learned from Linvill and Middleton, Widrow did
a doctoral thesis developing the statistical theory of quantization (Widrow, 1956a).
The thesis was supervised by Linvill. This book is based on that doctoral thesis, and
subsequent work.

The present chapter develops sampling theory from the point of view of Linvill.
Although great work on the subject preceded Linvill, his ideas on the analysis of sam-
pling in the frequency domain pervade today in the fields of digital signal processing
and digital control and are second nature to scientists and engineers working in those
fields. He analyzed sampling as a process of amplitude modulation.

It should be mentioned here that Linvill’s approach makes use of an infinite
series of Dirac delta functions. Such an impulse series is not a mathematical function,
and conventional Laplace and Fourier theory does not apply to it. However, the whole
derivation we are going to present can be rigorously justified by using distribution
theory (Arsac, 1966; Bremermann, 1965; Lighthill, 1958; Zemanian, 1965).

2.1 LINVILL’S FREQUENCY DOMAIN DESCRIPTION OF
SAMPLING

A simple derivation of sampling theory follows. Fig. 2.1(a) shows a continuous
signal, the time function x(t), being sampled. The samples are taken at uniform time
intervals, each T seconds long. The samples may be mathematically represented by
Dirac delta functions. The value (the area) of each delta function is made equal to the
value of x(t) at the given sampling instant multiplied by T . This scaling preserves
the integral in the sense that the area of the samples of x(t) approximately equals the
area of x(t).

In fact, when a signal is converted from analog to digital form, the result is
a string of numbers representing the sampled values of x(t). Physically, there are
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x(t)

−3T −2T −T 0 T 2T 3T

· · · · · ·
x(3T ) T δ(t − 3T )

(a)

t

c(t) =
∞∑

k=−∞
T δ(t − kT )

−3T −2T −T 0 T 2T 3T

· · · · · ·
T

(b)

×x(t) x(t) · c(t)

c(t)

(c)

x(t) x(t) · c(t)
T

Sampling switch

(d)

Figure 2.1 Sampling and amplitude modulation: (a) the signal and its samples; (b) the im-
pulse carrier; (c) sampling represented as amplitude modulation; (d) sampling represented
by the “sampling switch.”
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no impulses, just numbers that can be fed into a computer for numerical process-
ing. Representation of the samples with Dirac delta functions is convenient here for
purposes of analysis. Our goal is to be able to express the Fourier and Laplace trans-
forms of the sampled signal in terms of the Fourier and Laplace transforms of the
signal being sampled.

If the signal being sampled is x(t), then the sampled signal will be a sum of
delta functions or impulses given by

∞∑
k=−∞

x(kT ) T δ(t − kT ) . (2.1)

This sampled time function could be obtained by multiplying x(t) by a string of
uniformly spaced impulses, each having area T .1

The signal x(t) and its samples are shown in Fig. 2.1(a). A string of equal
uniformly spaced impulses is shown in Fig. 2.1(b). It was called an “impulse carrier”
by Linvill, and it can be represented as a sum of Dirac delta functions:

c(t) =
∞∑

k=−∞
T δ(t − kT ) . (2.2)

Modulating (multiplying) this carrier with the signal x(t) gives the samples of x(t),

x(t) · c(t) =
∞∑

k=−∞
x(kT )T δ(t − kT ) . (2.3)

This multiplication or amplitude modulation is diagrammed in Fig. 2.1(c).
A representation of the sampling process commonly used in the literature is

that of the “sampling switch,” shown in Fig. 2.1(d). The input to the sampling switch
is x(t). Its output, the samples of x(t), is given by x(t) · c(t).

1Since the only requirement for the Dirac delta series is that it represents the sample values, the
scaling of the delta functions may be chosen arbitrarily. There are two popular ways for doing this. One
possibility is to make the area of each delta function be equal to the sample value, which corresponds to
a representation like

∑
x(kT )δ(t − kT ), with no extra scaling. The other possibility is to preserve the

integral, by choosing
∑

x(kT )T δ(t −kT ). Since this is a more convenient choice for the representation
of quantization, we decided to use it here.
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The impulse carrier is periodic and representable as a Fourier series (Bracewell,
1986; Linvill, 1951; Papoulis, 1962).2 The carrier can be expressed in terms of a
complex Fourier series as

c(t) =
∞∑

n=−∞
ane jn�t . (2.4)

The index n is the harmonic number. The nth Fourier coefficient is an . The sampling
radian frequency is �. The sampling frequency in hertz is �/(2π). The sampling
period is T = 2π/�, so that �T = 2π . The harmonic frequency is n·�/(2π), a
multiple of the sampling frequency.

The Fourier coefficient an is given by

an = 1

T

T/2∫
−T/2

c(t)e− jn�t dt = 1

T

T/2∫
−T/2

T δ(t)e− jn�t dt = 1 . (2.5)

Thus, the Fourier coefficient is real and has a unit value for all harmonics. Therefore,
the impulse carrier can be represented by

c(t) =
∞∑

n=−∞
e jn�t . (2.6)

Since the Fourier transform of each complex exponential is a Dirac delta function,
the Fourier transform of a periodic series of Dirac delta functions is a sum of Dirac
delta functions in the frequency domain:

F {c(t)} = F

{ ∞∑
k=−∞

T δ(t − kT )

}
=

∞∑
n=−∞

δ(ω − n�) . (2.7)

By the convolution theorem, the Fourier transform of a product of two signals is
equal to the convolution of the two Fourier transforms. Therefore, we can directly
write:

F
{

x(t)c(t)
} = X ( jω) �

∞∑
n=−∞

δ(ω − n�) =
∞∑

n=−∞
X ( jω − jn�) . (2.8)

This summation can be equivalently written as

F
{

x(t)c(t)
} =

∞∑
n=−∞

X ( jω + jn�) . (2.9)

2This statement is not trivial. In strict mathematical sense, an infinite sum of periodically repeating
Dirac delta functions is not a mathematical function, and thus the Fourier series cannot converge to
it. Moreover, it cannot be “well” approximated by a finite Fourier series. However, in wider sense
(distribution theory), development into a Fourier series is possible and the above statements are justified.
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Figure 2.2 shows x(t) being sampled. The input of the sampler is x(t) in the time
domain and X ( jω) in the Fourier domain. The output of the sampler is xs(t) =

x(t)

X ( jω)

x(t) · c(t)

∞∑
k=−∞

X ( jω + jk�)T

Figure 2.2 The signal x(t) with transform X ( jω) being sampled.

x(t)c(t) in the time domain, and in the Fourier domain, the output of the sampler is

Xs( jω) =
∞∑

n=−∞
X ( jω + jn�) . (2.10)

It is easy to see how a signal transform is “mapped” through the sampling process.
Fig. 2.3 illustrates this in the “frequency domain” for the Fourier transform, given
by (2.9). Fig. 2.3(a) shows a continuous function of time x(t) being sampled. The
samples are x(t)c(t). A symbolic representation of the Fourier transform of x(t)
is sketched in Fig. 2.3(b). This is X ( jω). Typically, X ( jω) is complex and has
Hermitian symmetry about jω = 0. The Fourier transform of the samples is sketched

in Fig. 2.3(c). This is the periodic function
∞∑

n=−∞
X ( jω+ jn�), and it is a sum of an

infinite number of displaced replicas of X ( jω). These replicas, centered at ω = −�,
ω = 0, ω = �, and other multiples of � are shown in the figure. They correspond
to n = 1, 0, and −1, etc., respectively.

2.2 THE SAMPLING THEOREM; RECOVERY OF THE TIME
FUNCTION FROM ITS SAMPLES

If the replicas of X ( jω) in Fig. 2.3 contained in
∞∑

n=−∞
X ( jω + jn�) do not overlap,

it is possible to recover the original time function from its samples. Recovery of the
original time function can be accomplished by lowpass filtering. Fig. 2.4(a) is a
sketch of

F{x(t)c(t)} =
∞∑

n=−∞
X ( jω + jn�) . (2.9)

An ideal lowpass filter can separate the replica centered at ω = 0 from all the others,
and provide an output which is X ( jω) itself.

Define the ideal lowpass filter to have a gain of 1 in the passband −�/2 ≤
ω ≤ �/2, and zero elsewhere. The frequency response of such a filter is sketched in
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t

x(t)

−3T −2T −T 0 T 2T 3T

· · · · · ·
x(3T ) T δ(t − 3T )

Time Domain

(a)

ω

X ( jω)

−� 0 �

Frequency Domain

(b)

ω

F{x(t) c(t)}

−� 0 �

X ( jω + j�) X ( jω) X ( jω − j�)

Frequency Domain

· · · · · ·
(c)

Figure 2.3 The Fourier transform of a time function, and the Fourier transform of its sam-
ples: (a) a time function being sampled; (b) Fourier transform of time function; (c) Fourier
transform of samples of time function.
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ω

F{x(t) c(t)}

−� 0 �

X ( jω + j�) X ( jω) X ( jω − j�)

· · · · · ·
(a)

ω

Gain of ideal lowpass

−�/2 0 �/2

1Phase = 0
everywhere

(b)

ω

X ( jω)

−� 0 �

(c)

Figure 2.4 Recovery of original spectrum by ideal lowpass filtering of samples:
(a) Fourier transform of samples of time function; (b) ideal lowpass filter; (c) Fourier
transform of ideal lowpassed samples (the original time function).

Fig. 2.4(b). The Fourier transform of the output of the lowpass filter is sketched in
Fig. 2.4(c). This is X ( jω), the Fourier transform of the original signal.
Based on the above considerations, we can state the sampling theorem.3

Sampling Theorem If the sampling radian frequency � is high enough
so that

|X ( jω)| = 0 for |ω| ≥ �

2
, (2.11)

then the sampling condition is met, and x(t) is perfectly recoverable from
its samples.

3The sampling theorem invariably holds in the case when none of the sampling instants is exactly at
the origin (see Exercise 2.10). The phase term appearing in the repeated terms does not invalidate the
argumentation.
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x(t) Sum of
sinc functions

Two-sided
non-causal

x(t) c(t)

T

1

T
sinc(

π t

T
) = 1

T

sin( π t
T )

π t
T

Ideal
Lowpass

(a)

t

x(t)

−3T −2T −T 0 T 2T 3T

· · · · · ·

x(−2)
x(−1) x(0)x(1) x(2)

(b)

Figure 2.5 Ideal lowpass filtering (sinc function interpolation) for recovery of original
signal from its samples: (a) ideal lowpass filtering of samples; (b) recovery of original
time function by sinc function interpolation of its samples.

The replicas contained in
∑∞

n=−∞ X ( jω + jn�) do not overlap when the sampling
rate is at least twice as high as the highest frequency component contained in x(t).

Recovering the function from its samples is illustrated in Fig. 2.5. In Fig. 2.5(a),
x(t) is sampled, and the resulting string of Dirac delta functions is applied to an ideal
lowpass filter. At the filter output, the string of input delta functions is convolved with
the impulse response of this filter. Since the transfer function H( jω) of this filter is

H( jω) =
⎧⎨⎩ 1 if |ω| < �2

0 if |ω| > �2 ,
(2.12)

the impulse response h(t) is the inverse Fourier transform

h(t)= 1

2π j

j∞∫
− j∞

H( jω)e jωt d jω = 1

2π

∞∫
−∞

H( jω)e jωt dω
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= 1

2π

�/2∫
−�/2

1 · e jωt dω =
[

e jωt

2π j t

]�
2

−�
2

= 1

T

sin
(
�
2 t
)

�
2 t

= 1

T
sinc

(π t

T

)
. (2.13)

Thus, the impulse response of the ideal lowpass filter is a sinc function, with a peak
of amplitude 1/T at t = 0, and with zero crossings spaced every T seconds.

The output of the ideal lowpass filter, diagrammed in Fig. 2.5(a), will be the
convolution of the sinc function (2.13) with the samples of x(t). The idea is illus-
trated in Fig. 2.5(b):

x(t) =
∞∑

k=−∞
x(kT ) sinc

(
π

t − kT

T

)
. (2.14)

The sum of the sinc functions will be exactly equal to x(t) if the condition for
the sampling theorem is met. This recovery of x(t) from its samples is often called
the interpolation formula, or sinc-function interpolation.

If the condition for the sampling theorem is not met, the interpolated function
will be exactly equal to x(t) only at the sampling instants. The spectral replicas
will overlap in the frequency domain, and the ideal lowpass filter will not be able to
extract X ( jω) without distortion.

From a historical perspective, it is interesting to note that the first sketches like
those of Figs. 2.3–2.5 were drawn by Linvill. His work contributed to an intuitive
understanding of sampling and interpolation. The mathematics had preceded him.

2.3 ANTI-ALIAS FILTERING

Fig. 2.6 illustrates the phenomenon of “aliasing” that occurs when sampling takes
place and the condition for the sampling theorem is not satisfied. Aliasing is gener-
ally an undesirable effect and it can be prevented by “anti-alias filtering.” Fig. 2.6(a)
is a sketch of the Fourier transform of x(t). Fig. 2.6(b) shows replicas of this trans-
form, displaced by multiples of � over an infinite range of frequencies. It can
be inferred from this diagram that components of X ( jω) whose frequencies are
higher than �/2 can in some cases be shifted in frequency to become components
at frequencies lower than �/2. This translation of high-frequency components into
low-frequency components is called aliasing. Ideal lowpass filtering, illustrated in
Fig. 2.6(c), cannot unscramble aliased frequency components. The result of such
filtering is shown in Fig. 2.6(d). The output of the ideal lowpass filter is a distorted
version of x(t).

Aliasing can be prevented by making sure that the signal being sampled is band
limited and that the sampling rate is high enough to satisfy the sampling condition.
Fig. 2.7(a) illustrates the use of an anti-alias filter. The signal to be sampled x(t)
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Figure 2.6 Difficulties in attempting to recover the original signal x(t) from its aliased
samples: (a) the spectrum of the original signal; (b) aliasing due to too-slow sampling;
(c) attempt for recovery; (d) the result of recovery.
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Figure 2.7 Use of anti-alias filtering before sampling: (a) block diagram; (b) original
spectrum; (c) bandlimited spectrum; (d) repeated spectra; (e) recovered spectrum.

is applied as an input to a lowpass anti-alias filter whose output is then sampled.
The Fourier transform of x(t) is sketched in Fig. 2.7(b). In Fig. 2.7(c), the band-
width of X ( jω) can be seen to have been reduced by the lowpass anti-alias filter.
Subsequent sampling causes the spectral components of Fig. 2.7(c) to be repeated
infinitely with spacing �. In this case, there is no overlap. Ideal lowpass filtering
will not recover the original signal x(t), but will yield x(t) having gone through the
anti-alias filter. The recovered signal will be a distorted version of x(t) with some
of its high-frequency components deleted, but with all of its frequency components
occurring at the correct frequencies. In most circumstances, loss of high frequencies
is preferable to having these frequencies appear later at lower frequencies.



2.4 Quantization Described as Sampling 25

Anti-alias filtering is widely practiced. A perfect anti-alias filter would be the
ideal lowpass filter, having flat frequency response and zero phase shift in the range
−�/2 < ω < �/2, and zero response outside this range. Analog anti-alias filtering
is always done whenever speech or music is recorded in digital form. Because prac-
tical analog filters do not allow sharp cutoff, analog filters followed by oversampling
and digital lowpass filtering are generally used to do anti-alias filtering in order to
make “clean” recordings.

2.4 A STATISTICAL DESCRIPTION OF QUANTIZATION,
BASED ON SAMPLING THEORY

The analysis of quantization noise presented in this book is statistical in nature. In
order to proceed with such an analysis, it is necessary to define the concepts of proba-
bility density, characteristic function, and moments. Although these are well-known
ideas, a brief discussion seems appropriate at the outset.

Fig. 2.8 illustrates the probability density functions of the input and output of a
quantizer. The quantizer is shown in Fig. 2.8(a). Its input is x , and its output is x ′.
The input–output relation is the stair-step function shown in Fig. 2.8(b). Fig. 2.8(c)
shows the probability density function (PDF) of the quantizer input. This is repre-
sented by fx (x). The PDF of the quantizer output x ′ can be constructed from the PDF
of the input x , as illustrated in the figure. The PDF of x ′ is represented by fx ′(x ′).

When the input x occurs between −q/2 and q/2, the quantizer output x ′ has
the value zero. The probability that this happens is

q/2∫
−q/2

fx (x) dx . (2.15)

This is therefore the probability that x ′ will have the exact value of zero. The proba-
bility density of x ′ will have a Dirac delta function at x ′ = 0 having an area equal to
(2.15). In like manner, the PDF of x ′ can be constructed as a series of delta functions
uniformly spaced with an interval of q. The area strips of fx (x) are compressed into
delta functions to form fx ′(x ′).

Accordingly,

fx ′(x ′)= · · · + δ(x ′ + q)

− q
2∫

− 3q
2

fx (x) dx + δ(x ′)

q
2∫

− q
2

fx (x) dx

+ δ(x ′ − q)

3q
2∫

q
2

fx (x) dx + · · · (2.16)
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Figure 2.8 The probability density functions of the input and output of a quantizer: (a) the
quantizer; (b) stair-step input–output characteristic; (c) PDF of x ; (d) PDF of x ′.
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Forming fx ′(x ′) from fx (x) looks like a sampling process. The continuous PDF of x
at the quantizer input maps into the discrete PDF of x ′. This is indeed a sampling
process, but it is different from the one shown in Fig. 2.1. We need to “rotate our
thinking by 90 degrees”.

The sample values of fx ′(x ′) do not relate to sample values of fx (x), but to the
areas of the corresponding strips of fx (x). This kind of sampling is called “area sam-
pling” (Widrow, 1956a; Widrow, 1956b), and will be described further in Chapter 4.

In this chapter, sampling of signals was studied by using the Fourier transforms
of the input and output signals of the sampling switch. Linear methods were used,
since sampling is a linear process. Although quantization is a nonlinear process
with a stair-step input-output relation, the mapping of probability density through it
is a linear process, i.e., area sampling is linear. Linear methods based on Fourier
transformation of fx (x) and fx ′(x ′) are used to analyze quantization.

The Fourier transform of the PDF is called its “characteristic function” (CF).
The CF of input x is defined as4

�x (u)
	=

∞∫
−∞

fx (x)e
jux dx = E

{
e jux

}
. (2.17)

Therefore, the modulation property is the same as we are accustomed to when using
variable ω = 2π f in the frequency domain. The Fourier transform of the product of
two functions is the convolution of their transforms:

∞∫
−∞

fx1
(x) fx2

(x)e jux dx = 1

2π

(
�x1(u) � �x2(u)

)
. (2.18)

The CF of the quantizer output x ′ is obtained by Fourier transforming fx ′(x ′), which
is represented by (2.16). The result is

�x ′(u) = · · · + e juq

− q
2∫

− 3q
2

fx (x) dx +

q
2∫

− q
2

fx (x) dx + e− juq

3q
2∫

q
2

fx (x) dx + · · · (2.19)

We would like to find a circumspect relationship between (2.17) and (2.19) which
would in some way be analogous to the relationship between the Fourier transform
X ( jω) of signal x(t) and the Fourier transform of its samples,

Xs( jω) =
∞∑

n=−∞
X ( jω + jn�) . (2.10)

4This is the generally adopted definition of the CF. In engineering fields, the Fourier transform is
generally defined with a negative exponent. Apart from this difference, all properties of Fourier trans-
form pairs hold for the PDF–CF pair, and a corresponding “sampling theorem” can also be developed.
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We are looking for a quantizing theorem for signal quantization which would be
analogous to the sampling theorem for signal sampling. To achieve our goal, we will
need to take an aside and review some basic notions of statistics, probability density
functions, cumulative distribution functions, characteristic functions, and moments.
This is the subject of Chapter 3.

2.5 EXERCISES

2.1 We are looking through a picket fence at the shape of a house with a high roof. We see
the total width of 46 feet through 24 vertical slots. The slope of the roof is 3/4, and the
peak is half way between slots. The minimum height of the roof is 10 feet. What can
we say about the precision of our knowledge of the top of the triangle-shaped roof, if

(a) we can use sinc interpolation of the samples to determine its position? What will
the error be? Calculate by computer.

(b) we use the fact that the contour of the house and its roof consists of straight lines?
What will the error be?

2.2 We would like to sample a sine wave of frequency f1 ≈ 100 MHz in such a way that
an alias product appears at about f = 100 kHz.

(a) How shall we choose the sampling frequency?
(b) Illustrate the spectrum of the sampled signal.

2.3 In a historical film we observe that the wheels of the coach seem to turn slowly back-
wards, then they stop and begin to turn slowly forwards, making one turn in T = 3 s.
What is the speed of the coach? What is the speed if the number of the spokes seems
to be doubled? Basic data: The frames of the film are taken at a rate of f = 24/s; the
diameter of the wheel of the coach is d = 1 m, the number of the spokes is k = 12.

2.4 The bell curve (the Gaussian density function) is defined as:

f (x) = 1√
2πσ

e
− (x−µ)2

2σ2 . (E2.4.1)

Imagine the Gaussian curve as if it were a time function.

(a) Give the sampling distances prescribed by the sampling theorem (a) theoretically,
(b) approximately (make a reasonable approximation).

(b) Determine the Fourier transform of the sampled bell curve if the samples are
taken at uniform distances d.

(c) Estimate the maximum reconstruction error if d = σ . Calculate by computer.

2.5 The output of a very selective bandpass filter is to be sampled. The passband is some-
where between 1 kHz and 1.15 kHz, outside these frequency limits the attenuation is
strong.

(a) Calculate the value of the Nyquist frequency for the output signal of the filter.
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(b) Give a rough lower bound for the sampling frequency, providing that the signal
can be reconstructed from the samples.

(c) Choosing the sampling frequency equal to this lower bound, check if the signal
can be actually reconstructed or not. Determine the minimum sampling frequency
which allows signal recovery.

(d) Give a general rule to sample the output signal of a bandpass filter in ( f1, f2): How
can the minimum sampling frequency be determined? How can it be checked to
see whether a given sampling frequency is appropriate or not?

2.6 Prove that the power P = Ueff Ieff cosϕ (Ueff is the effective (RMS) value of the volt-
age, Ieff is the effective (RMS) value of the current, and ϕ is the phase shift between the
voltage and the current) in a harmonic system (e. g. in the power mains) can be exactly
determined from voltage and current samples by evaluating the expression

P = 1

N

N∑
k=1

uk ik (E2.6.1)

where uk , ik are periodic samples of the voltage and the current, respectively, if for the
sampling the following equation is valid:

N Ts = MTp , (E2.6.2)

with

N is the number of samples (N > 0),
Ts is the sampling distance,
M is a positive integer,
2M/N is not an integer, (E2.6.3)
Tp = 1/ f1 is the period length of the sine wave .

Notice that if N < 2M , the condition of the sampling theorem, fs > 2 f1, is not
fulfilled for the voltage and current signals, and if N < 4M , the instantaneous power
at frequency fp = 2 f1 is not sampled properly either. Considering these facts, discuss
the above statement and its relation to the sampling theorem.

2.7 The spectrum of an almost symmetric square wave (fill-in factor ≈ 0.5) of frequency
f1 ≈ 100 Hz, is measured using a Fourier analyzer. How is the sampling frequency
to be chosen if the displaying is linear, and the vertical resolution of the display is
approximately 1%?

2.8 Prove that if an arbitrary transient signal is sampled, an upper bound of the error of
reconstruction is:

|x̂(t)− x(t)| ≤ 1

π

−�s/2∫
−∞

|X (ω)| dω + 1

π

∞∫
�s/2

|X (ω)| dω (E2.8.1)
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where
X (ω)=F{x(t)} ,

x̂(t)=
∞∑

k=−∞
x(kTs) sinc(�st/2 − kπ) ,

sinc(x)= sin x

x
,

�s = 2π

Ts
. (E2.8.2)

2.9 Give an estimate for the number of samples necessary for the reconstruction of the
functions

x1(t) = e− |t |
T , and x2(t) = 1√

2πσ
e
− (t−µ)2

2σ2 , (E2.9.1)

respectively, if the error, relative to the maximum value, should not be larger than 0.01 .
Hint: use the bound given in Exercise 2.8.

2.10 The sampling theorem was stated for the case when one of the sampling instants coin-
cides with the origin.

(a) How will the Fourier transform of the sampled signal, given in
Eq. (2.10), change when the sampling is delayed by time Td?

(b) Does this influence the validity condition of the sampling theorem?

(c) How does the Fourier transform of the sampled signal change if the sampling
instants remain centralized, but the signal is delayed by time Td2?

2.11 The proof of the interpolation formula (2.14) is based on the selection of the central
replica of the original spectrum by multiplication of the Fourier transform of the sam-
pled signal by a rectangular window function. However, the rectangular shape of the
window is not a must. If the signal is more severely bandlimited (e.g. X ( jω) = 0 for
|ω| ≥ �b/2, where �b < �, it is sufficient that the window is constant for frequencies
where the Fourier transform of the input signal is nonzero.

(a) Generalize the interpolation formula for this case.

(b) This suggests a possibility to accelerate the convergence of the formula. How
would this work?



Chapter 3

Probability Density Functions,
Characteristic Functions,

and Moments

The purpose of this chapter is to provide an introduction to the basics of statistical
analysis, to discuss the ideas of probability density function (PDF), characteristic
function (CF), and moments. Our goal is to show how the characteristic function can
be used to obtain the PDF and moments of functions of statistically related variables.
This subject is useful for the study of quantization noise.

3.1 PROBABILITY DENSITY FUNCTION

Figure 3.1(a) shows an ensemble of random time functions, sampled at time instant
t = t1 as indicated by the vertical dashed line. Each of the samples is quantized in
amplitude. A “histogram” is shown in Fig. 3.1(b). This is a “bar graph” indicating
the relative frequency of the samples falling within the given quantum box. Each bar
can be constructed to have an area equal to the probability of the signal falling within
the corresponding quantum box at time t = t1. The sum of the areas must total to 1.
The ensemble should have an arbitrarily large number of member functions. As such,
the probability will be equal to the ratio of the number of “hits” in the given quantum
box divided by the number of samples. If the quantum box size is made smaller and
smaller, in the limit the histogram becomes fx (x), the probability density function
(PDF) of x , sketched in Fig. 3.1(c). The area under the PDF curve is 1:

∞∫
−∞

fx (x) dx = 1 . (3.1)

31
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Figure 3.1 Derivation of a histogram: (a) an ensemble of random time functions; (b) a
histogram of x ; (c) the PDF of x .
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The integral

x0+	x
2∫

x0−	x
2

fx (x) dx (3.2)

gives the probability that the amplitude of the random variable falls in the interval
(x0 − 	x

2 , x0 + 	x
2 ).

3.2 CHARACTERISTIC FUNCTION AND MOMENTS

The PDF of x has the characteristic function (CF) given by Eq. (2.17)

�x (u) =
∞∫

−∞
fx (x)e

jux dx . (2.17)

The value of the characteristic function at u = 0, the origin in the “characteristic
function domain,” is

�x (0) =
∞∫

−∞
fx (x) dx = 1 . (3.3)

The value of a characteristic function at its origin must always be unity.
Since�x (u) as given in (2.17) is the Fourier transform of fx (x), and since fx (x)

is real, the characteristic function is conjugate symmetric:

�x (−u) = �x (u) . (3.4)

The overline denotes the complex conjugate.
The values of the derivatives of the characteristic function at the origin are

related to moments of x . Let us assume in the following paragraphs that the moments
we are investigating exist. For the CF of Eq. (2.17), differentiation yields

d�x (u)

du
= �̇x (u) =

∞∫
−∞

j x fx (x)e
jux dx . (3.5)

Note that derivatives of various orders are indicated in Newtonian fashion by dots
over the relevant variables.

Evaluation of the derivative (3.5) at u = 0 gives
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d�x (u)

du

∣∣∣∣∣
u=0

= �̇x (0) =
∞∫

−∞
j x fx (x) dx = jE{x} . (3.6)

Taking the kth derivative of (2.17) gives

dk �x (u)

duk
=

∞∫
−∞
( j x)k fx (x)e

jux dx . (3.7)

Evaluating this at u = 0,

dk �x (u)

duk

∣∣∣∣∣
u=0

=
∞∫

−∞
( j x)k fx (x) dx = j kE{xk} . (3.8)

Accordingly, the kth moment of x is

E{xk} = 1

j k

dk �x (u)

duk

∣∣∣∣∣
u=0

. (3.9)

It is sometimes useful to be able to find the moments of g(x), a function of x . The
first moment is

E{g(x)} =
∞∫

−∞
g(x) fx (x) dx . (3.10)

An important function of x is e jux . We can obtain the first moment of this function
as

E{e jux } =
∞∫

−∞
fx (x)e

jux dx . (3.11)

This moment can be recognized to be the CF of x . Accordingly,

E{e jux } =
∞∫

−∞
fx (x)e

jux dx = �x (u) . (3.12)

We will represent a zero-mean version of x as x̃ , the difference between x and
its mean value µ = E{x}:

x̃
	= x − µ . (3.13)
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The characteristic function of x̃ can be obtained from

�x (u) = E{e jux } = E{e ju(x̃+µ)} = e juµ
�x̃ (u) , (3.14)

�x̃ (u) = e− juµ
�x (u) . (3.15)

By using this expression, the kth derivative of the characteristic function is

dk �x (u)

duk
= dk

duk

(
e juµ

�x̃ (u)
)
. (3.16)

For k = 1 this gives the following:

d�x (u)

du
= �̇x (u) = e juµ ( jµ�x̃ (u)+ �̇x̃ (u)

)
. (3.17)

From the above expression for the kth derivative, the kth moment of x is

E{xk} = 1

j k

dk �x (u)

duk

∣∣∣∣∣
u=0

= 1

j k

[
dk

duk
e juµ

�x̃ (u)

]
u=0

. (3.18)

We will use this expression subsequently. For k = 1, this expression reduces to

E{x} = �̇x (0)

j
=
(
µ�x̃ (0)+ �̇x̃ (0)

j

)
= µ . (3.19)

3.3 JOINT PROBABILITY DENSITY FUNCTIONS

An ensemble of random time functions which are sampled at times t = t1 and t = t2
is shown in Fig.3.2(a). The joint probability density function of the samples x1 and
x2, taken at times t1 and t2, is represented by fx1,x2

(x1, x2). This is obtained from
the joint histogram shown in Fig. 3.2(b). It is a two-dimensional “bar graph”. The
volumes of the bars correspond to the probabilities of x1 and x2 “hitting” or falling
within the corresponding quantum ranges of x1 and x2 at times t1 and t2, respectively.
The two-dimensional probability density function, shown in Fig.3.2(c), is obtained as
the limit of the two-dimensional histogram as the quantum box size is made smaller
and smaller and approaches zero in the limit.

Taking three samples in sequence, x1, x2, and x3, at times t1, t2, and t3, one
could construct a histogram and from it a three-dimensional PDF, represented by
fx1,x2,x3

(x1, x2, x3). Similarly, histograms and PDFs are obtainable from multiple
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Figure 3.2 Derivation of a two-dimensional histogram and PDF: (a) an ensemble of ran-
dom time functions; (b) a histogram of x1, x2; (c) the PDF of x1, x2.



3.3 Joint PDFs 37

samples of x , taken sequentially in time. In like manner, multidimensional his-
tograms and PDFs can be obtained by simultaneously sampling a set of related ran-
dom variables.

For two variables x1 and x2, the probability of a joint event is

fx1,x2
(x1, x2)dx1dx2 ,

corresponding to the first variable being within the range x1 ± 0.5dx1 while the sec-
ond variable is within the range x2 ± 0.5dx2. If the two variables are statistically
independent, the probability of the joint event is the product of the probabilities of
the individual events, i.e., fx1

(x1)dx1 · fx2
(x2)dx2. Therefore,

fx1,x2
(x1, x2)dx1dx2 = fx1

(x1)dx1 · fx2
(x2)dx2 , or

fx1,x2
(x1, x2)= fx1

(x1) fx2
(x2) . (3.20)

Equation (3.20) is a necessary and sufficient condition for statistical independence.
In general, the joint PDF is a complete statistical description of the variables

and of their statistical connection. We should note that the total volume under this
PDF is unity, i.e.,

∞∫
−∞

∞∫
−∞

fx1,x2
(x1, x2) dx1 dx2 = 1 . (3.21)

The PDF of x2 may be obtained by integration of the joint PDF over all values
of x1, as is done in Eq. (3.22). This yields fx2

(x2), a “marginal PDF” of fx1,x2
(x1, x2):

∞∫
−∞

fx1,x2
(x1, x2) dx1 = fx2

(x2) . (3.22)

That fx2
(x2) results from such an integration can be justified by the following argu-

ment. Let the second variable take a value within the range ±0.5dx2 about a certain
value x2, while the first variable takes on, in general, one of an infinite range of
values. The probability that this will happen is the sum of the probabilities of the
mutually exclusive events corresponding to the first variable taking on all possible
values, while the second variable lies in the range x2 ± 0.5dx2. Thus,

fx2
(x2)dx2 = dx2

∞∫
−∞

fx1,x2
(x1, x2) dx1 . (3.23)

Since the area under fx2
(x2) must be unity, integrating both sides of (3.23) gives
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Figure 3.3 Joint PDF of x1 and x2, and integral with respect to x2: (a) two-dimensional
PDF; (b) one-dimensional marginal PDF.

∞∫
−∞

fx2
(x2) dx2 =

∞∫
−∞

∞∫
−∞

fx1,x2
(x1, x2) dx1 dx2 = 1 . (3.24)

The same reasoning can be applied to give the other marginal PDF of fx1,x2
(x1, x2):

∞∫
−∞

fx1,x2
(x1, x2) dx2 = fx1

(x1) . (3.25)

A sketch of a two-dimensional PDF is given in Fig. 3.3(a). The marginal density
fx1
(x1) is shown in Fig. 3.3(b). It can be thought of as the result of collapsing the

volume of fx1,x2
(x1, x2) onto a vertical plane through the f and x2 axes.

A different view of the two-dimensional PDF fx1,x2
(x1, x2) is shown in Fig. 3.4(a).

In Fig. 3.4(b), a top view looking down shows contours of constant probability den-
sity. A vertical plane parallel to the x2-axis cuts the surface and gives rise to a
section proportional to what is called a “conditional PDF”. The conditional PDF
is the probability density of one of the variables given that the other variable has
taken a certain value. This conditional PDF must have a unit area. The vertical
section in Fig. 3.4(a) when normalized so that its area is unity (its actual area is∫∞
−∞ fx1,x2

(x1, x2) dx1 = fx2
(x2)), gives the PDF of the variable x1, given that x2 has

a certain value. This conditional PDF is indicated by fx1|x2
(x1|x2). Other vertical
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Figure 3.4 A two-dimensional PDF: (a) perspective view; (b) contour lines.

sections parallel to the x1 axis when normalized give rise to the conditional densities
fx2|x1

(x2|x1). A formal expression of this normalization gives the conditional density

fx2|x1
(x2|x1) = fx1,x2

(x1, x2)

∞∫
−∞

fx1,x2
(x1, x2) dx2

= fx1,x2
(x1, x2)

fx1
(x1)

. (3.26)

The other conditional density is

fx1|x2
(x1|x2) = fx1,x2

(x1, x2)

fx2
(x2)

. (3.27)

Going further, we may note that

∞∫
−∞

fx2|x1
(x2|x1) fx1

(x1) dx1 =
∞∫

−∞
fx1,x2

(x1, x2) dx1 = fx2
(x2) . (3.28)

To get this relation, we have used equations (3.26) and (3.23). Substituting (3.28)
into (3.27), and using (3.26), we obtain

fx1|x2
(x1|x2) = fx2|x1

(x2|x1) fx1
(x1)

∞∫
−∞

fx2|x1
(x2|x1) fx1

(x1) dx1

. (3.29)

This is the famous Bayes’ rule, a very important relation in estimation theory. By
symmetry, the other form of Bayes’ rule is obtained as
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fx2|x1
(x2|x1) = fx1|x2

(x1|x2) fx2
(x2)

∞∫
−∞

fx1|x2
(x1|x2) fx2

(x2) dx2

. (3.30)

3.4 JOINT CHARACTERISTIC FUNCTIONS, MOMENTS, AND
CORRELATION FUNCTIONS

A joint PDF (second-order PDF) of samples x1 and x2 is sketched in Fig. 3.5(a). The
joint characteristic function is the two-dimensional Fourier transform of the PDF
given by

�x1,x2(u1, u2)=
∞∫

−∞

∞∫
−∞

fx1,x2
(x1, x2)e

j (u1x1+u2x2) dx1 dx2

= E{e ju1x1+ ju2x2} . (3.31)

The conjugate symmetry holds, similarly to the one-dimensional case (see Eq. (3.4)):

�x1,x2(−u1,−u2) = �x1,x2(u1, u2) . (3.32)

A two-dimensional characteristic function is sketched in Fig. 3.5(b).
The joint moments between x1 and x2 can be obtained by differentiation of

(3.31). It is easy to verify that the (k, l)th joint moment is

x1

x2

fx1,x2
(x1, x2)

(a)
u1

u2

�x1,x2(u1, u2)

Joint moments are
obtained from partial

derivatives at the origin
of the u1, u2 plane

(b)

Figure 3.5 For the variables x1 and x2: (a) the PDF; (b) the CF.
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E{xk
1 x l

2} = 1

j k+l

∂k+l �x1,x2(u1, u2)

∂uk
1∂ul

2

∣∣∣∣∣u1=0
u2=0 .

(3.33)

Thus, the second-order joint moments are related to the partial derivatives of the CF
at the origin in the CF domain.

The joint PDF and CF of the variables x1 and x2 need further discussion. If x1
and x2 are independent, �x1,x2(u1, u2) is factorable. Making use of Eq. (3.20), we
have

�x1,x2(u1, u2)=
∞∫

−∞

∞∫
−∞

f (x1, x2)e
ju1x1e ju2x2 dx1 dx2

=
∞∫

−∞
f1(x1)e

ju1x1 dx1

∞∫
−∞

f2(x2)e
ju2x2 dx2

=�x1(u1) ·�x2(u2) . (3.34)

If the joint CF of x1 and x2 is analytic, it can be expressed in a two-dimensional
Maclaurin series in terms of its derivatives at the origin. Knowledge of the moments
would thereby enable calculation of the CF, which could then be inverse transformed
to yield the PDF.

We will need one more relationship, concerning joint characteristic functions.
If the joint characteristic function of the random variables x and ν is �x,ν(ux , uν),
then the joint CF of x , ν, and x ′ = x + ν can be directly calculated from this.
Consider that because of the deterministic relationship,

fx,ν,x ′(x, ν, x ′) = δ(x ′ − x − ν) fx,ν(x, ν) , (3.35)

and therefore

�x,ν,x ′(ux , uν, ux ′)=
∞∫

−∞

∞∫
−∞

∞∫
−∞

fx,ν,x ′(x, ν, x ′)e jux x+ juνν+ jux ′ x ′
dx ′ dx dν

=
∞∫

−∞

∞∫
−∞

fx,ν(x, ν)e
j (ux+ux ′ )x+ j (uν+ux ′ )ν dx dν

=�x,ν(ux + ux ′, uν + ux ′) . (3.36)

It is also easy to see that the marginal CFs can be obtained from the joint CFs by
substituting zero for the relevant variable:

�x (ux )=�x,y(ux , uy)
∣∣

uy=0
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=
∞∫

−∞

∞∫
−∞

fx,y(x, y)e j (ux x+0·y) dx dy

=
∞∫

−∞
fx (x)e

jux x dx . (3.37)

E{x1x2} is called the correlation of x1 and x2. If this correlation is zero, the
random variables are called orthogonal. The zero-mean versions of x1 and x2 are x̃1
and x̃2, respectively. E{̃x1 x̃2} is called the covariance of x1 and x2, cov{x1, x2}. The
variables x1 and x2 are uncorrelated if cov{x1, x2} = 0. The variance of xi is E{̃x2

i },
and is represented by var{xi }.

If x1 and x2 are independent, any joint moment will be factorable, i.e.,

E{xk
1 x l

2} = E{xk
1}E{x l

2} . (3.38)

This can be obtained from Eqs. (3.34) and (3.33).
A very useful measure of correlation is the correlation coefficient, defined as

ρx1,x2

	= cov{x1, x2}√
var{x1} var{x2}

. (3.39)

This coefficient is dimensionless, and will always have a value in the range
−1 ≤ ρ ≤ 1. For example, with x2 = x1, the correlation between x1 and x2 is
perfect, and ρ will be 1. With x2 = −x1, ρ will have a value of −1. It should be
noted that when ρ = 0, x1 and x2 are uncorrelated but not necessarily independent.
When x1 and x2 are independent, they are also uncorrelated, and if, in addition, either
or both have zero mean, E{x1x2} = 0, that is, they are orthogonal. If x(t1) and x(t2)
are adjacent samples of the same process, Rxx (t1, t2) = E{x(t1)x(t2)} is called the
autocorrelation.

If x1 and x2 are taken from a stationary ensemble, then the joint PDF depends
only on the time separation between x1 and x2, not on when x1 and x2 were taken.
The autocorrelation between x1 and x2 then depends on their time separation (let us
call this τ ). The “autocorrelation function” is represented by

Rxx(τ ) = E{x(t)x(t + τ)} . (3.40)

If x and y are samples of two different stationary variables taken at times t1 and t2
respectively, and t1 and t2 are separated by τ , the “crosscorrelation function” between
x and y is represented by

Rxy(τ ) = E{x(t)y(t + τ)} . (3.41)

In many practical cases, ensemble averaging cannot be performed, e. g. because an
ensemble of sample functions is not available. We can however do averaging along
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the time axis. The result of time averaging often equals the result of ensemble aver-
aging. In this case, we say that the random process is ergodic:

E {x} = lim
T →∞

1

T

T/2∫
−T/2

x(t) dt

E {x(t)x(t + τ)} = lim
T →∞

1

T

T/2∫
−T/2

x(t)x(t + τ) dt

etc. (3.42)

3.5 FIRST-ORDER STATISTICAL DESCRIPTION OF THE
EFFECTS OF MEMORYLESS OPERATIONS ON SIGNALS

How statistics “propagate” in memoryless systems is easy to visualize. An example
of a memoryless system, a gain of 2, is shown in Fig. 3.6(a). The PDF of the input
fx (x) is mapped into the PDF of the output fg(g) as

fg(g) = 1

2
fx
(1

2
g
)
. (3.43)

x g

fx (x)

(a)

fg(g)

dx dg

x g = 2x
gain = 2

(b) (c)

Figure 3.6 Mapping a PDF through a memoryless linear amplifier with a gain of 2: (a) a
gain of 2; (b) the PDF of x ; (c) the PDF of g.
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The output PDF is halved in amplitude and doubled in width, relative to the input
PDF. This corresponds to the output variable covering twice as much dynamic range
and spending only half the time in corresponding amplitude ranges. The shaded area
of fx (x), shown in Fig. 3.6(b), is the probability of the input being within the x-range
indicated. The corresponding shaded area of fg(g), shown in Fig. 3.6(c), has twice
as much base and hence 1/2 the amplitude:

|dg| = 2|dx | , and fx (x)|dx | = fg(g)|dg| . (3.44)

The absolute value signs are not needed here, but would be necessary if the gain were
negative. It should be noted that probability densities are always nonnegative. From
Eq. (3.44) a useful expression is obtained:

fg(g) = fx (x)

∣∣∣∣dx

dg

∣∣∣∣ . (3.45)

In the characteristic function domain, we can relate �x (u) and �g(u) for the
amplifier of gain 2. Making use of Eq. (3.43), and writing the CFs as Fourier trans-
forms of the PDFs, we conclude that

�g(u) = �x (2u) . (3.46)

Because of the Fourier transform relation between the CF and the PDF, “narrow” in
the PDF domain means “wide” in the characteristic function domain and vice versa.
Regarding (3.46), �g(u) and �x (u) have values of 1 at u = 0. This corresponds to
both fx (x) and fg(g) having areas of unity.

An intuitive way to think of a characteristic function is as the expected value
(see Eq. (3.12))

�(u) = E
{

e ju(variable whose CF is desired)
}
. (3.47)

For example, the characteristic function of x is

�x (u) =
∞∫

−∞
fx (x)e

jux dx , (3.48)

and the characteristic function of g = 2x is

�g(u) =
∞∫

−∞
fx (x)e

ju2x dx = �x (2u) . (3.49)
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fx (x) f�(�) = fx (� − a)

a
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Figure 3.7 Effects of addition of a constant to the random variable x : (a) addition of a to
the random variable x ; (b) the PDF of x ; (c) the PDF of x + a.

This agrees with Eq. (3.46). For a general function g, the CF is

�g(u) =
∞∫

−∞
fg(g)e

jug dg =
∞∫

−∞
fx (x)e

jug(x) dx . (3.50)

The effects of the addition of a constant to x(t) have already been considered.
We will look at this again from another viewpoint. Fig. 3.7 shows the shift in the
PDF of a signal whose mean value is increased by a. Note that � = x + a. Now, by
inspection,

��(u) = e jua
�x (u) . (3.51)

Addition of a constant shifts the PDF like a delay, and introduces a linear phase shift
to the CF. The function ��(u) can also be derived in a formal way however:

��(u) =
∞∫

−∞
fx (x)e

ju(x+a) dx = e jua
�x (u) . (3.52)

This agrees with Eq. (3.15).
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Σ

x1

x2

� = x1 + x2

Figure 3.8 Addition of two random variables.

3.6 ADDITION OF RANDOM VARIABLES AND OTHER
FUNCTIONS OF RANDOM VARIABLES

We turn next to the problem of how to find the PDF of the sum of two random
variables, given their joint PDF, fx1,x2

(x1, x2). The random variables x1 and x2 are
added in Fig. 3.8. The PDF of the sum can be obtained by first finding its CF. Given
that � = x1 + x2,

��(u)=
∞∫

−∞
f�(�)e

ju� d� =
∞∫

−∞

∞∫
−∞

fx1,x2
(x1, x2)e

ju� dx1 dx2

=
∞∫

−∞

∞∫
−∞

fx1,x2
(x1, x2)e

ju(x1+x2) dx1 dx2 . (3.53)

Thus, the CF of� is obtained by taking the expectation of e ju�. The PDF of the sum
may therefore be gotten by inverse Fourier transformation of the CF. The moments
of the sum may be gotten by differentiation of the CF at u = 0.

If x1 and x2 are independent,

��(u) =
∞∫

−∞
fx1
(x1)e

jux1 dx1

∞∫
−∞

fx2
(x2)e

jux2 dx2 = �x1(u)�x2(u) . (3.54)

Thus, the characteristic function of the sum of two independent variables is the prod-
uct of their CFs, and the PDF of the sum is the convolution of the two PDFs,

f�(z) = fx1
(z) � fx2

(z) . (3.55)

This can be obtained as

f�(z) =
∞∫

−∞
fx1
(z − x) fx2

(x) dx , (3.56)
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or equivalently as

f�(z) =
∞∫

−∞
fx1
(x) fx2

(z − x) dx . (3.57)

If x1 and x2 were multiplied together, the CF of their product �π(u) would be:

�π(u)=
∞∫

−∞
fπ(π)e

juπ dπ =
∞∫

−∞

∞∫
−∞

fx1,x2
(x1, x2)e

juπ dx1 dx2

=
∞∫

−∞

∞∫
−∞

fx1,x2
(x1, x2)e

ju(x1x2) dx1 dx2 . (3.58)

Even if x1 and x2 were statistically independent, the CF of �π(u) would not be
factorable. The double integral in (3.58) would not be separable, even when the
joint PDF is separable. Consequently, the CF of the product of two statistically
independent variables cannot be expressed as a simple function of the two PDFs.
The joint PDF must be used. To get the PDF of the product, one obtains it as the
inverse transform of �π(u).

The CF of a general function g(x1, x2) of two dependent variables x1 and x2
is given by Eq. (3.59). Notice the similarity between this form and the one-variable
version Eq. (3.50).

�g(u) =
∞∫

−∞

∞∫
−∞

fx1,x2
(x1, x2)e

jug(x1,x2) dx1 dx2 . (3.59)

The PDF of this function could be obtained by inverse transformation of �g(u).

3.7 THE BINOMIAL PROBABILITY DENSITY FUNCTION

A good application for the characteristic function is the analysis of a one-dimensional
random walk. The classical picture is that of a drunken person who can take a step
forward or a step back with probabilities p and q, respectively. p + q = 1. The
question is, what is the PDF of the person’s position after n steps?

Figure 3.9(a) shows a line that the person steps along. The PDF of a single step
is shown in Fig. 3.9(b).

Figure 3.10 shows a summation of n binary variables, each corresponding to a
single step in the random walk. The figure shows the person’s position formed as a
sum of n steps. The values of the xs in Fig. 3.10 are the random positional increments
on a given n-step random walk.
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�x (u) = p · e ju + q · e− ju
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Figure 3.9 One-dimensional random walk: (a) a sum-line; (b) the PDF of a single step.
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x3

xn

.

.

.

Each could be either
+1 with prob. p, or
−1 with prob. q

�

Person’s position

Figure 3.10 Addition of steps to get the person’s position.

It should be evident that we are interested in the PDF resulting from the addi-
tion of n statistically independent random variables, each having the PDF shown in
Fig. 3.9(b). The CF of a given variable x in Fig. 3.10 is the transform of two im-
pulses, one “advanced” and one “delayed,” as shown in Fig. 3.9. It follows that the
CF of the sum, the product of the individual CFs is

��(u)= (pe ju + qe− ju)n

= pne jnu + npn−1qe j (n−2)u + n(n − 1)

2!
pn−2q2e j (n−4)u . . .

. . .+ npqn−1e− j (n−2)u + qne− jnu . (3.60)

Notice that at u = 0, ��(0) = (p + q)n = 1, as all physical CFs must.
For the special case, where p = q = 1/2, (3.60) becomes

��(u)=
(
(1/2)e ju + (1/2)e− ju

)n

= (1/2)ne jnu + n(1/2)n−1(1/2)e j (n−2)u

+n(n − 1)

2!
(1/2)n−2(1/2)2e j (n−4)u + . . .

. . .+ n(1/2)(1/2)n−1e− j (n−2)u + (1/2)ne− jnu
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Figure 3.11 The binomial distribution, n=5, p=q=1/2.

= (1/2)n
(

e jnu + ne j (n−2)u + n(n − 1)

2!
e j (n−4)u + . . .

. . .+ ne− j (n−2)u + e− jnu
)
. (3.61)

When taking the inverse Fourier transform, this CF leads directly to the binomial
PDF, plotted in Fig. 3.11 for n = 5 jumps. The areas of the impulses correspond to
the binomial coefficients.

If p and q are not equal, the PDF drifts (develops a bias) as n increases. In any
event, the PDF spreads as n is increased. When p and q are not equal, we have a
propagating spreading “packet of probability.” All this can be seen from the general
��(u) and its inverse Fourier transform.

3.8 THE CENTRAL LIMIT THEOREM

The PDF of the sum of a large number of random, statistically independent variables
of comparable variances almost invariably has a “bell-shaped” character, without re-
gard to the shapes of the PDFs of the individual variables. The PDF of the sum
closely approximates the normal or Gaussian PDF (see also Appendix F), shown for
zero mean in Fig. 3.12(a). The CF (which is also Gaussian) is shown in Fig. 3.12(b).
Thus, the PDF of the sum of many independent random variables can usually be ap-
proximated by a Gaussian PDF having the right mean and variance. The variance of
the Gaussian PDF is represented by σ 2 which is set equal to the sum of the variances
of the independent variables. The mean of the sum is the sum of their means.
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− 1
σ

1
σ

u

fx (x) = 1√
2πσ

e
− x2

2σ2
�x (u) = e− σ2u2

2

−σ σ

(a) (b)

Figure 3.12 The Gaussian PDF and its CF: (a) PDF; (b) CF.

This remarkable idea is a crude statement of the Central Limit Theorem. As
the number of variables being added increases without limit, the PDF of the sum
becomes more precisely Gaussian.

Many natural processes such as thermal noise and shot noise give rise to Gaussian-
distributed variables because these effects are due to many small independent effects
combining. For this reason, the Gaussian PDF is very important in statistical analysis
and in the analysis of linear discrete-time systems.

In order to apply the idea of the Central Limit Theorem to physical problems, it
is necessary for one to have some feeling for the effects of disparity in the variances
of the variables being summed, their statistical connections, the shapes of their PDFs,
and the number of variables being added. The question is, how many variables are
effectively being summed? A variable having a highly peaked PDF (small variance)
will only contribute its mean value to the sum. It will have very little effect upon
the shape of the PDF of the sum and should not be counted as a separate variable.
A variable having a broad PDF (high variance) would tend to have considerable
effect upon the shape of the PDF of the sum. It makes the other PDFs appear to
be peaked by comparison. Statistical connection reduces the effective number of
variables. The extreme statistical connection, causal connection, could make two
variables add as a single variable. The closer the PDFs of the constituents are to
Gaussian, the smaller will be the number of variables required to closely approximate
a Gaussian sum. If the constituents are all normally distributed, the sum will be
Gaussian, without regard to the number of constituents and what their variances are.
These remarks are only qualitative. There are too many factors involved in actual
situations to permit rigorous generalization. To get a physical understanding of the
approximation process, consider the following example.

Fig. 3.13 shows the sequence of PDFs that result as more and more random rec-
tangularly distributed variables are summed. Fig. 3.13(a) shows the basic rectangular
PDF, very different from Gaussian. Fig. 3.13(b) is the convolution of two identical
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rectangular PDFs, (c) is the convolution of (a) and (b), while (d) is the convolution
of two of the (b) type, being the PDF of the sum of four rectangularly distributed
independent variables. The dynamic range of the sum increases by ±1/2 with each
addition. Notice that the PDF looks quite Gaussian after four additions. It is com-
pared with the Gaussian PDF having the same variance of 1/3 in (d). The fit is good
but not perfect. One reason is that the PDF of the sum has a range limited to ±2,
while the range of the Gaussian PDF is infinite.

Since several factors may have impact on the PDF of a sum of random variables,
there are numerous Central Limit Theorems for the different situations. A well-
known form of the Central Limit Theorem can be proven for the special case of
independent, identically distributed random variables with finite mean and variance
(Lindeberg–Lévy theorem)1, in a fashion similar to that of Woodward (1964) and
Leon-Garcia (1994), as follows.

An analytic CF can be expressed in a Maclaurin series at u = 0. The CF of a
random variable x can be represented by the first three terms and a residual:

�x (u) = a0 + a1u + a2u2 + r(u) . (3.62)

Since all CFs must have value of unity at the origin, a0 must be 1. Let the mean
value of the variable x be zero, so that its first moment, which equals a1, is zero. If
the variance of x is σ 2, a2 can be expressed as in Eq. (3.63).

E{x2} = σ 2 = d2�x (u)

d(u)2

∣∣∣∣
u=0

= −2a2 . (3.63)

The CF is now given by Eq. (3.64).

�x (u) = 1 − 1

2
σ 2u2 + r(u) . (3.64)

Now let n statistically independent variables having the above CF be summed and
scaled. The purpose of the scaling is to fix the variance of the sum at the value σ 2,
regardless of the number of variables being added. The CF of this scaled sum is
given by (3.65)

��(u)=
(

1 − σ
2u2

2n
+ r(u)|normalized

)n

=
(

1 − σ
2u2

2n
+ O

(
1

n2

))n

. (3.65)

1Rigorous proofs of the theorem are given for example by Loève (1977) and by Feller (1970). The
“proof” given here gives insight, without tediousness.
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Figure 3.13 Convolution of rectangular PDFs: (a) basic PDF, variance = 1/12; (b) convo-
lution of two PDFs, variance = 1/6; (c) convolution of three PDFs, variance = 1/4; (d) con-
volution of four PDFs, variance = 1/3.
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As n becomes arbitrarily large, this becomes

��(u) ≈
(

1 − σ
2u2

2n

)n

. (3.66)

Making use of the formula(
1 − a

n

)n
≈ e−a , valid for n � 1 , (3.67)

the following approximation can be obtained:

��(u) ≈ e−σ 2u2

2 . (3.68)

Eq. (3.68) is the Gaussian CF. Equation (3.69) gives the PDF of the scaled sum of n
variables. This is the inverse Fourier transform of (3.68).

f�(�) ≈ 1√
2πσ 2

e
− �

2

2σ 2 . (3.69)

We have shown that for a reasonable but special case, the CF of the sum of a num-
ber of identically distributed random variables becomes Gaussian as the number in-
creases.

The binomial PDF, a discrete PDF, becomes a sampled Gaussian PDF as the
number of variables n being summed increases. A proof is given by Feller (1970,
Section 7.2). For this case, the PDF of the sum can never be truly Gaussian because
the PDF is discrete no matter how many variables are summed. Application of the
Central Limit Theorem gives the envelope or the “low-frequency” characteristic of
the actual PDF. Plausibility of these remarks can be established by inspection of
Fig. 3.11.

In the next chapters, we will apply the statistical ideas discussed above to the
analysis of quantization.

3.9 EXERCISES

3.1 Three prisoners: A, B, and C are held in a prison. One of them has been secretly
chosen, by drawing lots, for execution. The result of the drawing is known only by the
prison officer. ‘A’ turns to the officer and says: “Please be kind and name one of the
two others who will not be executed. By this you do not give away any information,
since it is sure that one of them will stay alive.”

However, the officer answers: “No, I do not name anyone. Now your odds are 2/3 to
1/3 to stay alive, but if only two of you remained, your odds were only 1/2 to 1/2, and
you would fall into despair.”

Is the officer right?
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3.2 According to statistical data, the weather is nice for about two out of three weekends
from spring to autumn. If the weather is nice, meteorologists will give a right prognosis
with probability 0.8, if the weather is bad, with probability 0.7.

What is the probability that we are going to have nice weather indeed, if the meteorol-
ogists forecast nice weather for this weekend?

3.3 In a given electronic instrument, the life expectancy of the central processing unit is
20 years, and that of the built-in self-test unit is 30 years. During usage of this type of
instrument, eventual breakdowns occur independently.

What is the probability that the first warning will occur because of the breakdown of
the self-test unit?

3.4 If A, B, C and D each speak the truth once in three times (independently), and A affirms
that B denies that C declares that D lies, what is the probability that D was telling the
truth?

3.5 I am a disorderly and precipitate man. Since I am disorderly, I put my keys once in one,
once in another drawer. Let us assume that I put them with probability 1/4 into each
of my 4 drawers. Since I am precipitate as well, sometimes I do not notice my keys in
the opened drawer. Let us suppose that the probability of this event is 0.2. What is the
probability that I find my keys in the fourth drawer if I already looked for them in the
other three, but in vain?

3.6 A boy and a girl often date. The girl sincerely tries to be on time, but sometimes she
fails. If she is late, at the next occasion she pays special attention, and she will arrive
on time with probability 90%. If she arrives timely, she will be late at the next occasion
with probability 40% .
On the average, what is the probability that she will arrive on time?

3.7 A small entrepreneur has three cars for hiring out. The rental of a car is R = $60 a day.
The expenses on each car average E = $20 a day, whether rented or not. If on average
two customers would like to rent a car on any given day and each customer decides
each day with the same probability, independently of the others, whether to rent a car
from our entrepreneur, what is the expected daily profit?
Hint: the arrival of the customers follows Poisson distribution (Leon-Garcia, 1994):
the probability of k customers arriving is

Pk = λk

k!
e−λ, k = 0, 1, . . . (E3.7.1)

with λ being a given constant. The expected value of a Poisson-distributed random
variable equals λ.

3.8 We measured the length of a room k = 4 times. The measurements may be considered
as independent of each other. The results have Gaussian distribution, they are unbiased,
and their standard deviation is σ .

What is the probability of the event that the result of the fourth measurement is nearer
to the actual room length than the average of the first three measurements?
Generalize the solution for k measurements.
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3.9 The bell curve (the Gaussian density function) is defined as:

f (x) = 1√
2πσ

e
− (x−µ)2

2σ2 . (E3.9.1)

(a) Find its characteristic function if µ = 0.

(b) Calculate the first four moments of the Gaussian distribution, for µ = 0.

(c) Determine the first four moments with µ �= 0.

3.10 Find the Fourier transform of the rectangular PDF, then do this for the convolution of
two rectangles (see Fig. 3.13, page 52). Do the calculation also for the convolution of
two triangular PDFs. Compare the result with the Gaussian PDF and CF. What is the
difference? What is the difference in the fourth moments?

3.11 Assume that x has discrete distribution, P(x = −q/4) = 0.5, and P(x = q/4) = 0.5 .
Assume furthermore that y has uniform distribution in (−q/4, q/4).

(a) Illustrate graphically in the time domain that x + y has uniform distribution in the
interval (−q/2, q/2).

(b) Calculate the CFs of x and y, and show by using them that �x+y(u) = sin(qu/2)
qu/2 .

3.12 The “house” PDF is a rectangle with a triangle on the top (Fig. E3.12.1). Derive the
CF and the first four moments. Can you give the general formula of the moments?

0

B

(1 + α)B

−A A

Figure E3.12.1 The “house” PDF. Since the PDF has an area 1, the fol-
lowing equation holds: 2AB + AαB = 1, that is, B = 1/(2A + αA).

3.13 Find the characteristic function of the PDF given in Fig. E3.13.1.

3.14 The random variables x1 and x2 have a joint probability density function fx1,x2
(z1, z2),

and a joint characteristic function �x1,x2(u1, u2). Determine the PDF and CF of y =
x1 + x2. Discuss the relationship to the known formulas of independent x1 andx2.

3.15 Do Monte Carlo, a statistical experiment. Use Matlab to generate a uniformly distrib-
uted, uncorrelated (white) sequence of samples. Put the samples into a correlating filter
(one-pole, with a long time constant). Let the filter be yk+1 = 0.05xk + 0.95yk . The
input samples are xk , and the output samples are yk .
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1
6a

2
6a

0−3a −2a −a 0 a 2a 3a

Figure E3.13.1 A probability density function.

(a) Make a fine-grain histogram from the filter input samples, and plot the histogram.
It should look like a uniform PDF. Measure the first four moments. Now make
a fine-grain histogram from the filter output samples, and plot the histogram. It
should look like a Gaussian PDF. Measure the same moments as above. Explain
with the central limit theorem.

(b) Make a two-dimensional histogram from the filter input with some delay. Calcu-
late the autocorrelation, verify that the input is white.

(c) Make a two-dimensional histogram from the filter output with some delay. Cal-
culate the autocorrelation, verify that the output is colored.

Note: All averaging can be done by time averages or by ensemble averaging with an
ensemble of inputs and an ensemble of filtered outputs.

3.16 Let Sk be the sum of k independent, identically distributed random variables. Let
us assume that the first two moments are finite. By evaluating the kth power of the
characteristic function prove that the normalized version of Sk , subtracting the mean
value, and dividing by the standard deviation,

ξk = Sk − kµ

σ
√

k
(E3.16.1)

is approximately normally distributed, that is,

�ξk (u)→ e−u2/2 . (E3.16.2)

This is a demonstration of the central limit theorem.

3.17 The youngest prince headed for freeing the princess from the captivity of the dragon.
Along the road in the jungle, he had to cross a ravine through a suspension footbridge,
held by three ropes, made from vines. At the bridge, a warning message was posted:
“Look out! The strength of each rope is somewhere between 0 and 2500 Newton,
they are independent random variables having uniform distribution. You may cross the
bridge at your own risk.”

The prince liked probability theory. He reasoned as follows.
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“My weight is 750 N only. If none of the ropes breaks, each rope holds a weight of
250 N. The probability that none of the ropes breaks is, using the cumulative distribu-
tion function (CDF),

P3 = (1 − F(250))3 = (1 − 0.1)3 = 0.729 . (E3.17.1)

This is not very assuring. But I can cross the ravine also if only two ropes hold the
bridge. In this case, one of the ropes breaks for a force less than 250 N, while the other
two ropes bear a force of 375 N each. Since any of the three ropes may break, the
probability that exactly two ropes will support the bridge is

P2 = 3 F(250)(1 − F(375))2 = 3 · 0.1(1 − 0.1)2 = 0.217 . (E3.17.2)

Similarly, the probability that two ropes break, and the third one holds the bridge, is

P1 = 6 F(250)F(375)(1 − F(750)) = 6 · 0.1 · 0.15 · 0.7 = 0.063 , (E3.17.3)

since one of the ropes breaks for a force less than 250 N, another one breaks for a force
less than 375 N, and the third one can bear 750 N, and the 3 ropes can be permuted in
6 different ways.

By summation, the total probability of the bridge not falling is

P1 + P2 + P3 = 1.009 > 1 , (E3.17.4)

thus it is more than 100% sure that the bridge will carry me!”

With easy steps, he started through the bridge which fell under his weight.

Was he wrong somewhere?

Hint: assume that the forces in each bearing rope are equal.

3.18 A lucky man may choose for himself one of n = 100 gemstones. They pass before his
eyes one by one, and he may select the actually present one.

Let us assume that the gemstones arrive in random succession, and the man can always
decide if the actually present gemstone is more precious than all the previous ones or
not. He lets the first k gemstones pass, and afterwards chooses the first one that is more
precious than all the previous ones.

(a) What is the probability that he chooses the most precious one?
(b) What is the probability that he cannot choose until the end of the procedure?
(c) For which value of k is the probability of the event maximal that he chooses the

most precious one?
(d) Argue why the above strategy is optimal.
(e) For large values of n, find the optimal ratio k/n.

3.19 Prove that for noise with continuous distribution, each sample of the periodogram2 is
(at least approximately) exponentially distributed.

2Define the sampled periodogram as

I ( fk) = 1

N
|Xk |2 , with Xk = DFT{xi } =

N−1∑
i=0

xi e− j2π ik
N . (E3.19.1)
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3.20 Prove that the PDF of a sample of a random phase sine wave (the phase uniformly
distributed in (0, 2π)) is

fx (x) =
⎧⎨⎩

1
π
√

A2 − x2
for |x | < A,

0 elsewhere.
(E3.20.1)

3.21 Prove that the CF of a sample of a random phase sine wave is

�(u) =
A∫

−A

1

π
√

A2 − x2
e jux dx = J0(Au) , (E3.21.1)

where J0(z) is the zero-order Bessel function of the first kind.

3.22 Show by calculations in the time domain that the autocorrelation function of a random
phase sine wave is equal to

Rxx (τ ) = A2

2
cos(ωτ) . (E3.22.1)
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Chapter 4

Statistical Analysis of the
Quantizer Output

4.1 PDF AND CF OF THE QUANTIZER OUTPUT

Signal quantization is a nonlinear operation, and is therefore difficult to analyze di-
rectly. Instead of devoting attention to the signal being quantized, we shall con-
sider its probability density function. It will be seen that the PDF of the quantized
variable may be obtained by strictly linear operations performed on the PDF of the
non-quantized variable. So, although quantization acts nonlinearly on signals, it acts
linearly on their probability densities.

The analysis that follows will be developed for sampled signals.1 High-order
random processes are readily described in sampled form. If the samples of a random
variable x are all independent of each other, a first-order probability density fx (x)
completely describes the statistics of the samples. The characteristic function or CF
is the Fourier transform of the PDF (see Eq. (2.17)),

�x (u) =
∞∫

−∞
fx (x)e

jux dx . (4.1)

A quantizer input variable x may take on a continuum of amplitudes, while the
quantizer output x ′ assumes only discrete amplitudes. The probability density of the
output fx ′(x ′) consists of a series of Dirac impulses that are uniformly spaced along
the amplitude axis, each one centered in a quantization box.

Fig. 4.1 shows how the output PDF is derived from that of the input. Any input
event (signal amplitude) occurring within a given quantization box is “reported” at
the quantizer output as being at the center of that box. The quantizer is shown in
Fig. 4.1(a). The input PDF fx (x) is sketched in Fig. 4.1(b). The quantization boxes

1The basic ideas and some figures of the following sections were published in, and are reprinted
here with permission from Widrow, B., Kollár, I. and Liu, M.-C., ”Statistical theory of quantization,”
IEEE Transactions on Instrumentation and Measurement 45(6): 35361. c©1995 IEEE.
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x x ′
Q

(a)

x, x ′
−5q/2 −3q/2 −q/2 q/2 3q/2 5q/2

fx (x)

· · ·· · ·
(b)

Figure 4.1 Formation of the PDF of the quantizer output x ′: (a) the quantizer; (b) area
sampling.

are labeled as . . . −3q/2 to −q/2, −q/2 to q/2, q/2 to 3q/2, . . . . The area under
fx (x) within each quantization box is compressed into a Dirac delta function. The
set of delta functions comprises fx ′(x ′), the PDF of the quantizer output, also shown
in Fig. 4.1(b). The formation of fx ′(x) from fx (x) is the sampling process. We call
this “area sampling.”

Area sampling differs from conventional sampling in an important way. Area
sampling can be represented as (a) convolution with a rectangular pulse function, and
(b) conventional sampling.

To see how this works, refer once again to Fig. 4.1(b). We can express the area
samples of fx (x) as

fx ′(x)= · · · + δ(x + q)

− q
2∫

− 3q
2

fx (x) dx + δ(x)

q
2∫

− q
2

fx (x) dx + δ(x − q)

3q
2∫

q
2

fx (x) dx + · · ·

=
∞∑

m=−∞
δ(x − mq)

mq+ q
2∫

mq− q
2

fx (x) dx . (4.2)

Now define a rectangular pulse function as
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fn(x) =
⎧⎨⎩

1

q
, −q/2 < x < q/2

0, elsewhere.
(4.3)

This function has a unit area. The convolution of this function with fx (x) is

fn(x) � fx (x) =
∞∫

−∞
fn(x − α) fx (α) dα =

x+ q
2∫

x− q
2

1

q
· fx (α) dα . (4.4)

Next, we multiply the result of this convolution by the impulse train c(x), defined as

c(x)
	=

∞∑
m=−∞

qδ(x − mq) . (4.5)

The product is

(
fn(x) � fx (x)

)
· c(x) =

∞∑
m=−∞

qδ(x − mq)

x+ q
2∫

x− q
2

1

q
fx (α) dα . (4.6)

When multiplying delta functions with other functions, we note that

δ(x − mq) · g(x) = δ(x − mq) · g(mq) . (4.7)

Accordingly, the product can be written as

(
fn(x) � fx (x)

)
· c(x) =

∞∑
m=−∞

δ(x − mq)

mq+ q
2∫

mq− q
2

fx (α) dα . (4.8)

From Eqs. (4.8) and (4.2) we conclude that

fx ′(x) =
(

fn(x) � fx (x)
)

· c(x) , (4.9)

and so we have demonstrated that area sampling is first convolution with a rectangu-
lar pulse function, then conventional sampling.

The area sampling process can be visualized with the help of Fig. 4.2. The PDF
of x is shown in Fig. 4.2(a). The rectangular pulse function is shown in Fig. 4.2(b).
Their convolution is shown in Fig. 4.2(c). The sampling impulse train is shown in
Fig. 4.2(d). The PDF of the quantizer output x ′ is shown in Fig. 4.2(e). It is the
product of the impulse train and the convolution of the rectangular pulse function
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with the PDF of x . We have used linear operations common in the field of digital
signal processing to relate the probability density function of x and x ′.

x

fx (x)

−2q −q 0 q 2q
(a)

          
x

fn(x)

−q/2 q/2

1/q

(b)

x

fn(x) � fx (x)

−2q −q 0 q 2q
(c)

x

c(x)

−2q −q 0 q 2q

· · · · · ·
(d)

x

fx ′(x) =
(

fn(x) � fx (x)

)
· c(x)

−2q −q 0 q 2q

fn(x) � fx (x)

(e)

Figure 4.2 Derivation of PDF of x ′ from area sampling of the PDF of x : (a) PDF of x ;
(b) rectangular pulse function; (c) convolution of (a) and (b); (d) the impulse train; (e) PDF
of x ′, the product of (c) and (d).

The Fourier transform of the rectangular pulse function is
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�n(u) =
∞∫

−∞
fn(x)e

jux dx =
q/2∫

−q/2

1

q
e jux dx = sinc

qu

2
. (4.10)

Working in the transform domain, we can use (4.10) to obtain the CF of x ′ from the
CF of x .

The area sampling idea can be visualized in the CF domain by referring to
Fig. 4.3. The CF of x , �x (u), is shown in Fig. 4.3(a). The Fourier transform of the
rectangular pulse function, sinc (qu/2), is shown in Fig. 4.3(b). The product of this
transform and the CF of x , �x (u) · sinc (qu/2), is shown in Fig. 4.3(c). (Multiplica-
tion in the CF domain corresponds to convolution in the PDF domain, as illustrated
in Fig. 4.2.) This product is repeated in Fig. 4.3(d), and summed in Fig. 4.3(e) (repe-
tition and summation in the CF domain corresponds to sampling in the PDF domain,
as illustrated in Fig. 4.2).

The CF of x ′ is shown in Fig. 4.3(e). The repeated summed product can be
represented by

�x ′(u)=
(
�x (u) sinc

(qu

2

))
�

( ∞∑
l=−∞

δ(u + l)

)

=
∞∑

l=−∞
�x (u + l) sinc

(
q(u + l)

2

)
, (4.11)

with


	= 2π

q
. (4.12)

Eq. (4.11) is an infinite sum of replicas. It is a periodic function of u, as would be
expected for the Fourier transform of a string of uniformly spaced impulses. The
replica centered about u = 0 is

�x (u) · sinc
qu

2
. (4.13)

The derivation of Eq. (4.11) turns out to be a major result in quantization theory. In
accord with this theory, the variable  can be thought of as the “quantization radian
frequency”, expressed in radians per unit amplitude of x and x ′. This is analogous to
the sampling radian frequency�, expressed in radians per second. The “quantization
period” is q, and this is analogous to the sampling period.

We can find a complete set of correspondences between the relevant quantities
involved in sampling and quantization, respectively, by comparing Eqs. (4.11) and
(4.5) to Eqs. (2.9) and (2.2). The correspondences are listed in Table 4.1.
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(e)

Figure 4.3 Formulation of area sampling in the CF domain: (a) CF of x ; (b) CF of n,
the sinc function; (c) CF of x + n; (d) the repetition of (c); (e) CF of x ′, the sum of the
replicas.

4.2 COMPARISON OF QUANTIZATION WITH THE
ADDITION OF INDEPENDENT UNIFORMLY
DISTRIBUTED NOISE, THE PQN MODEL

At this time, it is useful to define an independent noise n, uniformly distributed
between ±q/2. This noise has zero mean and a variance of q2/12. Its PDF is fn(n),
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TABLE 4.1 Correspondences between sampling and quantization.

Eqs. (2.9) & (2.2) k t n ω T � = 2π/T Sampling
� � � � � � �

Eqs. (4.11) & (4.5) m x l u q  = 2π/q Quantizing

n

fn(n)

−q/2 q/2

1/q

Figure 4.4 The PDF of an independent noise.

Σ

x x + n

n

+
+

Figure 4.5 Addition of independent noise n to the signal x .

shown in Fig. 4.4. Let this noise be added to the signal x , as in Fig. 4.5. The result is
x + n, whose PDF is the following convolution,

fx+n(x) = fn(x) � fx (x) . (4.14)

Comparing Eqs. (4.14) and (4.9), we conclude that there is a fundamental relation
between the PDF of the quantizer output and the PDF of the sum of x and the in-
dependent noise n. The quantized PDF consists of samples of the PDF of x plus
n.

fx ′(x) = fx+n(x) · c(x) . (4.15)

It is clear that quantization is not the same thing as addition of an independent noise.
Fig. 4.6 shows two diagrams, one is quantization and the other is addition of inde-
pendent uniformly distributed noise. The PDF of x ′ consists of uniformly spaced
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(a)

(b)

Σ

x

x

x ′
Q

x + n

n

++

Figure 4.6 Comparison of quantization with the addition of uniformly distributed inde-
pendent noises: (a) quantizer; (b) the “PQN model” of quantization.

x

fx ′(x)

−3q −2q −q 0 q 2q 3q

fx+n(x)

Figure 4.7 The PDF of x ′ consists of Dirac impulses, multiplied by q, and weighted by
the samples of the PDF of x + n, exactly, under all conditions.

impulses. It is very different from the PDF of x + n, which is generally continuous
and smooth.

To compare the PDF of x ′ with that of x + n, refer to Fig. 4.7. The PDF of x ′ is
a string of Dirac impulses, corresponding to the samples of the PDF of x + n. This
is true under all circumstances.

The CF of x ′, given by Eq. (4.11), is periodic with frequency  = 2π/q. The
CF of x + n is aperiodic and is given by

�x+n(u)=�x (u) ·�n(u)

=�x (u) · sinc
qu

2
. (4.16)

This CF is replicated at frequency  to form the CF of x ′ (refer to relations (4.11),
(4.12), and (4.13)).

The noise n is an artificial noise. It is not the same as quantization noise.
In subsequent chapters however, its statistical properties will be related to those of



4.3 Quantizing Theorems I and II 69

quantization noise. It is natural therefore to call the noise n “pseudo quantization
noise,” or “PQN.” Figure 4.6(b) depicts the “PQN model” that can be used for the
analysis of quantization noise when appropriate quantizing theorems are satisfied.

4.3 QUANTIZING THEOREMS I AND II

If the replicas contained in�x ′(u) do not overlap, then�x (u) can be recovered from
�x ′(u). The Widrow quantizing theorem (Widrow, 1956a), analogous to the Nyquist
sampling theorem, can be stated as follows:

Quantizing Theorem I (QT I)
If the CF of x is “bandlimited,” so that

�x (u) = 0, |u| > π
q

= 

2
, (4.17)

then:

• the replicas contained in �x ′(u) will not overlap

• the CF of x can be derived from the CF of x ′

• the PDF of x can be derived from the PDF of x ′.

For the conditions of Quantizing Theorem I to be satisfied, the frequency of
quantization must be more than twice as high as the highest “frequency component”2

of �x (u). The quantization grain size q must be made small enough for this to
happen (making q smaller raises the “quantization frequency,” spreads the replicas,
and tends to reduce their overlap). How to obtain fx (x) from fx ′(x ′) when QT I is
satisfied will be described below.

If the replicas contained in �x ′(u) overlap but not enough to affect the deriv-
atives of �x ′(u) at the origin in the CF domain, i.e. at u = 0, then the moments of
x are recoverable from the moments of x ′. Therefore, another quantizing theorem
(Widrow, 1961) can be stated as follows:

Quantizing Theorem II (QT II)
If the CF of x is bandlimited so that

2Precisely, no overlap requires that �x (u) is zero also at |u| = π/q. However, for characteristic
functions, the only way that nonzero values at discrete points can make any difference in the PDF is that
there are Dirac delta functions at these points. But no CF may contain Dirac delta functions, because
this would mean that the integral of the PDF is infinite. Therefore, it is enough to prescribe that �x (u)
equals zero for |u| > π/q.
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�x (u) = 0 for |u| > 2π

q
=  , (4.18)

then the moments of x can be calculated from the moments of x ′.

For the condition for Quantizing Theorem II to be satisfied, the frequency of
quantization must be higher3 than the highest frequency component of �x (u). The
quantization grain size q must be made small enough for this to happen. The grain
size q could be up to twice as large as the largest q that would still satisfy QT I. How
to obtain the moments of x from the moments of x ′ when QT II is satisfied will be
described below.

It is worth mentioning that if the conditions for QT I or QT II are satisfied,
adding a mean µ to x allows these QTs to still be satisfied. This can be deduced
from the expression for the CF of x + µ:

�x+µ(u) = e juµ
�x (u) . (4.19)

Similarly, an arbitrary shift of the quantization transfer characteristic will not affect
the fulfillment of the conditions of the theorems, either, see Exercise 4.21.

Quantizing Theorem II is unique to quantization theory and is not analogous
to the sampling theorem. It should be noted that if QT I is satisfied, then QT II is
automatically satisfied.

Other quantizing theorems will be introduced below, Quantizing Theorems III
and IV, and they too are unique and not analogous to the Nyquist sampling theorem.

4.4 RECOVERY OF THE PDF OF THE INPUT VARIABLE x
FROM THE PDF OF THE OUTPUT VARIABLE x ′

If the quantization granularity is fine enough to satisfy the conditions of Quantizing
Theorem I, then the PDF of the unquantized signal x can be recovered from the PDF
of the quantized signal x ′. It is useful when one only has quantized data, but needs
the statistical properties of the original data.

3In strict sense, the above argumentation has proved QT II for the case when the derivatives of the
CF are not altered at u = 0 by the repetitions due to quantization (see Eq. 4.11). This would require
that all the derivatives of the CF equal zero for |u| = , that is, �(u) equals zero not only here, but
also in an (arbitrarily small) environment of |u| = . This is not very important in the practical sense,
but it is interesting from the theoretical point of view. It is not clear however whether this is really
necessary. We do not have a formal proof yet but we were not able to construct a counterexample. For
the examples enumerated in Appendix A, the corresponding derivatives at are zero for all the existing
moments of x .
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x

fx ′(x)

−3q −2q −q q 2q 3q

fx+n(x)

Figure 4.8 Sinc interpolation of fx ′(x) to obtain fx+n(x) when Quantizing Theorem I is
satisfied.

From the PDF of x ′, one can obtain the PDF of the sum of x and n, fx+n(x), by
sinc function interpolation, illustrated in Fig. 4.8. The PDF of x can then be obtained
from the PDF of x + n by deconvolving fx+n(x) with fn(x). The deconvolution can
be done in the PDF domain or in the CF domain. If done in the CF domain, one takes
the CF of fx+n(x) and divides by the Fourier transform of fn(x), a sinc function, and
the quotient is Fourier transformed to obtain fx (x). In the PDF domain, there are
different ways of interpolation and deconvolution. A heuristic derivation of one such
method will be described next (Widrow, 1956a).

We begin with a graphical method for obtaining fx (x) from fx ′(x). Refer to
Fig. 4.9. In Fig. 4.9(a), there is a sketch of fx (x). The running integral of fx (x) from
−∞ is defined as the cumulative distribution function,

Fx (x) =
x∫

−∞
fx (α) dα . (4.20)

This function is sketched in Fig. 4.9(b). Also drawn in this figure are Fx (x + q/2),
the cumulative distribution function “advanced” by q/2, and Fx (x − q/2), the cu-
mulative distribution function “delayed” by q/2. Fig. 4.9(c) shows a curve which is
the difference between Fx (x +q/2) and Fx (x −q/2), multiplied by 1/q. It turns out
that the resulting function is

1

q

(
Fx (x + q/2)− Fx (x − q/2)

)
= fx (x) � fn(x) = fx+n(x) . (4.21)

Sampling fx+n(x) in Fig. 4.9(d) yields the PDF of the quantizer output, fx ′(x). The
discrete PDF fx ′(x) is composed of area samples of fx (x).

Figure 4.10 is a “signal flow” block diagram that shows how fx ′(x) is formed
from fx (x). The steps involved correspond to the processing illustrated in Fig. 4.9.
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x−2q −q 0 q 2q
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(Fx (x + q/2)− Fx (x − q/2)) = fx (x) � fn(x)

= fx+n(x)
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Figure 4.9 Relations between fx (x), fx+n(x), and fx ′(x) : (a) fx (x); (b) the cumulative
distribution function Fx (x) (the CDF), and “advanced” and “delayed” versions of it; (c) the
scaled difference between the advanced and delayed cumulative distribution functions, 1/q ·
(F(x + q/2)− F(x − q/2)) = fx+n(x); (d) fx ′(x), the samples of fx+n(x).
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Figure 4.10 Getting fx ′(x) from fx (x): (a) “signal flow” block diagram; (b) simplified
block diagram.

First there is integration, then an advance operator and a delay operator4 (with a
scaling of 1/q), and the difference is sampled to obtain fx ′(x). Its transform is of
course �x ′(u).

To recover fx (x) from fx ′(x)when QT I is satisfied, the process can be reversed.
Fig. 4.11 is a block diagram of a reversal process that works when conditions for QT I
are met. The details are shown in Fig. 4.11(a). The sampling process of Fig. 4.10
is reversed by ideal lowpass filtering using the “sinc” interpolator. The advance and
delay operators and their difference are reversed by their reciprocal transfer func-
tion in Fig. 4.11(a). The integrator in Fig. 4.10 is reversed by the differentiator in
Fig. 4.11(a). Fig. 4.11(b) shows another flow diagram that is algebraically equivalent
to the flow diagram of Fig. 4.11(a). Here we replace the reciprocal transfer function
with its equivalent, a delay of q/2 and a discrete integrator. Fig. 4.11(c) is a flow
diagram containing the same transfer function elements, but arranged sequentially to
correspond to the actual operations to be done in the PDF domain.5

Figure 4.12 demonstrates the implementation of the process of recovering fx (x)
from fx ′(x). This process is based on the flow diagram of Fig. 4.11(c). The case
illustrated in Fig. 4.12 is that of a Gaussian signal which has been very roughly

4Since the CF is defined as in (2.17), the advance and delay operators are e− jqu/2, and e jqu/2,
respectively.

5Since the CDF is not absolutely integrable, these interchanges would require mathematical justifi-
cation. Let us content ourselves here with the remark that in general, all of these operations are linear,
and for absolutely integrable functions, they are also commutable. Heuristically, we would expect that
commutability also holds for this case, since the CDF “behaves well,” because it is the running integral
of the PDF which is an absolutely integrable, nonnegative function.
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Figure 4.11 Getting fx (x) from fx ′(x) when QT I is satisfied: (a) flow diagram; (b) equiv-
alent flow diagram; (c) reordered flow diagram.

quantized, to a granularity of q = 2σ . Since 99.7 percent of the area of the PDF
is contained between ±3σ , the histogram contains essentially three “bars” and the
quantized PDF has essentially three impulses. The following steps have been taken:

• create new impulses whose values are a running sum of the values of the Dirac
deltas of fx ′(x) shown in Fig. 4.12(a),

• sinc interpolate the running sum impulses to get the cumulative distribution
function, as shown in Fig. 4.12(b),

• differentiate the cumulative distribution function in order to obtain the PDF,

• shift left by q/2 in order to get the correct bias for the PDF, done in Fig. 4.12(c).

This method may seem complicated but it is in fact very straightforward. Proofs
of the method under somewhat more restrictive conditions than those of QT I are
given in the Addendum (available at the book’s website), along with some numerical
considerations.

A comparison of the true PDF in Fig. 4.12(c) with that interpolated from fx ′(x)
shows some error. The reason for the error is that the histogram is not perfectly rep-
resented with only three bars, and that the Gaussian CF is not perfectly bandlimited,
but is very close to bandlimited for all practical purposes. In spite of this, the error is
remarkably small.
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Figure 4.12 Getting the original PDF from the quantized PDF: (a) crude histogram of a
Gaussian process with q = 2σ ; (b) summing and sinc interpolation; (c) derivative of (b),
shifted by q/2.

.
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Figure 4.13 Reconstruction of the Gaussian PDF from a crude histogram, for different
values of q .
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Example 4.1 Reconstruction of PDF from Finely Quantized Data
Similar reconstructions have been done with finer quantization. The results are
shown in Fig. 4.13. With q = σ , the errors are imperceptible. With q = 1.25σ ,
only the slightest error can be seen. With q = 1.5σ , a small error can be seen.
The error is noticeable for q = 1.75σ , and for q = 2σ , the error is more notice-
able, as we have already seen in Fig. 4.12(c).

Very precise interpolation only requires q ≤ σ . This is a surprising result. When
q = σ , the quantization is still very coarse.

Example 4.2 Interpolation of USA Census Data
Another histogram interpolation was undertaken using the USA 1992 census
data. This was done as an exercise to test the effectiveness and limitations of the
reconstruction process described above.

The 1990 USA census counted all citizens by age with 1-year intervals up to age
84. From there, people were counted with 5-year intervals up to age 99. All
people of age 100 and greater were counted as a single group. The data that
was available to us (Statistical Abstract, 1994) was statistically updated from the
1990 census to be applicable to the year 1992.

From the 1992 data, we constructed three crude histograms, the first with 5-year
intervals, the second with 10-year intervals, and the third with 20-year intervals.
Constructing these histograms amounted to quantizing the age variable with val-
ues of q = 5 years, q = 10 years, and q = 20 years. The question is, if the data
were taken originally with ages roughly quantized, could a smooth population
distribution be recovered?

Fig. 4.14(a) shows a 10-year interval histogram, and the interpolated distribution.
Because the true population density has a discontinuity at age zero, it is not at all
bandlimited. The interpolation process is therefore not really valid. The interpo-
lated distribution function exhibits Gibbs’ phenomenon at the discontinuity. The
ringing corresponds to, among other things, negative and positive populations of
people with negative ages.

The discontinuity can be eliminated by interpolating the histogram together with
its mirror image. The result is shown in Fig. 4.14(b). The portion of the interpo-
lated function with negative ages is to be disregarded.

Going back to the original interpolation, Fig. 4.14(c) shows a comparison of its
right-hand part with the 1-year interval 1992 data. Gibbs’ phenomenon prevents
the interpolation from closely fitting the data. But comparing the right-hand part
of the interpolation of the histogram and its mirror image with the 1-year 1992
data, the fit is seen to be very close. So, the census data could have been taken
with 10-year age grouping, and a fine interpolation could have been made from
it.

Interpolating histograms and their mirror images, tests were done to empiri-
cally determine the effects of roughness of quantization. Figs. 4.15(a),(b),(c)
are histograms with 5-year, 10-year, and 20-year intervals. These histograms
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Figure 4.14 Reconstruction of USA age distribution from histogram with
10-year intervals, with the 1992 census data: (a) interpolation of his-
togram; (b) interpolation of histogram and its mirror image; (c) com-
parison of interpolation of histogram with one-year interval census data;
(d) comparison of interpolation of histogram and its mirror image with 1-
year interval census data.
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Figure 4.15 Reconstruction of the USA age distribution from histograms
based on the 1992 census data: (a) 5-year interval histogram; (b) 10-
year histogram; (c) 20-year histogram; (d) interpolation of the 5-year his-
togram; (e) interpolation of the 10-year histogram; (f) interpolation of the
20-year histogram.

and their mirror images were interpolated, and the right-hand portions are plot-
ted in Figs. 4.15d, e, and f. With 5-year intervals, the interpolation fits the actual
population data very closely. With 10-year intervals, the interpolation is more
smoothed, but it still fits the actual data very closely. With 20-year intervals, the
data is so coarse that the interpolation does not fit the actual data very well.

Demographers have for a long time been talking about the “baby boom.” This is
an anomalous bump in the USA population distribution from about age 25 to age
46 that shows up in the 1992 data. The big discontinuity at age 46 corresponds
to the end of World War II in 1945, when American soldiers returned home and



80 4 Statistical Analysis of the Quantizer Output

from then on “made love, not war.” The baby boom is caught very nicely in the
interpolated function even when age is quantized to 10-year intervals.

4.5 RECOVERY OF MOMENTS OF THE INPUT VARIABLE x
FROM MOMENTS OF THE OUTPUT VARIABLE x ′
WHEN QT II IS SATISFIED; SHEPPARD’S CORRECTIONS
AND THE PQN MODEL

If the quantization granularity is fine enough to satisfy the conditions of Quantiz-
ing Theorem II, then the moments of x can be obtained from the moments of x ′.
Quantization theory can be used in a simple way to relate these moments.

The CF of x ′ contains an infinite number of replicas, and is given by Eq. (4.11)
as

�x ′(u) =
∞∑

l=−∞
�x (u + l) sinc

(
q(u + l)

2

)
. (4.11)

This characteristic function is sketched in Fig. 4.3(d). If the conditions of Quantiz-
ing Theorem II are satisfied, then the replicas may or may not overlap, but if they
do, there would be no overlap extending all the way to u = 0. The derivatives of
the characteristic function at u = 0 would not be affected by overlap. Since the
individual replica of (4.11) centered at u = 0 is given by Eq. (4.13),

�x (u) · sinc
qu

2
, (4.13)

the derivatives of (4.13) at u = 0 would be the same as those of (4.11) when Quan-
tizing Theorem II is satisfied. The moments of x ′ can, under these conditions, be
obtained from the derivatives of (4.13) at u = 0.

Refer back to Fig. 4.6, comparing x ′ with x + n. The question is, how do their
moments compare? The CF of x + n is given by Eq. (4.16) as

�x+n(u) = �x (u) · sinc
qu

2
. (4.16)

This is identical to (4.13). Therefore, when conditions for satisfying Quantizing The-
orem II are met, the derivatives of (4.13) at u = 0 are identical to the corresponding
derivatives of (4.16) and therefore the corresponding moments of x ′ are identical to
those of x + n.

The variables x ′ and x + n are quite different. The PDF of x + n is continuous,
while the PDF of x ′ is discrete. Under all circumstances, the PDF of x ′ consists
of the Dirac samples of the PDF of x + n. Under special circumstances, i.e. when
conditions for Quantizing Theorem II are met, the moments of x ′ are identical to
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the corresponding moments of x + n. Then the key to the recovery of the moments
of x from the moments of x ′ is the relationship between the moments of x and the
moments of x +n. This relationship is easy to deduce, because n is independent of x ,
and its statistical properties are known. The mean and all odd moments of n are zero.
The mean square of n is q2/12, and the mean fourth of n is q4/80. These facts can
be verified for the rectangular PDF of n by making use of the formulas in Chapter 3
that defined the moments.

When the conditions of QT II are met, the first moment of x ′ is

E{x ′} = E{(x + n)} = E{x} + E{n}
= E{x} . (4.22)

The mean of x ′ equals therefore the mean of x . The second moment of x ′ is

E{(x ′)2} = E{(x + n)2} = E{x2} + 2E{xn} + E{n2}
= E{x2} + 1

12
q2 . (4.23)

The third moment of x ′ is

E{(x ′)3} = E{(x + n)3} = E{x3} + 3E{x2n} + 3E{xn2} + E{n3}
= E{x3} + 1

4
E{x}q2 . (4.24)

The fourth moment of x ′ is

E{(x ′)4} = E{(x + n)4} = E{x4} + 4E{x3n} + 6E{x2n2} + 4E{xn3} + E{n4}
= E{x4} + 1

2
E{x2}q2 + 1

80
q4 . (4.25)

The fifth moment of x ′ is

E{(x ′)5} = E{(x + n)5} = E{x5} + 5E{x4n} + 10E{x3n2}
+10E{x2n3} + 5E{xn4} + E{n5}

= E{x5} + 5

6
E{x3}q2 + 5

80
E{x}q4 . (4.26)

Higher moments can be obtained by continuing in like manner.
In obtaining the above equations, we used the knowledge that the expected

value of the sum is the sum of the expected values, and that the expected value
of the product is the product of the expected values, since x and n are statistically
independent.

The above expressions have the common form

E{(x ′)r } = E{xr } + Mr , (4.27)
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where Mr is the moment difference. Equation (4.27) holds only when the PQN model
applies perfectly, when the conditions for QT II are met. Equation (4.27) depends on
q, and the lower moments of x for 1, 2, . . . r − 2.

M1 = 0

M2 = q2

12

M3 = 1

4
E{x}q2

M4 = 1

2
q2E{x2} + 1

80
q4

M5 = 5

6
E{x3}q2 + 5

80
E{x}q4

... (4.28)

In practice, moments of x ′ can be directly estimated from the quantized data. We are
often interested in moments of x , the moments of the unquantized data. By using the
above relations, the moments of x may be expressed in terms of the moments of x ′
as follows. The general expression that holds when the PQN model applies perfectly
is

E
{

xr} = E
{
(x ′)r

}− Sr . (4.29)

Accordingly,

E{x} = E{x ′} − (0)
E{x2} = E{(x ′)2} −

(
1

12
q2
)

E{x3} = E{(x ′)3} −
(

1

4
E{x ′}q2

)
E{x4} = E{(x ′)4} −

(
1

2
q2E{(x ′)2} − 7

240
q4
)

E{x5} = E{(x ′)5} −
(

5

6
E{(x ′)3}q2 − 7

48
E{x ′}q4

)
... (4.30)

The expressions in the parentheses are known as “Sheppard’s corrections” to the
moments. Sheppard’s first, second, third, . . . corrections may be written as

S1 = 0

S2 = q2

12
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S3 = 1

4
E{x ′}q2

S4 = 1

2
q2E{(x ′)2} − 7

240
q4

S5 = 5

6
E{(x ′)3}q2 − 7

48
E{x ′}q4

... (4.31)

The moment differences M1,M2,. . . are exactly equal to the corresponding Sheppard
corrections S1,S2,. . . when the PQN model applies. When this is not the case, the Ms
and the Ss will differ.

Sheppard’s corrections for grouping (quantization) are well known in statistics.
We have derived Sheppard’s corrections from a comparison between quantization
and the addition of an independent uniformly distributed noise, assuming that the
CF of x is bandlimited and meets the conditions of Quantizing Theorem II. Shep-
pard’s derivation was based on different assumptions. His work did not involve the
characteristic function. The concept of bandlimitedness had not been invented yet.
He assumed that the PDF of x was smooth, meeting certain derivative requirements.
Although the assumptions are different, the two theories lead to identical moment
corrections.

Sheppard’s famous paper was a remarkable piece of work, published in 1898.
It is a rigorous and deep algebraic exercise, but it is not easy to follow, and does not
give an easy understanding. His derivation depends upon the smoothness of the PDF
of x as stated in (Sheppard, 1898, p. 355): “In the cases which we have specially in
view, the curve z = f (x) touches the base z = 0, to a very high order of contact, at
the extreme points x = x0 and x = x p. In such a case f (x0) and f (x p) and their
first few differential coefficients are zero.” Our derivation of Sheppard’s corrections
also depends on the smoothness of the PDF, as manifested in the bandlimitedness of
the CF. A comparison of the characteristic function method and Sheppard’s approach
is given in the Addendum, readable on the website of the book.6.

Our derivation gives a perspective on quantization that is equally as rigorous as
Sheppard’s, and it gives insight for people who have had experience with digital sig-
nal processing and digital control systems. When conditions for QT II are satisfied,
moments may be calculated by treating quantization as equivalent to the addition of
an independent noise which is uniformly distributed between ±q/2. This equiva-
lence yields Sheppard’s corrections. This equivalence was probably never known by
Sheppard.

6http://www.mit.bme.hu/books/quantization/
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4.6 GENERAL EXPRESSIONS OF THE MOMENTS OF THE
QUANTIZER OUTPUT, AND OF THE ERRORS OF
SHEPPARD’S CORRECTIONS: DEVIATIONS FROM THE
PQN MODEL

When neither QT I nor QT II are satisfied perfectly, the moments of x ′ deviate from
those predicted by the PQN model. In order to examine this, we need precise expres-
sions for the moments of x ′ that are general and apply whether or not QT I or QT II
are satisfied. This subject is treated in detail in Appendix B.

The results described in the next section are based on the definitions and equa-
tions from Appendix B.

4.7 SHEPPARD’S CORRECTIONS WITH A GAUSSIAN INPUT

For the zero-mean Gaussian case, Sheppard’s corrections work remarkably well.
Since the PDF of the input x is symmetric about zero, all of Sheppard’s odd-numbered
corrections are zero, and the errors in these corrections are zero. Errors in Sheppard’s
even-numbered corrections are not zero, but they only become significant when the
quantization is very rough. Using Eqs. (B.11) and (B.12), the relative error in Shep-
pard’s second correction S2 has been computed for a variety of choices of quan-
tization box size q. The results are given in Table 4.2. The error in S2 becomes
significant only when q is made as large as q = 2σ . Then, the ratio R2/S2 becomes
9.5%. Even this is quite small.

The relative errors in Sheppard’s fourth correction were computed with Eq.
(B.18), and they are presented in Table 4.3. The residual error in S4 becomes signif-
icant only when q is as large as q = 2σ . Then the ratio R4/S4 has a value of 28%.
Sheppard’s first four corrections work accurately for values of q equal to 1.5σ or
less, and work reasonably well even when q = 2σ . This is very rough quantization.

To summarize the findings of this section, we have determined for Gaussian in-
puts that the corrections needed to accurately utilize Sheppard’s first four corrections

TABLE 4.2 Sheppard’s second corrections and their residual errors for zero mean
Gaussian input signals.

q E{x2} E{(x ′)2} = E{x2} +S2 +R2 R2/S2

q = 0.5σ σ 2 σ 2 + 0.021σ 2 − 2.1 · 10−34σ 2 −9.9 · 10−33

q = σ σ 2 σ 2 + 0.083σ 2 − 1.1 · 10−8σ 2 −1.3 · 10−7

q = 1.5σ σ 2 σ 2 + 0.19σ 2 − 6.5 · 10−4σ 2 −3.5 · 10−3

q = 2σ σ 2 σ 2 + 0.33σ 2 − 0.032σ 2 −0.095
q = 2.5σ σ 2 σ 2 + 0.52σ 2 − 0.20σ 2 −0.38
q = 3σ σ 2 σ 2 + 0.75σ 2 − 0.55σ 2 −0.73
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TABLE 4.3 Sheppard’s fourth corrections and their residual errors for zero mean Gaussian
input signals.

q E{x4} E{(x ′)4} = E{x4} +S4 +R4 R4/S4

q = 0.5σ 3σ 4 3σ 4 + 0.13σ 4 + 6.5 · 10−32σ 4 5.1 · 10−31

q = σ 3σ 4 3σ 4 + 0.51σ 4 + 8.5 · 10−7σ 4 1.7 · 10−6

q = 1.5σ 3σ 4 3σ 4 + 1.2σ 4 + 0.022σ 4 0.019

q = 2σ 3σ 4 3σ 4 + 2.1σ 4 + 0.59σ 4 0.28

q = 2.5σ 3σ 4 3σ 4 + 3.0σ 4 + 2.4σ 4 0.79

q = 3σ 3σ 4 3σ 4 + 3.0σ 4 + 4.8σ 4 1.6

are negligible, small, or only moderate for quantization grain sizes that could be as
large as q = 2σ . The Gaussian inputs may be with or without mean values.

Sheppard’s corrections work perfectly when QT II is satisfied. Sheppard’s cor-
rections work almost perfectly in the Gaussian case even with rough quantization,
because the condition for QT II are approximately met. The effects of overlap of
replicas in the CF domain are minimal because the Gaussian CF drops off with e−|u2|.
Other CFs that do not drop off this rapidly correspond to cases where Sheppard’s cor-
rections are not so accurate when rough quantization is practiced.

4.8 SUMMARY

The purpose of this chapter has been to relate the probability density function of the
quantizer output to that of its input, and vice versa. This chapter also relates the
moments of the quantizer output to those of its input, and vice versa.

The PDF of the quantizer output is a string of uniformly spaced Dirac impulses.
The spacing is the quantum step size q. This output PDF can be obtained by Nyquist
sampling of the input PDF convolved with a uniform PDF which is distributed be-
tween ±q/2.

When the quantum step size q is made small enough so that 2π/q, the “quanti-
zation radian frequency,” is at least twice as high as the highest “frequency” compo-
nent contained in the Fourier transform of the input PDF (its characteristic function),
the input PDF is perfectly recoverable from the output PDF. This is Widrow’s quan-
tizing theorem, now known as QT I, and it is based on Nyquist sampling theory
applied to quantization.

The staircase input–output function that describes the uniform quantizer is a
nonlinear function. Nevertheless, the quantizer output PDF is linearly related to the
input PDF. The quantizer operates nonlinearly on signals, but operates linearly on
their probability densities.
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When the quantization frequency is at least as high as the highest frequency
component contained in the quantizer input, the moments of the quantizer input sig-
nal are perfectly recoverable from the moments of the quantizer output signal. This
is Widrow’s second quantizing theorem, now known as QT II, and it does not corre-
spond to Nyquist’s sampling theorem.

When the conditions for QT II are met, the moments of the quantizer output
signal are identical to those of the sum of the quantizer input signal and an indepen-
dent noise that is uniformly distributed between ±q/2. This noise is called pseudo
quantization noise, or PQN.

When one is only concerned with moments, it is often useful to compare quan-
tization with the addition of independent PQN. The addition of PQN to the quantizer
input signal is called the PQN model.

Although quantization is often represented in the literature in terms of the PQN
model, these two processes are very different from one another. Quantization yields
a PDF that is a string of uniformly spaced impulses, while addition of independent
PQN to the quantizer input signal generally yields a smooth PDF (being a convo-
lution of the input PDF with a PDF that is uniformly distributed between ±q/2).
Although the PDFs of the quantizer output and the output of the PQN model are very
different, they have precisely corresponding moments when conditions for QT II are
met.

When conditions for QT I are met, conditions for QT II are automatically met.
When conditions for QT II are met, conditions for QT I are not necessarily met.
Conditions for QT II are easier to meet than are conditions for QT I.

When conditions for QT II are met, the PQN model can be used to calculate
the differences between the moments of a quantized variable and the corresponding
moments of the unquantized variable. The moment differences are called Sheppard’s
corrections (Sheppard, 1898). They allow one to estimate the moments such as mean,
mean square, etc. of a signal from its digitized samples. Sheppard derived these
corrections long ago by making certain assumptions about the smoothness of the
PDF of the variable before quantization. Our assumptions are quite different, based
on bandlimitedness of the characteristic function. Both theories of quantization yield
the same moment corrections when their respective conditions on the PDF are met.

Gaussian signals have Gaussian characteristic functions. This type of CF is
clearly not bandlimited, so the PQN model is not perfect for moment calculations.
Expressions for the errors in moment calculations have been derived in Appendix B
for cases where conditions for QT II are not perfectly met. These expressions have
been applied to the quantization of Gaussian signals. They reveal that moment pre-
dictions based on the PQN model are extremely accurate even when the quantization
step size q is as big as σ , one standard deviation. Errors in Sheppard’s mean square
correction are of the order of one part in 107, and in the mean fourth correction are of
the order of two parts in 106. Thus, Sheppard’s corrections and the PQN model work
very well even for extremely rough quantization when one is working with Gaussian
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signals. For non-Gaussian signals, these models also work well with fine-to-rough
quantization, as will be shown in Appendices G and H.

4.9 EXERCISES

4.1 Refer to Fig. 4.2 (page 64). Suppose that the PDF is Gaussian with σ = 2q, and gener-
ate the plot of Fig. 4.2(a). Using Matlab, convolve this with the function in Fig. 4.2(b)
to get the rest of Fig. 4.2.

4.2 Suppose that the CF of Fig. 4.3(a) (page 66) is Gaussian. Using Matlab, calculate and
plot the other functions shown in Fig. 4.3.

4.3 Let the original PDF in Fig. 4.12 (page 75) be Gaussian. Calculate the interpolated
PDF in Fig. 4.12(c), and compare it with the original Gaussian PDF.

4.4 Calculate the functions shown in Fig. 4.8 (page 71) for a Gaussian input with zero
mean.

4.5 Let the PDF f (x) be rectangular in (−0.8q, 0.8q). Derive analytically the functions in
Fig. 4.9 (page 72). What effect does the mean and the width of the rectangular function
have?

4.6 Do a Monte Carlo experiment to measure moments of the quantizer output. Compare
the results with results obtained with the PQN model. Let the input signal be Gaussian
with σ = q , and let the mean be µx = q/4.

4.7 The 1990 census data of Hungary are available from the web page

http://www.mit.bme.hu/books/quantization/exercises/.

Follow the method of Section 4.4 as illustrated in Figs. 4.14–4.15 (pages 77–79) to
recover the population distribution from a 10-year interval histogram (construct a 10-
year interval histogram from the web data). Use the mirror image approach. Plot and
compare the interpolated distribution with the original 1-year interval census data. Is
the quality of reconstruction different from that obtained for the USA census data in
Example 4.2?

4.8 Fig. E4.8.1 illustrates the quantization of a uniformly distributed random variable.

(a) Calculate and plot the PDF of the quantization noise. Calculate the mean and
mean square of the quantization noise.

(b) From the histogram, use the interpolative method of Section 4.4 to calculate and
plot the interpolated PDF. This assumes that the Nyquist condition was satisfied
(of course, it was not satisfied). Plot the true PDF together with the interpolated
PDF and compare them.

4.9 Fig. E4.9.1 illustrates the quantization of a triangularly distributed random variable.

Answer the same questions as in Exercise 4.8.

4.10 Given an input signal x with a symmetric triangular PDF in ±2q. Let this signal be
quantized.
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Figure E4.8.1 Quantization of a uniformly distributed random variable:
(a) PDF of the input variable; (a) histogram of the quantized variable.
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Figure E4.9.1 Quantization of a triangularly distributed random variable:
(a) PDF of the input variable; (b) histogram of the quantized variable.

(a) Write an expression for the PDF and the CF of the quantized output signal.
(b) Derive the first four moments of x and x ′.
(c) Apply Sheppard’s corrections to x ′ to get the moments of x . How well do these

work? How big are the errors in Sheppard’s corrections compared to the correc-
tions themselves? Find the ratios.

(d) Check the nonzero errors by Monte-Carlo.

4.11 Repeat the questions of Exercise 4.10 for x with uniform PDF in (±A) with A =
(N + 0.5)q , where N is a nonnegative integer.
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4.12 Repeat the questions of Exercise 4.10 for x with uniform PDF in (±A) with A = Nq,
where N is a positive integer.

4.13 Repeat the questions of Exercise 4.10 for PDF of x equal to the “house” PDF (see
Fig. E3.12.1, page 55), with A = 2q. Evaluate the errors numerically for for α = 1.

4.14 Repeat the questions of Exercise 4.10 for PDF of x being the sum of two Gaussians:

f (x) = 0.4√
2πσ

e
− (x−σ)2

2σ2 + 0.6√
2πσ

e
− (x+σ)2

2σ2 , (E4.14.1)

with σ = q .

4.15 Do the PDFs in Exercises 4.10, 4.11, 4.12, 4.13, 4.14 satisfy QT I? QT II?

4.16 For the random variable x , a series of samples are given in the file samples of x.mat
available from the web page

http://www.mit.bme.hu/books/quantization/exercises/ .

For q = 1, plot the PDF of x and x ′, slice up the PDF of x to get the PDF of ν.
Numerically calculate the first four moments of x and x ′. Apply Sheppard’s corrections
to moments of x ′ to approximate moments of x . How well do Sheppard’s corrections
work here?

4.17 The random variable x ′ is the result of the quantization of x :

x ′ = m if m − 0.5 ≤ x < m + 0.5, m = 0,±1, ... (E4.17.1)

Here x is uniformly distributed, its mean value is µ = K + 0.25 (K is an integer) the
range of the probability density function is 3.

(a) Determine the distribution of x ′.
(b) Give the mean and the variance of x ′. How large is the increase in the variance

due to the quantization?

4.18 Determine for the characteristic function defined in Exercise 3.13, which of Sheppard’s
corrections are exact (a) if q = a, or (b) if q = a/2.

4.19 For the characteristic function of the random variable x , the following equality is true:

�x (u) = 0 if |u| > 2π

q
. (E4.19.1)

The uniformly quantized version of x is denoted by x ′. Using the PQN model, express
E{x6} in terms of the moments of x ′ and q (sixth-order Sheppard correction).

4.20 A simple, perfectly bandlimited characteristic function is the triangle CF between ±B,
see Fig. E4.20.1:

�(u) =
{

1 − |u|
B if |u| ≤ B,

0 otherwise.
(E4.20.1)
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0

1

0−B B

Figure E4.20.1 Triangle CF.

(a) What is the corresponding PDF?

(b) What can you say about the moments of the random variable?

The random variable is quantized with quantum size q. Plot the characteristic function
of the quantized variable, and the PDF of the quantization error for

(c) q = π/B (QT I is fulfilled),

(d) q = 2π/B (QT II is fulfilled),

(e) q = 3π/B (neither QT I nor QT II is fulfilled).

Can you determine the moments of the quantized variable?

4.21 The derivations in Chapter 4 analyze the mid-tread quantizer, with a “dead zone”
around zero.

(a) Generalize the expression of the characteristic function of the output (4.11) to the
case when the quantizer is shifted by s both horizontally and vertically (that is,
the quantizer characteristic is shifted along the 45◦ line).

(b) Investigate the results for the case of the mid-riser quantizer (s = q/2).

(c) Show how the same result as in (a) can be obtained from (4.11) by one of the
transformations illustrated in Fig. 1.2 (page 5).

(d) Are these cases different from the case of input offset? Why? Where does the
output characteristic function differ?

(e) If you solved Exercise 2.10 (page 30), show how the result of this exercise can be
directly applied to quantization.

4.22 An attractive way to obtain the fx (x) from fx ′(x) is to do interpolation and deconvolu-
tion in the same step. Determine an interpolation formula between samples of fx ′ and
fx (x).

4.23 Assume that for numbers equal to (integer + 0.5)q,

(a) either rounding towards zero (see page 12),

(b) or convergent rounding (see page 396) is implemented.

Describe the behavior of ν for x uniformly distributed on the discrete values {(k +
0.5)q}, k = 1, 2, ..., N .
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4.24 Derive the general formula of the r th moment of x ′ as a function of q and the moments
of x . Hint: The methodology of Stuart and Ord (1994) is explained in the Addendum-
readable in the website of the book.7

4.25 Derive the general expression of Sheppard’s corrections, using the so-called Bernoulli
numbers.8

Hint: Prove the following formula:

E{xr } = E{(x ′)r } −
⎛⎝ r∑

m=1

(
r

m

)(
1 − 21−m

)
BmqmE{(x ′)r−m}

⎞⎠ (E4.25.1)

(see (Stuart and Ord, 1994)).

4.26 Calculate the errors in Sheppard’s corrections from expressions (B.8)–(B.16), and com-
pare with the errors found in

(a) Exercise 4.10,
(b) Exercise 4.11,
(c) Exercise 4.12,
(d) Exercise 4.13.

4.27 Find the expression for the error in Sheppard’s 5th correction (see Eqs. (B.3)–(B.6) and
(B.8)–(B.16)).

4.28 For distributions selected from the ones described in Appendix I (A Few Properties of
Selected Distributions), check numerically the asymptotic behavior of

(a) the arithmetic mean,
(b) the variance,
(c) the input to quantization noise correlation,
(d) the correlation coefficient between input and quantization noise.

Determine the forms and coefficients of the envelopes.

Hint: for numerical calculations, use the program qmoments, available from the web
page of the book as part of the roundoff toolbox:

http://www.mit.bme.hu/books/quantization/ .

7http://www.mit.bme.hu/books/quantization/
8The Bernoulli numbers (Stuart and Ord, 1994; Korn and Korn, 1968) are defined as the coefficients

of tn/n! in the Taylor series of t/(et − 1):

t

et − 1
=

∞∑
n=1

Bntn
n!

. (4.25.FN1)

B0 = 1, B1 = −1/2, B2 = 1/6, B3 = 0, B4 = −1/30, B5 = 0, B6 = 1/42, and so on. A simple
recurrence relationship allows the calculation of the Bernoulli numbers of higher index:

Bn = − 1

n + 1

n−1∑
k=0

(
n + 1

k

)
Bk , n = 1, 2, . . .





Chapter 5

Statistical Analysis of the
Quantization Noise

5.1 ANALYSIS OF THE QUANTIZATION NOISE AND THE
PQN MODEL

We begin this chapter with a study of the statistical characteristics of quantization
noise. We have defined quantization noise in Eq. (1.1) to be the difference between
the quantizer output and the quantizer input:

ν = x ′ − x . (1.1)

This noise is bounded by −q/2 ≤ ν ≤ q/2. The PDF of the quantization noise must
have unit area and must be somehow distributed between ±q/2.

The quantization noise is the error or distortion introduced by the quantizer.
Fig. 5.1(a) shows the quantizer, with its input, output, and quantization noise. Fig. 5.1(b)
shows how adding the quantization noise to the quantizer input gives the quantizer
output.

Comparing Fig. 5.1(b) with Fig. 4.5, one can see the analogy. But there are big
differences. The pseudo quantization noise n, shown in Fig. 4.5, is independent of x ,
and the real quantization noise ν, shown in Fig. 5.1(b), is deterministically related to
x . The PDF of (x + n) is continuous, while the PDF of x ′ = x + ν is discrete. The
PDF of x ′ consists of Dirac impulses, multiplied by q, and weighted by the samples
of the PDF of (x + n).

Quantization noise is the difference between the value x ′ of the center of the
quantization box that the input x falls into. The conditional PDF of the quantization
noise resulting from inputs falling within the 0th box may be constructed by plotting
fx (−x) between −q/2 < x < q/2. The conditional quantization noise PDF resulting
from inputs within the 1st box may be obtained by plotting fx (−x) for values q/2 <
x < 3q/2, re-centered to the origin. And so forth. Events taking place in the various
boxes are exclusive of each other. The probability of a given noise amplitude arising

93
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Σ

Σ

x

x

x ′

Q

x ′ = x + ν

ν

ν

++

+−

Quantization noise(a)

(b)

Figure 5.1 Quantization: (a) input, output, and quantization noise; (b) addition of quanti-
zation noise to input x yields output x ′.

is therefore the sum of the probabilities of that noise amplitude arising from events
within each and every quantization box. Fig. 5.2 shows how the PDF of quantization
noise may be constructed graphically from a plot of fx (−x) by cutting and adding its
strips.

The summing process illustrated in Fig. 5.2 could be achieved in the following
way. The PDF fx (−x) could be added to itself shifted a distance q to the right, shifted
2q to the right, etc., and shifted q to the left, 2q to the left, etc, and this infinite sum
could then be multiplied by a “window function” having the value unity over the
range −q/2 ≤ x ≤ q/2 and zero elsewhere (see Fig. 5.3). Accordingly, the PDF of
the quantization noise ν = x ′ − x is

fν(x) =

⎧⎪⎨⎪⎩
∞∑

m=−∞
fx (−x + mq) , −q/2 ≤ x ≤ q/2,

0 , elsewhere.

(5.1)

It is useful to obtain the CF of the quantization noise. We need to transform
(5.1). It will be easier however to transform the PDF of −ν = x − x ′. The last step
in our derivation will then be a reversal. Accordingly, we may rewrite (5.1) as:

f−ν(x)=

⎧⎪⎨⎪⎩
∞∑

m=−∞
fx (x + mq) , if − q/2 ≤ x ≤ q/2,

0 , elsewhere
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x

fx (−x)

–5q/2 –3q/2 –q/2 q/2 3q/2 5q/2

Box 3
Box 2

Box 1 Box 0

Box −1

Box −2
Box −3

xx

fν(x)

−q/2−q/2 q/2q/2

Box 0

Box 1

Box −1

Box 2

Box −2

Box 3

Box −3

Sum

�⇒

.

.

.

Figure 5.2 Construction of the PDF of quantization noise.

= (window function) ·
( ∞∑

m=−∞
fx (x + mq)

)
. (5.2)

To get the Fourier transform of this expression, we will first find the Fourier trans-
form of the summation, and then convolve it with the Fourier transform of the win-
dow function.

The Fourier transform of the summation is obtained by using the shifting theo-
rem.

F

{ ∞∑
m=−∞

fx (x + mq)

}
=�x (u)

(
· · · + e j2qu + e jqu + 1 + e− jqu + e− j2qu + · · ·

)
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x

fx (−x + mq)

−4q −3q −2q −q 0 q 2q 3q 4q

· · · · · ·
(a)

x

Window function

−q/2 q/2
(b)

x

fν(x)

−q/2 q/2
(c)

Figure 5.3 Construction of the PDF of the quantization noise from delayed and advanced
copies of the input PDF: (a) repeated PDFs; (b) window function; (c) PDF of quantization
noise.

=�x (u)
∞∑

m=−∞
e− jumq . (5.3)

Comparing the right-hand summation of Eq. (5.3) to (2.6) and (2.2), we may con-
clude that

∞∑
m=−∞

e− jumq =
∞∑

l=−∞

2π

q
δ

(
u − l

2π

q

)
=

∞∑
l=−∞

δ (u − l) . (5.4)

The infinite sum of exponentials is equal to an infinite sum of Dirac δ-functions.
By using (5.4), we can express (5.3) as

F

{ ∞∑
m=−∞

fx (x + mq)

}
= �x (u)

∞∑
l=−∞

δ(u − l) . (5.5)



5.1 Analysis of the Quantization Noise and the PQN Model 97

To achieve the required reversal, we note that

F
{
fx (−x)

} =
∞∫

−∞
fx (−x)e jux dx =

∞∫
−∞

fx (−x)e j (−u)(−x) dx = �x (−u) . (5.6)

Therefore,

F

{ ∞∑
m=−∞

fx (−x + mq)

}
= �x (−u)

∞∑
l=−∞

δ(−u − l) . (5.7)

This expression will now be convolved with the Fourier transform of the window
function. The window function, shown in Fig. 5.3(b), is defined as

w(x) =
{

1 , −q/2 ≤ x ≤ q/2 ,
0 , elsewhere.

(5.8)

Its Fourier transform is

W (u) = F {w(x)} = q sinc
(qu

2

)
. (5.9)

The convolution of (5.7) and (5.9), which needs to be divided by 2π with this defin-
ition of the Fourier transform in order to obtain the Fourier transform of the product
of the time domain functions, yields:

�ν(u)=
1

2π

(
�x (−u)

∞∑
l=−∞

δ(−u − l)

)
� q sinc

(qu

2

)

= 1

2π

∞∫
−∞

(
�x (−a)

∞∑
l=−∞

δ(−a − l)

)
q sinc

(
q(u − a)

2

)
da

=
∞∑

l=−∞
�x (l) sinc

(
q(u + l)

2

)

=
∞∑

l=−∞
�x (−l) sinc

(
q(u − l)

2

)
. (5.10)

This is the CF of the quantization noise. It is a series representation, where delayed
and advanced sinc functions are weighted by samples of the CF of the input signal
x . The idea is illustrated in Fig. 5.4.

The characteristic function of input x is reversed along the u-axis and drawn
in Fig. 5.4(a). This function is �x (−u), and it has the value 1 at u = 0. Dirac
samples of this function are shown in Fig. 5.4(b). Fig. 5.4(c) shows the series of sinc
functions that result from convolving the Dirac samples with a unit sinc function.
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u

�x (−u)

−2 − 0  2

1

(a)

u−2 − 0  2

1

(b)

u−2 − 0  2

1

(c)

u

�ν(u)

−2 − 0  2

1

(d)

Figure 5.4 Characteristic function of the quantization noise: (a) the reversed CF of the
quantizer input x ; (b) Dirac samples of the reversed CF; (c) convolution of the Dirac sam-
ples with a sinc function; (d) the sum of the resulting sinc functions is the CF of the quan-
tization noise.

The convolution, the sum of the sinc functions, is drawn in Fig. 5.4(d). This is the
CF of the quantization noise, �ν(u). Its construction is quite straightforward. It has
the value 1 at u = 0.
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The PDF of the quantization noise is given by (5.1). An alternative form of this
PDF can be derived from inverse Fourier transformation of (5.10):

fν(ν) = fn(ν)
∞∑

l=−∞
�x (l)e

jlν = fn(ν)+ fn(ν)
∞∑

l=−∞
l �=0

�x (l) e jlν . (5.11)

This is a Fourier series representation of the PDF of the quantization noise over the
interval −q/2 ≤ ν ≤ q/2.

5.2 SATISFACTION OF QUANTIZING THEOREMS I AND II

In Section 4.3, we presented Quantizing Theorems I and II. Theorem I pertains to the
recovery of fx (x) from fx ′(x ′). Theorem II pertains to the recovery of moments of x
from the moments of x ′ (Sheppard’s corrections). The conditions for satisfaction of
Theorem I are more strict than those for satisfaction of Theorem II. Satisfaction of
Theorem I guarantees satisfaction of Theorem II.

From an inspection of Fig. 5.4 and with regard to Eq. (5.10), if the conditions
for satisfaction of Quantizing Theorem II are met, i.e. if

�x (u) = 0 for |u| >  − ε , (5.12)

the sum (5.10) would have only one term, for l = 0:

�ν(u) = sinc
(qu

2

)
. (5.13)

In Fig. 5.4(c), there would be only one sinc function, the one centered at u = 0. Its
formula would be given by (5.13). This would be the CF of the quantization noise,
and the corresponding PDF would be uniform,

fν(x) =

⎧⎪⎨⎪⎩
1

q
, |x | ≤ q/2,

0 , elsewhere.

(5.14)

Satisfaction of Quantizing Theorem II is a sufficient condition to assure that the
actual quantization noise has a PDF that is uniformly distributed between ±q/2.

5.3 QUANTIZING THEOREM III/A

There is however yet a milder condition that would assure a uniform PDF for the
quantization noise.
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Quantizing Theorem III/A1 (Theorem of Sripad and Snyder)
If

�x (l) = 0 , for l = ±1,±2, . . . , (5.15)

then the quantization noise would have the CF

�ν(u) = sinc
(qu

2

)
, (5.16)

and its PDF would be

fν(x) =
{

1
q , if |x | ≤ q/2,
0 elsewhere.

(5.17)

Satisfaction of QT III/A would assure that only one sinc function would be present in
Fig. 5.4(c), and that (5.10) would have only one term. With this PDF, the quantization
noise would have a mean of zero and a variance of q2/12.

Conditions for satisfaction of Quantizing Theorem I automatically satisfy those
for satisfaction of Theorem II. Conditions for satisfaction of Theorem II automati-
cally satisfy those for Theorem III/A. The conditions for satisfaction of Quantiz-
ing Theorem III/A are the weakest of the three. Satisfaction of Theorems I, II,
or III/A would assure that fν(ν) would be uniform within |ν| ≤ q/2, and that
�ν(u) = sinc (qu/2). This PDF is shown in Fig. 5.5.

        
ν

fν(ν)

−q/2 q/2

1/q

Figure 5.5 The PDF of actual quantization noise when any of Quantizing Theorems I, II,
or III/A is satisfied.

Satisfaction of Quantizing Theorem III/A is both necessary and sufficient for
the quantization noise to be uniformly distributed (see Sripad and Snyder (1977)).

1Quantizing Theorem III will be introduced in Section 7.5. These theorems are numbered in a
logical order that will be more apparent from the discussion to come in Section 7.10.
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There is no weaker condition that would allow the quantization noise to have a uni-
form PDF. The reason for this is the following: Referring to Eq. (5.11), we may note
that for fν(ν) to be equal to fn(ν), the sum

∞∑
l=−∞

l �=0

�x (l) e jlν (5.18)

would need to be zero over the interval −q/2 ≤ ν ≤ q/2. Since the exponential
components are all mutually orthogonal, the only way for the sum to be zero would
be for �x (l) to be zero for all l other than l = 0, but this is exactly the condition
for QT III/A.

We may also notice that if the conditions for QT III/A are fulfilled, they are
also fulfilled for any mean value of the input signal: �x+µ(u) = e− juµ �x (u) will
be zero at exactly the same places as �x (u). This means furthermore that (5.15) can
be equivalently formulated in terms of x̃ = x − µ:

�x̃ (l) = 0 , for l = ±1,±2, . . . , (5.19)

Let us mention that this is the same as the condition of QT IV/A, to be formulated
in page 152. Therefore, the following examples for the fulfillment of QT III/A also
fulfill QT IV/A.

Example 5.1 Satisfaction of QT III/A by a Uniform Input
An example of an input x whose CF satisfies the conditions for Quantizing The-
orem III/A is the following. Let x have the uniform PDF

fx (x) =
⎧⎨⎩

1

q
, if |x | ≤ q/2,

0 , elsewhere.
(5.20)

The CF of x is

�x (u) = sinc
(qu

2

)
. (5.21)

This has the required zero crossings to satisfy Quantizing Theorem III/A. Note
that this CF is not bandlimited, and does not meet the conditions for satisfaction
of either Theorems I or II.

Adding a mean value µ to x and/or shifting the quantization characteristic along
the 45◦ line does not invalidate QT III/A. The quantization noise will be perfectly
uniformly distributed between ±q/2.

This distribution often occurs in practice, so this example is a practical one, not
just a theoretical construction.
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Example 5.2 Satisfaction of QT III/A by a Uniformly Distributed Compo-
nent with Proper Width
A more general example of an input x whose CF satisfies the conditions for
Quantizing Theorem III/A is one having the uniform PDF

fx (x) =
⎧⎨⎩

1

kq
, if |x | ≤ kq/2,

0 elsewhere,
(5.22)

where k is a positive integer. The CF of x is

�x (u) = sinc

(
kqu

2

)
. (5.23)

This CF has the requisite zero crossings. Adding a mean value µ to x and/or
shifting once again does not invalidate QT III/A. The quantization noise will
again be perfectly uniformly distributed between ±q/2.

Example 5.3 Satisfaction of QT III/A by Containing a Uniformly Distrib-
uted Component
We can recognize that Examples 5.1 and 5.2 give rise to a much wider fam-
ily of distributions that satisfy QT III/A. The characteristic function of the sum
of two independent random variables is the product of the individual CFs (see
Eq. (3.54)). Therefore, if a random variable is the sum of any random variable y
and one of the variables of the previous examples, its CF will have zero values at
the required places and therefore QT III/A is satisfied, even if the CF of y does
not satisfy any of the QTs. Such distributions are called divisible distributions,
with a PDF factor (5.20) or (5.22), respectively, or with a CF factor (5.21) or
(5.23), respectively.

5.4 GENERAL EXPRESSIONS OF THE FIRST- AND
HIGHER-ORDER MOMENTS OF THE QUANTIZATION
NOISE: DEVIATIONS FROM THE PQN MODEL

When either QT I, II, or III/A is satisfied, the quantization noise will be uniformly
distributed between ±q/2. All of its odd moments will be zero, its mean square will
be q2/12, its mean fourth will be q4/80, and so forth. Under general circumstances
when the conditions for the quantizing theorems are not perfectly satisfied, the PDF
of the quantization noise will not be uniformly distributed, and its moments will
need to be calculated. From the characteristic function of ν (see Eq. (5.10)), the
moments can be easily determined by taking the derivatives of �ν(u) at u = 0 (see
Appendix C).
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The first moment or mean of the quantization noise is:

E{ν} = 1

j

∞∑
l=−∞

�x (l)

[
d sinc q(u+l)

2

du

]
u=0

=
∞∑

l=−∞
l �=0

�x (l)

j

q

2

(−1)l

lπ

= q

2π

∞∑
l=−∞

l �=0

�x (l)

j

(−1)l

l

= q

π

∞∑
l=1

Im{�x (l)}
(−1)l

l

= N1ν , (5.24)

with N1ν defined by the preceding lines of Eq. (5.24).
The mean of the quantization noise can be written as

N1ν = E{x ′ − x} = E{x ′} − E{x} . (5.25)

From Eq. (B.3), we obtain

N1 = E{x ′} − E{x} . (5.26)

Therefore,

N1ν = N1 . (5.27)

Checking with equations (B.3) and (5.24), this equality is confirmed.
For PDFs symmetrical about their mean value, the CF of x̃ = x − µ is real. In

these cases,

E{ν} = q

π

∞∑
l=1

�x̃ (l)
(−1)l

l
sin (lµ) = N1ν . (5.28)

(see Eq. (B.8)).
The above expressions can be easily evaluated by means of a computer. For

most distributions, it is enough to sum 20–100 terms in order to obtain a good ap-
proximation. Moreover, a simple upper bound on the error can also be developed
using these formulas. This will be done in Appendices G and H.
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By using the second derivative of the sinc function (see Appendix C), the second
moment of ν can be calculated as follows:

E{ν2} = 1

j2

∞∑
l=−∞

�x (l)
d2 sinc

(qu
2 + lπ

)
du2

∣∣∣∣
u=0

= −�x (0)
(q

2

)2
(

−1

3

)
−

∞∑
l=−∞

l �=0

�x (l)
(q

2

)2 2(−1)l+1

l2π2

= q2

12
+ q2

2π2

∞∑
l=−∞

l �=0

�x (l)
(−1)l

l2

= q2

12
+
(

q2

π2

∞∑
l=1

Re{�x (l)}
(−1)l

l2

)

= q2

12
+ N2ν , (5.29)

with N2ν defined by the preceding lines of Eq. (5.29).
For PDFs symmetrical about their mean value,

E{ν2} = q2

12
+ q2

π2

∞∑
l=1

�x̃ (l)
(−1)l

l2
cos (lµ) . (5.30)

This of course is an important special case of Eq. (5.29).
The variance of the quantization noise can be calculated from the above first

two moments, as:

var{ν} = E{ν2} − (E{ν})2

= q2

12
+ q2

2

∞∑
l=−∞

l �=0

�x (l)
(−1)l

(πl)2
−

⎛⎜⎜⎝ q

2π

∞∑
l=−∞

l �=0

�x (l)

j

(−1)l

l

⎞⎟⎟⎠
2

= q2

12
+
(

q2

π2

∞∑
l=1

Re{�x (l)}
(−1)l

l2
−
(

q

π

∞∑
l=1

Im{�x (l)}
(−1)l

l

)2 )

= q2

12
+ Ñ2ν , (5.31)

with Ñ2ν defined by the preceding lines of Eq. (5.31).
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For PDFs symmetrical about their mean value,

var{ν} = q2

12
+
(

q2

π2

∞∑
l=1

�x̃ (l)
(−1)l

l2
cos (lµ)

−
(

q

π

∞∑
l=1

�x̃ (l)
(−1)l

l
sin (lµ)

)2 )
. (5.32)

This is a special case of Eq. (5.31).
The higher moments can be determined in a similar way. We will calculate next

the third and fourth moments.

E{ν3} = 1

j3

∞∑
l=−∞

�x (l)
d3 sinc

(qu
2 + lπ

)
du3

∣∣∣∣
u=0

= −
∞∑

l=−∞
l �=0

�x (l)

j

(q

2

)3
(
(−1)l+1

πl
+ 6
(−1)l

(πl)3

)

= q3

8

∞∑
l=−∞

l �=0

�x (l)

j
(−1)l

(
1

πl
− 6

(πl)3

)

= q3

4

∞∑
l=1

Im{�x (l)}(−1)l
(

1

πl
− 6

(πl)3

)
= N3ν , (5.33)

with N3ν defined by the preceding lines of Eq. (5.33).
For PDFs symmetrical about their mean value,

E{ν3} = q3

4

∞∑
l=1

�x̃ (l)(−1)l
(

1

πl
− 6

(πl)3

)
sin (lµ) . (5.34)

This is a special case of Eq. (5.33).
The fourth moment is as follows.

E{ν4} = 1

j4

∞∑
l=−∞

�x (l)
d4 sinc

(qu
2 + lπ

)
du4

∣∣∣∣
u=0

=�x (0)
(q

2

)4
(

1

5

)
+

∞∑
l=−∞

l �=0

�x (l)
(q

2

)4
(
(−1)l

(πl)2
+ 6
(−1)l+1

(πl)4

)



106 5 Statistical Analysis of the Quantization Noise

= q4

80
+
(

q4

16

∞∑
l=−∞

l �=0

�x (l)(−1)l
(

1

(πl)2
− 6

(πl)4

) )

= q4

80
+
(

q4

8

∞∑
l=1

Re{�x (l)}(−1)l
(

1

(πl)2
− 6

(πl)4

))

= q4

80
+ N4ν , (5.35)

with N4ν defined by the preceding lines of Eq. (5.35).
For PDFs symmetrical about their mean value,

E{ν4} = q4

80
+ q4

8

∞∑
l=1

�x̃ (l)(−1)l
(

1

(πl)2
− 6

(πl)4

)
cos (lµ) . (5.36)

This is a special case of Eq. (5.35).
If the conditions of QT I, QT II, or QT III/A are satisfied, the quantization noise

will be perfectly uniformly distributed, like PQN. As such, the mean and all the odd
moments will be zero, the variance will equal the mean square which will equal
q2/12, the mean fourth will equal q4/80, and so on. If none of the QT conditions are
exactly met, the quantization noise will not be uniform, and the measurements will
deviate from the moments of PQN by N1ν , N2ν , N3ν , N4ν , and so on.

5.5 QUANTIZATION NOISE WITH GAUSSIAN INPUTS

The Gaussian CF is not bandlimited and does not perfectly satisfy the conditions for
either QT I, II, or III/A. However, when the quantization grain size q is fine enough,
(i. e., equal to one standard deviation or less), the PDF, CF, and moments of the
quantization noise are almost indistinguishable from those of uniformly distributed
noise. To see differences from the uniform case, the quantization must be extremely
rough. So although the Gaussian CF does not strictly satisfy the quantizing theorems,
for almost all practical purposes it behaves as if it does.

Figure 5.6 shows the PDF of quantization noise for quantizer inputs that are
zero-mean Gaussian, and Gaussian with mean value of µ = q/4. The quantization
grain sizes are q = 2.5σ, 2σ, σ . These PDFs can be calculated with either Eq. (5.1)
or (5.11). They are almost perfectly uniform for grain size q ≤ σ . The input bias
of q/4 causes a worst-case distortion in the PDF. The distortion varies periodically
with µ, with a period of q.

The moments of the PDFs shown in Fig. 5.6 have been calculated by using
formulas (5.24), (5.28), (5.30), (5.34), and (5.36), and they are given in Tables 5.5and
5.2. One can easily see how close the moments are to those of the uniform PDF, as
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TABLE 5.1 Moments of the quantization noise when quantizing a zero-mean Gaussian
input.

E{ν} E{ν2} E{ν3} E{ν4}

q = 2σ 0

(
1

12
− 7.3 · 10−4

)
q2 0

(
1

80
− 3.6 · 10−5

)
q4

q = 1.5σ 0

(
1

12
− 1.6 · 10−5

)
q2 0

(
1

80
− 7.7 · 10−7

)
q4

q = σ 0

(
1

12
− 2.7 · 10−10

)
q2 0

(
1

80
− 1.3 · 10−11

)
q4

q = 0.5σ 0

(
1

12
− 5.2 · 10−36

)
q2 0

(
1

80
− 2.5 · 10−37

)
q4

TABLE 5.2 Moments of the quantization noise when quantizing a Gaussian input with
mean µ = q/4.

E{ν} E{ν2} E{ν3} E{ν4}

q = 2σ −2.3 · 10−3q

(
1

12
+ 0

)
q2 −2.2 · 10−4q3

(
1

80
+ 0

)
q4

q = 1.5σ −4.9 · 10−5q

(
1

12
+ 0

)
q2 −4.8 · 10−6q3

(
1

80
+ 0

)
q4

q = σ −8.5 · 10−10q

(
1

12
+ 0

)
q2 −8.3 · 10−11q3

(
1

80
+ 0

)
q4

q = 0.5σ −1.6 · 10−35q

(
1

12
+ 0

)
q2 −1.6 · 10−36q3

(
1

80
+ 0

)
q4

long as q ≤ 2σ . For the Gaussian case, the quantization noise can be modeled like
PQN even for quite rough quantization, whether the input is biased or not.

5.6 SUMMARY

Quantization noise ν, the difference between the quantizer output x ′ and the quan-
tizer input x , is bounded between ±q/2. If the PDF of x is bandlimited so that
conditions for Widrow’s QT I or QT II are met, or if conditions for Sripad and Sny-
der’s theorem (QT III/A in this book) are met, then the quantization noise is perfectly
uniformly distributed between ±q/2. This means that it has zero mean, all odd mo-
ments zero, mean square of q2/12, mean fourth of q4/80, etc. The Sripad and Snyder
conditions are necessary and sufficient for uniformity of the PDF of the quantization
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Figure 5.6 The PDF of quantization noise with Gaussian input with various finenesses of
quantization and input biases: (a) µ = 0; (b) µ = q/4.

noise. When they are not met, this PDF is non-uniform. Yet, in general, the PDF of
the quantization noise can be calculated with (5.1), and its CF can be calculated with
(5.10). Furthermore, the moments of the quantization noise can be calculated using
Eqs. (5.24) . . . (5.36).

When the quantizer input is Gaussian, the conditions for the quantizing theo-
rems are not met. However, the PDF of the quantization noise differs almost imper-
ceptibly from the uniform PDF even when the quantization grain size q is as large as
2σ , twice the standard deviation of the input x! Moments of the quantization noise
under a variety of conditions are given in Tables 5.5 and 5.2.

5.7 EXERCISES

5.1 Boxes of tomatoes are being loaded on a truck. Each box is first weighed, and the
weighing scale is accurate to within ±1 kg. The average weight of the tomatoes in
each box is 25 kg. The total load is sold as 2500 kg of tomatoes. There is error in the
total, however.

(a) What is the mean and standard deviation of this error?

(b) What is the largest possible error?

(c) What is the ratio of the standard deviation to the average total load?

(d) What is the ratio of the largest possible error to the average total load?
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(e) Approximate the error as Gaussian, and write an expression for the PDF of the
error.

5.2 A crate of chicken bears on its tag the weight rounded to the nearest pound.

(a) What is the standard deviation of the total weight in a truck load of 200 crates?

(b) The bound was calculated in Exercise 1.4. How does the bound compare to the
standard deviation?

(c) Assume that the error in the total weight is Gaussian. What is the probability that
the total error exceeds 10 pounds?

5.3 I looked at the digital wall clock and read the time as 9:02 a.m. Shortly after, I looked
again and read the time as 9:07 a.m. The elapsed time seems to be 5 minutes, but there
is some error in this measurement.

(a) What is the mean of the error and what is the standard deviation? What assump-
tions have you made to do these calculations?

(b) What is the PDF of the error?

5.4 I looked at my digital watch and read the time as 9:02:27 a.m. Shortly after, I looked
again and read the time as 9:07:05 a.m. The elapsed time seems to be 4 minutes and 38
seconds, but there is some error in this measurement.

(a) What is the mean and what is the standard deviation of this error?

(b) What is the PDF of the error?

5.5 The variance of ν is being determined from N = 1000 samples. The samples of ν are
assumed to be independent. Apply PQN. How large is the 95% confidence interval of
the measured variance?
Hint: the mean square error in the measurement of the mean square of the variable x is
equal to

E
{(

x2 − E{x2})2}
N

= E{x4} − (E{x2})2
N

. (E5.5.1)

5.6 One would like to measure by Monte Carlo the variance of the quantization noise.
The input distribution is one of the distributions described in Appendix I. What is the
maximum ratio of q and the amplitude parameter (σ or reciprocal of the coefficient
beside x in the PDF) to result in a quantization noise variance that deviates from q2/12
by a maximum of 5%?

5.7 Do Monte Carlo: Generate a random signal to be quantized, let it be zero-mean Gaussian.
Quantize it and get the quantization noise from the input and output of the quantizer.
Let q = σ/2. Make a fine-grain histogram of the quantization noise and plot it. Mea-
sure the first two moments of the quantization noise. Compare with the PQN model.

5.8 Do Monte Carlo: Repeat for uniform PDF of width 5q, without bias, and with µx =
q/4. Plot PDF of the quantization noise, calculate its moments.
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5.9 Do Monte Carlo: Add together two uniform zero-mean PDF signals to make a trian-
gular PDF signal whose dynamic range extends over ±3q, quantize it, and plot and
measure moments of the quantization noise. Compare with the PQN model.

5.10 With an input with uniform PDF distributed between 0.25q and 1.25q,

(a) derive an expression for the quantization noise PDF and plot it. Find the first two
moments and compare with the PQN model.

(b) Repeat for a triangular input PDF distributed between 0.5q and 2.5q.
(c) Repeat for a “house” input PDF defined in Fig. E3.12.1 (page 55). Let A = q,

and α = 1/2.

5.11 Reproduce and plot the PDFs in Fig. 5.6 (page 108) by the following ways:

(a) evaluate Eq. (5.1) (see also Fig. 5.2, page 95),
(b) evaluate Eq. (5.11),
(c) do Monte Carlo experiments.

5.12 For q = σ, check the first and second moment values in Tables 5.5 and 5.2 (page 107)
by means of evaluating the proper formulas (5.28) and (5.30).

5.13 Prove that from the distribution given in Example 5.2 by Eqs. (5.22) and (5.23), the
“elementary distribution” of Example 5.1 ((5.20) and (5.21)) can be factorized out,
that is, (5.22) is divisible by (5.20). Show this both in the PDF domain and in the
characteristic function domain.

5.14 Consider the PDF’s shown in Fig. E5.14.1.

1
q

(a1)

0−q 0 q 2q

1
q

(a2)

0−q 0 q 2q 3q 4q

c
q

2(1−c)
q

0 ≤ c ≤ 1

(a3)

0 −q 0 q

2
3q

(a4)

0 −q 0 q 2q

Figure E5.14.1 Quantization of specially distributed random variables.
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(a) Determine the PDF of the quantization noise.

(b) Determine the characteristic function of the input.

(c) Check whether QT III/A is fulfilled.

(d) Determine the variance of the input.

Questions independent of the form of the PDF:

i. Is E{x} = E{x ′} true for every value of µ, given that ν = x ′ − x is uniform in
(−q/2, q/2) for µ = 0?

ii. Is it true that if QT III/A is fulfilled, then x always contains an additive term
uniform in (−q/2, q/2)?

5.15 The derivations in Chapter 5 analyze the mid-tread quantizer, with a “dead zone”
around zero (see Fig. 1.1).

(a) Generalize the expressions of the PDF (5.11) and of the CF (5.10) of the quanti-
zation noise to the case when the quantizer is shifted by s both horizontally to the
right and vertically upwards (that is, the characteristics is shifted right/up along
the 45◦ line, see Fig. 1.2).

(b) Investigate the results for the case of the mid-riser quantizer (s = q/2).

(c) Show how the same result as in (a) can be obtained from (5.10) by one of the
transformations illustrated in Fig. 1.2 (page 5).

(d) Are these cases different from the case of input offset? Why? Where does the
quantization noise characteristic function differ?





Chapter 6

Crosscorrelations between
Quantization Noise, Quantizer

Input, and Quantizer Output

Quantization noise is deterministically related to the quantizer input signal. If this
noise were independent of the quantizer input, which it is not, then knowledge of the
statistics of the noise would be sufficient to determine input–output relations for the
quantizer. The actual situation is somewhat more complicated.

Of interest are the crosscorrelation between quantization noise and the quan-
tizer input, between quantization noise and the quantizer output, and between the
quantizer input and output. General expressions of these crosscorrelations will be
obtained, but we will begin this chapter by finding simple relations that are valid
only when certain of the Quantizing Theorems are satisfied.

6.1 CROSSCORRELATIONS WHEN QUANTIZING THEOREM
II IS SATISFIED

6.1.1 Crosscorrelation between Quantization Noise and the
Quantizer Input

Fig. 6.1(a) shows actual quantization noise ν being added to the quantizer input x to
make the sum

x ′ = x + ν . (6.1)

Fig. 6.1(b) shows an independent pseudo quantization noise n being added to the
quantizer input x to make the sum x + n. This figure contrasts a quantization model
with a related pseudo quantization noise model (PQN).

113
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x
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x + ν = x ′
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x + n

(a)

(b)

�

�

Figure 6.1 Comparison between a quantization model and a pseudo quantization noise
model: (a) quantization; (b) PQN.

Referring to Fig. 6.1(a), the square of the actual quantizer output can be expressed as

(x + ν)2 = x2 + ν2 + 2xν . (6.2)

Taking expectation of both sides gives

E{(x + ν)2} = E{x2} + E{ν2} + 2E{xν} . (6.3)

Referring now to Fig. 6.1(b), the square of the sum of x and the pseudo noise n can
be written as

(x + n)2 = x2 + n2 + 2xn . (6.4)

The expected value of both sides is

E{(x + n)2} = E{x2} + E{n2} + 2E{xn} . (6.5)

Regarding the actual quantization process, assume that the conditions for Quantizing
Theorem II are met. From Eqs. (4.23) and (5.14) we know that

E{(x + ν)2} = E{(x + n)2}, and E{ν2} = E{n2} . (6.6)

Combining (6.6) with (6.5) and (6.3), we conclude that

E{xν} = E{xn} . (6.7)
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Since n has zero mean and is independent of x , E{xn} = 0, and therefore

E{xν} = 0 . (6.8)

So, if Quantizing Theorem II is satisfied, the crosscorrelation between the quantiza-
tion noise and the quantizer input is zero. Since the mean of ν is zero, the covariance
of ν and x is also zero. This is a remarkable result, considering that ν is deterministi-
cally related to x . If Quantizing Theorem II is only approximately satisfied, then the
quantization noise and the quantizer input will only be approximately uncorrelated.
Examples will show how this works.

6.1.2 Crosscorrelation between Quantization Noise and the
Quantizer Output

Referring once again to Fig. 6.1(a), the crosscorrelation between quantization noise
and the quantizer output can be seen to be

E{νx ′} = E{ν(x + ν)} = E{xν} + E{ν2} . (6.9)

From Fig. 6.1(b), a similar relation for the PQN model is

E{n(x + n)} = E{xn} + E{n2} . (6.10)

Assuming conditions for Quantizing Theorem II are met, then

E{ν2} = E{n2}, and E{xν} = E{xn} . (6.11)

Combining (6.11) with (6.10) and (6.9), we obtain

E{νx ′} = E{ν(x + ν)} = E{n(x + n)} . (6.12)

Since n has zero mean and is independent of x ,

E{νx ′} = E{ν(x + ν)} = E{n2} = 1

12
q2 . (6.13)

Therefore when the conditions for Quantizing Theorem II are met, the crosscorrela-
tion between quantization noise ν and the quantizer output x ′ equals the mean square
of the quantization noise, q2/12. Since the mean of ν is zero, the covariance of ν
and x ′ is equal to the crosscorrelation. The covariance of n and x + n is also

cov{n, x + n} = cov{ν, x + ν} = q2

12
. (6.14)
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6.1.3 Crosscorrelation between the Quantizer Input and the
Quantizer Output

Regarding Fig. 6.1(a), the crosscorrelation between the quantizer input and output is

E{xx ′} = E{x(x + ν)} = E{x2} + E{xν} . (6.15)

For the PQN model of Fig. 6.1(b), a similar relation can be written as

E{x(x + n)} = E{x2} + E{xn} . (6.16)

Assuming that the conditions for QT II are met, (6.11) is fulfilled. Combining this
with (6.16) and (6.15), we have

E{xx ′} = E{x(x + ν)} = E{x(x + n)} . (6.17)

Since n has zero mean and is independent of x , we may conclude that

E{xx ′} = E{x(x + ν)} = E{x2} . (6.18)

Therefore, when QT II is satisfied, the crosscorrelation between the quantizer input
and output equals the mean square of the input. Since the mean of x ′ is the same as
the mean of x , the covariance of x and x ′ is equal to their crosscorrelation minus the
square of the mean, i.e.

cov{x, x ′} = E{x2} − (E{x})2 = var{x} . (6.19)

A similar result is obtained for the PQN model,

cov{x, (x + n)} = E{x2} − (E{x})2 = var{x} . (6.20)

6.2 GENERAL EXPRESSIONS OF CROSSCORRELATIONS

6.2.1 Crosscorrelation between Quantization Noise and the
Quantizer Input

In Chapter 4, expressions of PDF, CF, and moments of the quantizer output x ′ have
been derived. We will make use of the moments of x ′ to obtain a general relation
for the crosscorrelation between quantization noise and the quantizer input, without
assuming that the conditions for QT II are met.
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Referring to Eq. (5.29),

E{ν2} = q2

12
+ q2

2π2

∞∑
l=−∞

l �=0

�x (l)
(−1)l

l2
. (5.29)

Substituting this into Eq. (B.4) of Appendix B, we have

E{(x ′)2} = E{x2} + E{ν2} + 2
q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l

= E{x2} + E{ν2} + 2
q

π

∞∑
l=1

Re
{
�̇x (l)

} (−1)l+1

l
. (6.21)

From (6.3), we have

E{(x ′)2} = E{x2} + E{ν2} + 2E{xν} . (6.22)

Combining (6.22) and (6.21), we conclude that

E{xν} = q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l

= q

π

∞∑
l=1

Re
{
�̇x (l)

} (−1)l+1

l
. (6.23)

This is a general expression of the crosscorrelation between the quantization noise ν
and the quantizer input signal x . Knowing �x (u), a number of terms in the series
could be evaluated and summed to approximate E{xν}.

Since the mean of ν is not necessarily zero, and the mean of x is not necessarily
zero, the covariance of x and ν is not necessarily equal to the crosscorrelation of x
and ν. The covariance can be generally written as

cov{x, ν} = E{xν} − E{x}E{ν} . (6.24)

By using (6.23) and (5.24), this can be written as

cov{x, ν} = q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l
− E{x} q

2π

∞∑
l=−∞

l �=0

�x (l)

j

(−1)l

l

= q

π

∞∑
l=1

Re
{
�̇x (l)

} (−1)l+1

l
− E{x} q

π

∞∑
l=1

Im {�x (l)}
(−1)l

l
.(6.25)
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If QT II is satisfied, Eq. (6.23) indicates that E{xν} = 0, and (6.25) also indicates
that cov{x, ν} = 0. The reason is that when �x (u) is bandlimited, so is �̇x (u). The
replicas contained in the sums (6.23) and (6.25) do not overlap at the origin u = 0,
and the replicas at u = 0 are not present in the sums.

The correlation and the covariance between x and ν can also be expressed in
terms of the mean value and the characteristic function of the zero-mean variable,
x̃ = x − µ (see Eq. (3.13)). By using (3.17), expressions (6.23) and (6.25) can be
written in the following way:

E{xν} = q

2π

∞∑
l=−∞

l �=0

e jlµ ( jµ�x̃ (l)+ �̇x̃ (l)
) (−1)l+1

l

= q

π

∞∑
l=1

Re
{

e jlµ ( jµ�x̃ (l)+ �̇x̃ (l)
)} (−1)l+1

l

=µ q

π

∞∑
l=1

Im
{

e jlµ
�x̃ (l)

} (−1)l

l

+ q

π

∞∑
l=1

Re
{

e jlµ
�̇x̃ (l)

} (−1)l+1

l
, (6.26)

and

cov{x, ν} = q

2π

∞∑
l=−∞

l �=0

�̇x̃ (l)
(−1)l+1

l
e jlµ

= q

π

∞∑
l=1

Re

{
�̇x̃ (l)

(−1)l+1

l
e jlµ

}
. (6.27)

By using (5.24), we can establish a simple relationship between Eqs. (6.26) and
(6.27):

E{xν} = µE{ν} + cov{x, ν} . (6.28)

This equation can also be obtained from the definition of x̃ :

E{xν} = E{(µ+ x̃)ν} = µE{ν} + E{x̃ν} = µE{ν} + cov{x, ν} . (6.29)

When the PDF of the quantizer input is symmetric about its mean value, these
expressions can be further simplified:
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E{xν} =µ q

π

∞∑
l=1

�x̃ (l) sin (lµ)
(−1)l

l

+ q

π

∞∑
l=1

�̇x̃ (l)
(−1)l+1

l
cos (lµ) . (6.30)

cov{x, ν} = q

π

∞∑
l=1

�̇x̃ (l)
(−1)l+1

l
cos (lµ) . (6.31)

Equations (6.23), (6.25), (6.26), (6.27), (6.30), and (6.31) are exact expressions of
the crosscorrelation and covariance of ν and x , and they apply whether QT II is
satisfied or not. If the conditions for QT II are met, then the crosscorrelation and the
covariance will both be zero. If QT II is approximately satisfied, then these moments
will be small, close to zero. This will be demonstrated later in this chapter with the
quantization of Gaussian signals.

We have learned in Chapter 5 that when conditions for QT II are satisfied,
the quantization noise ν has the same PDF, CF, and moments as PQN. Now we
have learned that when conditions for QT II are met, the quantization noise ν is
uncorrelated with the signal x being quantized, like PQN.

6.2.2 Crosscorrelation between Quantization Noise and the
Quantizer Output Signal

In this section, we will obtain a general expression of the crosscorrelation between
the quantization noise and the quantizer output. From this crosscorrelation, we will
derive the corresponding covariance. To get the general expression, we will not
assume that conditions for any of the quantizing theorems are being met.

The crosscorrelation between the quantization noise and the quantizer output
signal is

E{νx ′} = E{ν(x + ν)} = E{νx} + E{ν2} . (6.32)

In Subsection 6.2.1, it was established that

E{νx} = q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l
. (6.23)

In Section 5.4, we learned that

E{ν2} = q2

12
+ q2

2π2

∞∑
l=−∞

l �=0

�x (l)
(−1)l

l2
. (5.29)
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Therefore,

E{νx ′} = q2

12
+ q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l
+ q2

2π2

∞∑
l=−∞

l �=0

�x (l)
(−1)l

l2

= q2

12
+ q

π

∞∑
l=1

Re
{
�̇x (l)

} (−1)l+1

l
+ q2

π2
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l=1

Re{�x (l)}
(−1)l

l2
. (6.33)

This is the general expression. With knowledge of�x (u), it could be used to evaluate
E{νx ′}.

If the PDF of x is symmetric about its mean value, this can be written as:

E{νx ′} = q2

12

+ q

π

∞∑
l=1

µ�x̃ (l)
(−1)l

l
sin (lµ)

+ q

π

∞∑
l=1

�̇x̃ (l)
(−1)l+1

l
cos (lµ)

+ q2

π2

∞∑
l=1

�x̃ (l)
(−1)l

l2
cos (lµ) . (6.34)

The covariance of ν and x ′ may be obtained in the following manner,

cov{ν, x ′} = E{(ν − E{ν})(x ′ − E{x ′})}
= E{νx ′} − E{ν}E{x ′} − E{x ′}E{ν} + E{ν}E{x ′}
= E{νx ′} − E{ν}E{x ′} . (6.35)

From Eq. (6.33), we have E{νx ′}. From (5.24), we have E{ν}, and from (B.3) we
have E{x ′}. Therefore,

cov{ν, x ′} = q2

12

+ q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l

+ q2

2π2

∞∑
l=−∞

l �=0

�x (l)
(−1)l

l2
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(6.36)

This is a general expression of the covariance. If QT II were satisfied, cov{ν, x ′} =
q2/12 would be true.

If the PDF of x is symmetrical about its mean value, this can be written as:

cov{ν, x ′} = q2

12

+ q

π

∞∑
l=1

(− µ�x̃ (l) sin (lµ)+ �̇x̃ (l) cos (lµ)
) (−1)l+1

l

+ q2

π2

∞∑
l=1

�x̃ (l) cos (lµ)
(−1)l

l2

−
(

q

π

∞∑
l=1

�x̃ (l) sin (lµ)
(−1)l

l

)

×
(

E{x} + q

π

∞∑
l=1

�x̃ (l) sin (lµ)
(−1)l

l

)

= q2

12

+ q

π

∞∑
l=1

�̇x̃ (l) cos (lµ)
(−1)l+1

l

+ q2

π2

∞∑
l=1

�x̃ (l) cos (lµ)
(−1)l

l2
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−
(

q

π

∞∑
l=1

�x̃ (l) sin (lµ)
(−1)l

l

)2

. (6.37)

6.2.3 Crosscorrelation between the Quantizer Input and Output
Signals

In this section, we will obtain a general expression of the crosscorrelation between
the quantizer input signal and the quantizer output signal. From this, we will obtain
the corresponding covariance. For the general expression, we will not assume that
conditions for any of the quantizing theorems are met. Accordingly,

E{xx ′} = E{x(x + ν)} = E{x2} + E{xν} . (6.38)

This can be written (see (6.23)) as

E{xx ′} = E{x2} + q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l

= E{x2} + q

π

∞∑
l=1

Re{�̇x (l)}
(−1)l+1

l
. (6.39)

This is the general expression. If QT II is satisfied, then E{xx ′} = E{x2}.
If the PDF of x is symmetrical about its mean value, this can be written as:

E{xx ′} = E{x2} + q

π

∞∑
l=1

(− µ�x̃ (l) sin (lµ)+ �̇x̃ (l) cos (lµ)
) (−1)l+1

l
.

(6.40)
The covariance of x and x ′ can be expressed as follows.

cov{x, x ′} = E{(x − E{x})(x ′ − E{x ′})} = E{xx ′} − E{x}E{x ′} . (6.41)

Equation (6.39) gives E{xx ′}, and Eq. (B.3) gives E{x ′}. Combining these, we obtain
the covariance as1

cov{x, x ′} = E{x2}
1An alternative way of calculation uses Eq. (6.25), see Exercise 6.5.



6.3 Input-Noise Correlation for Gaussian Input 123

+ q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l

− E{x}

⎛⎜⎜⎝E{x} + q

2π

∞∑
l=−∞

l �=0

�x (l)

j

(−1)l

l

⎞⎟⎟⎠
= E{x2} − (E{x})2

+ q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l
− E{x} q

2π

∞∑
l=−∞

l �=0

�x (l)

j

(−1)l

l

= var{x} + q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l
− E{x} q

2π

∞∑
l=−∞

l �=0

�x (l)
(−1)l

l

= var{x} + q

π

∞∑
l=1

Re{�̇x (l)}
(−1)l+1

l
− E{x} q

π

∞∑
l=1

Im{�x (l)}
(−1)l

l
.

(6.42)

This is the general expression of the covariance of x and x ′. If conditions for QT II
are met, cov{x, x ′} = var{x}.

If the PDF of x is symmetrical about its mean value, this can be written as:

cov{x, x ′} = var{x} + q

π

∞∑
l=1

�̇x̃ (l) cos (lµ)
(−1)l+1

l
. (6.43)

The first term corresponds to the PQN model. The second term vanishes when con-
ditions for QT II are fulfilled.

6.3 CORRELATION AND COVARIANCE BETWEEN GAUSSIAN
QUANTIZER INPUT AND ITS QUANTIZATION NOISE

The Gaussian CF is not bandlimited and does not perfectly satisfy QT II. However,
conditions for QT II are approximately met for a wide range of values of q, from
zero up to 1.5σx or more.

If QT II were perfectly satisfied, the PQN model yields the following moments:
E{ν} = 0, E{ν2} = q2/12, E{xν} = 0, cov{x, ν} = 0, E{νx ′} = q2/12, cov{ν, x ′} =
q2/12, E{xx ′} = E{x2}, and cov{x, x ′} = E{x̃2}. With a Gaussian quantizer input,
these moments will depart somewhat from the PQN moments. Exact expressions
from the previous sections were used to calculate these moments.
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TABLE 6.1 Quantization correlations, Gaussian input with µ = 0.

E{xν}√
E{x2}E{ν2}

(= ρx,ν
)

E{x ′ν} = cov{x ′, ν} E{xx ′} = cov{x, x ′}

q = 2σ −2.50 · 10−2
(

1 − 5.19 · 10−2
) q2

12

(
1 − 1.44 · 10−2

)
E{x2}

q = 1.5σ −7.15 · 10−4
(

1 − 1.84 · 10−3
) q2

12

(
1 − 3.10 · 10−4

)
E{x2}

q = σ −1.85 · 10−8
(

1 − 6.75 · 10−8
) q2

12

(
1 − 5.35 · 10−9

)
E{x2}

q = 0.5σ −7.10 · 10−34
(

1 − 4.98 · 10−33
) q2

12

(
1 − 1.02 · 10−34

)
E{x2}

TABLE 6.2 Normalized quantization correlations, Gaussian input with µ = q/4.

E{xν}√
E{x2}E{ν2}

cov{x, ν}√
var{x} var{ν} = ρx,ν

q = 2σ −3.55 · 10−3 −9.27 · 10−9

q = 1.5σ −6.00 · 10−5 −2.66 · 10−15

q = σ −7.15 · 10−10 −1.13 · 10−24

q = 0.5σ −7.01 · 10−34 −4.35 · 10−50

Table 6.1 lists calculated moments for the case of a zero-mean Gaussian input.
Tables 6.2, and 6.3, and 6.4 list calculated moments for the case of a Gaussian input
with a mean of q/4. The calculations were made by making use of Eqs. (6.30),
(6.31), (6.34), (6.37), (6.40), and (6.43).

The moments listed in Tables 6.1, 6.2, 6.3, and 6.4 are presented in a way that
it brings into evidence the differences between them and the corresponding moments
of the PQN model. The first entry of Table 6.1 is the correlation coefficient between
x and ν.

ρx,ν = cov{x, ν}√
var{x} var{ν} . (6.44)

This correlation coefficient is a normalized form of the correlation, and shows a
value of 2.5% when q = 2σ , a value of 0.0715% when q = 1.5σ , and even more
negligible values for finer quantization. The PQN model gives this correlation a value
of zero. What we see is that when quantizing a Gaussian signal, the quantization
noise is essentially uncorrelated with the quantizer input, even when the quantization
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TABLE 6.3 Quantization output-noise correlations, Gaussian input with µ = q/4.

E{x ′ν} cov{x ′, ν}

q = 2σ
(

1 − 6.87 · 10−3
) q2

12

(
1 − 6.29 · 10−5

) q2

12

q = 1.5σ
(

1 − 1.48 · 10−4
) q2

12

(
1 − 2.92 · 10−8

) q2

12

q = σ
(

1 − 2.55 · 10−9
) q2

12

(
1 − 8.70 · 10−18

) q2

12

q = 0.5σ
(

1 − 4.89 · 10−35
) q2

12

(
1 − 3.04 · 10−49

) q2

12

TABLE 6.4 Quantization input–output correlations, Gaussian input with µ = q/4.

E{xx ′} cov{x, x ′}
q = 2σ

(
1 − 6.86 · 10−2

)
E{x2}

(
1 − 1.02 · 10−2

)
E{x̃2}

q = 1.5σ
(

1 − 1.61 · 10−4
)

E{x2}
(

1 − 1.55 · 10−4
)

E{x̃2}

q = σ
(

1 − 2.00 · 10−10
)

E{x2}
(

1 − 3.10 · 10−25
)

E{x̃2}

q = 0.5σ
(

1 − 9.64 · 10−35
)

E{x2}
(

1 − 1.02 · 10−49
)

E{x̃2}

is extremely rough, as rough as q = 2σ . The same idea is evident from inspection of
Table 6.2, where the Gaussian input is biased by q/4.

Also shown in Table 6.1 is the crosscorrelation between ν and x ′. The PQN
model gives this a value of q2/12. The table shows this correlation to differ from
that of PQN by 5.19% when q = 2σ . Table 6.2 shows this correlation to differ from
that of PQN by 3.19% when the input is biased by q/4 and q = 2σ . Once again, the
PQN model works very well even with very rough quantization.

Table 6.1 shows the crosscorrelation between x and x ′. The PQN model that
works when the conditions for QT II are met shows this crosscorrelation to be equal
to E{x2}. According to the table, this correlation differs from that of the PQN model
by 1.44% when q = 2σ . Table 6.4 shows this difference to be 1.03% when the input
is biased by q/4. Again the deviations from the PQN model’s moments are slight
even with very rough quantization.
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6.4 CONDITIONS OF ORTHOGONALITY OF x AND ν:
QUANTIZING THEOREM III/B

It is possible for E{xν} to equal zero without the conditions of QT II being met. In
this section we will formulate and prove the necessary and sufficient conditions for
x = x̃ + µ to be orthogonal to ν, for any value of µ.

Quantizing Theorem III/B2

The input variable x = x̃ +µ and the quantization noise ν are orthogonal
for any value of µ if and only if the value and the first derivative of the
CF of x is zero at integer multiples of :

�x (l) = 0, �̇x (l) = 0 for l = ±1,±2 . . . (6.45)

Moreover, if and only if (6.45) is true,

E{xνt } = E{xnt } for t = 1, 2, . . . (6.46)

holds, independently of the value of µ.

We will prove here the significantly simpler statement (x and ν are orthogonal,
that is, E{xν} = E{xn} = 0, for the given value of µ, if �̇x (l) = 0 for l =
±1,±2 . . .), and will develop a general proof in Appendix D.

We establish the following arguments. Sufficient conditions of orthogonality
for a given value of µ come directly from Eq. (6.23), as follows:

E{xν} = 0 (6.47)

when

�̇x (l) = 0 , for l = ±1,±2, . . . (6.48)

However, if condition (6.48) is satisfied, a small change in the mean value of x
may change the value of the derivative, so condition (6.48) may not be satisfied.
Therefore, condition (6.48) is not very useful by itself.

Let us require that the correlation of x and ν be zero independently of the signal
mean value µ.

Considering (6.26), it is clear that (6.45) is a sufficient condition for the corre-
lation to be zero, for x and ν to be orthogonal, independently of the mean value of
the input signal.

We will prove that this is also a necessary condition. If (6.26) is zero, inde-
pendently of the value of µ, it remains zero when the mean value is changed by an
arbitrary value µm to µ + µm . The mean value enters the expressions implicitly,

2Although it is natural to discuss QT III/B here, this turns out to be a special case of a more general
theorem, QT III, yet to be introduced in Section 7.5, hence the name QT III/B.
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through �x (u). By changing the mean value to µ + µm , the characteristic function
is changed from �x (u) to e juµm �x (u). Substituting this into the first line of (6.26),
and by choosing for µm the arbitrary values µ0 and µ0 + q, the equation becomes

0 = q

2π

∞∑
l=−∞

l �=0

e jlµ0
(

jµ0�x (l)+ �̇x (l)
) (−1)l+1

l

0 = q

2π

∞∑
l=−∞

l �=0

e jlµ0
(

j (µ0 + q)�x (l)+ �̇x (l)
) (−1)l+1

l
. (6.49)

By taking the difference,

q

2π

∞∑
l=−∞

l �=0

jqe jlµ0 �x (l)
(−1)l+1

l
= 0 . (6.50)

This is a Fourier series as a function of µ0. Since the Fourier series representation of
a function is unique, it can be equal to zero for all values of µ0 only if all coefficients
are equal to zero, that is,

�x (l) = 0 for l = ±1,±2 . . . . (6.51)

Substituting this back into the first line of (6.49), the remaining terms form again a
Fourier series, so the derivatives of �x (u) must also be all zero:

�̇x (l) = 0 , l = ±1,±2 . . . . (6.52)

Consequently, (6.45) is a necessary and sufficient condition for x and ν to be orthog-
onal, independent of the mean value of x .

6.5 CONDITIONS OF UNCORRELATEDNESS BETWEEN x
AND ν: QUANTIZING THEOREM IV/B

It is possible for cov{x, ν} to equal zero without the conditions of QT II being met.
This gives rise to another quantizing theorem, QT IV/B. This quantizing theorem
gives conditions on the derivative of �x̃ (u) for which ν and x will be mutually un-
correlated, that is, their covariance will be zero.

It is sufficient to have �̇x̃ (l) equal to zero for all nonzero integer values of l to
assure that Eq. (6.27) is zero. However, this is not necessary, because the covariance
can also be zero for specific combinations of �̇x̃ (l) and µ. But if we seek the
conditions of uncorrelatedness of x = (x̃ +µ) and ν, independently of the value of µ,
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a necessary and sufficient condition can be formulated. This is the weakest condition
that would make the input-noise covariance be equal to zero, for all possible values
of µ.

Equation (6.27) is a Fourier series and is a function of µ. It can be zero for all
values of µ only if all the coefficients of the series are zero. As a consequence, we
can state the following quantizing theorem:

Quantizing Theorem IV/B3

The input variable x = x̃ + µ and the quantization noise ν are uncorre-
lated for any value of µ if and only if the first derivative of the CF of x̃ is
zero at integer multiples of :

�̇x̃ (l) = 0 for l = ±1,±2 . . . (6.53)

Moreover, if and only if (6.53) is true,

E{x̃νt } = E{x̃nt } for t = 1, 2, . . . (6.54)

holds, independently of the value of µ.4

This is QT IV/B. The conditions of QT IV/B are similar to those of QT III/A, intro-
duced in Chapter 5, only they involve periodic zeros of the derivative of�x̃ (u) rather
than periodic zeros of �x (u). Proof of QT IV/B can be developed in like manner.
The conditions of QT IV/B, like the conditions of QT III/A, are weaker than those
of QT II. Satisfaction of QT IV/B does not imply satisfaction of QT III/A, and vice
versa. But satisfaction of QT II implies satisfaction of both QT III/A and QT IV/B.

Satisfaction of QT III/A is not sufficient for cov{ν, x} = 0, but does give ν a
uniform PDF between ±q/2. Satisfaction of QT IV/B makes cov{ν, x} = 0, but
does not give ν a uniform PDF. It is also possible for both QT III/A and QT IV/B
to be satisfied without having QT II satisfied. Satisfaction of QT III/A and QT IV/B
satisfies QT III/B, causing ν to be uniformly distributed and uncorrelated with x .
Examples of PDFs that meet these various conditions are given

6.6 SUMMARY

The means, mean squares, and crosscorrelations comprise the first- and second-order
moments that are most important to statistical signal processing and control systems.
That the PQN model works so well with these moments when a Gaussian signal is

3Like QT III/A is a special case of QT III, QT IV/B is a special case of the more general theorem
QT IV that will be developed in Section 7.6.

4Validity of (6.54) is equivalent to cov{x̃, νt } = cov{x̃, nt }, since E{x̃} = 0.
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quantized explains why this model is so widely accepted and used. What we have
developed are measures of accuracy of the PQN model that apply not only to the
Gaussian case but to any quantizer input.

Several expressions for means and crosscorrelations are the following: E{ν}
comes from Eq. (5.24). E{x ′} comes from Eq. (B.3). From Eq. (6.23) we get E{xν},
and from Eq. (6.25) we get cov{x, ν}. From Eq. (6.33) we obtain E{x ′ν}, and from
Eq. (6.36) we obtain cov{x ′, ν}. Equation (6.39) is a general expression for E{xx ′},
and Eq. (6.42) is a general expression for cov{x, x ′}. Other forms of these expres-
sions are derived in this chapter, and special cases are worked out for input PDFs that
are symmetrical about their means.

It is useful to note that when either QT II or both QT III/A and QT IV/B are
satisfied, all of the above crosscorrelations and covariances correspond exactly when
one compares actual quantization with the addition of pseudo quantization noise
(PQN).

Regarding these moments, the PQN model is precise when conditions for QT II
are met. The conditions of QT II are sufficient for this to be the case. There are
however less stringent conditions that would allow orthogonality between x and ν
(E{xν} = 0), and other conditions that would allow uncorrelatedness between x and
ν (cov{x, ν} = 0). This subject was discussed in Sections 6.4 and 6.5. The ideas
expressed in these sections will find important applications in Chapter 19, where the
use of dither signals for the linearization of quantization is described.

6.7 EXERCISES

6.1 Check the numerical calculations for the entries in Tables 6.1, 6.3, 6.4 (starting in
page 124) for q = σ .

6.2 The derivations in Chapter 6 analyze the mid-tread quantizer, with a “dead zone”
around zero.

(a) Generalize the expressions of the crosscorrelation (6.23) and of the covariance
(6.25) between x and ν to the case when the quantizer is shifted by s both hori-
zontally and vertically (that is, the characteristic is shifted along the 45◦ line).

(b) Investigate the results for the case of the mid-riser quantizer (s = q/2).
(c) Show how the same result as in (a) can be obtained from (6.23) and (6.25) by one

of the transformations illustrated in Fig. 1.2 (page 5).
(d) Are these cases different from the case of input offset? Why?

6.3 Consider the probability density function of Example 7.10 (page 166).

(a) Determine the probability density function and the characteristic function of the
quantizer output for the quantizer characteristics as defined in Fig. 1.2 (page 5),
but let the shift of the quantizer characteristic be s, instead of q/2.

(b) Determine the probability density function and the characteristic function of the
quantization noise for the same case.
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(c) Prove that the covariance between the input and the noise is equal to zero, inde-
pendently of the input mean.

(d) Determine and plot the correlation between the quantizer input and the quantiza-
tion noise as a function of the input mean value µ in the interval 0 ≤ µ ≤ 2q, for
s = q/2.

(e) Determine the values of µ and s so that the correlation between the input and the
noise is equal to zero.

6.4 Repeat the questions in Exercise 6.3 (except for the CF in item (b), and except for (c))
for the PDF given in Example 7.11 (page 168).

6.5 Prove Eq. (6.42) using Eq. (6.25).

6.6 It is obvious that for a uniform input distribution of width kq, where k is a small posi-
tive integer, neither of Sheppard’s corrections nor the conditions of the PQN model are
fulfilled.
However, it has been shown in Chapter 5 (Example 5.2, page 102) that for these distri-
butions, ν is uniformly distributed in (−q/2, q/2). Therefore, one important property
of PQN is fulfilled. This implies also Sheppard’s first correction to be exact. It is inter-
esting to check if any more of the PQN properties are fulfilled given these PDFs. One
property to check would be the uncorrelatedness of x and ν, for a given value of µ.
Look for other properties to check.

(a) Determine and plot the behavior of cov{x, ν} and of the correlation coefficient
ρx,ν as functions of the mean value of x , for the PDF of x̃ being uniform in
(−q/2, q/2).

(b) Determine and plot the minimum and maximum values of cov{x, ν} and of the
correlation coefficient ρx,ν for 0.01q < A < 5q. For this, let the input PDF be
uniform in (−A + µ, A + µ), and for each value of A let the mean value of x
(that is, µ) change from 0 to q.

(c) Prove that for these PDFs, cov{x, ν} = 0 is the condition that Sheppard’s second
correction exactly fulfills.

(d) Does Sheppard’s second correction imply that var{x ′} = var{x}+var{n} = (k2 +
1) q2

12 ?

(e) Determine the values of µ = E{x} for which cov{x, ν} = 0, if the input PDF is
uniform in (−q/2, q/2).

(f) For these values of µ, are the conditions of QT IV/A or QT IV/B fulfilled? Are
the conditions of QT III/A or QT III/B fulfilled? Check the corresponding CFs.

6.7 One would like to measure the correlation coefficient between the quantization noise
and the input. The input distribution is one of the distributions described in Appendix I.
What is the maximum ratio of q and the amplitude parameter (σ or reciprocal of the
coefficient beside x in the PDF) to assure that the expected value of the measured
coefficient is between ±0.01?



Chapter 7

General Statistical Relations
among the Quantization Noise,

the Quantizer Input, and the
Quantizer Output

In the previous chapter, certain relations between the quantization noise and the
quantizer input and output were established. These relations are in the form of
moments, particularly crosscorrelations and covariances. These moments are ex-
tremely useful for the analysis of quantization and for the analysis of control and
signal processing systems containing quantizers. The similarities between quan-
tization and the addition of independent uniformly distributed noise when certain
quantizing theorems are satisfied are very useful for analysis of quantization.

The properties of these moments are not totally descriptive of the behavior of
the quantizer however, because the quantization noise is deterministically related to
the quantizer input, and the moments do not show this. To gain a complete and
deeper understanding, we dedicate this chapter to the derivation of joint PDFs and
CFs of quantization noise and the quantizer input and output.

7.1 JOINT PDF AND CF OF THE QUANTIZER INPUT AND
OUTPUT

In this section, we will derive the joint PDF and CF of x and x ′, i.e. fx,x ′(x, x ′),
and �x,x ′(ux , ux ′). The statistical relationship between x and x ′ is like a statistical

131
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version of an input-output “transfer function” for the quantizer.1

The derivation will proceed in the following manner. Refer to Fig. 7.1. This
figure compares quantization (the addition of actual quantization noise ν to x) with
the PQN model (the addition of independent noise n to x). We will first find the joint
PDF and CF of x and (x + n), i.e., fx,x+n(x, x + n) and �x,x+n(ux , ux+n), and by
appropriate sampling, we will obtain fx,x ′(x, x ′) and �x,x ′(ux , ux ′).

Σ

Σ

x

x

x + ν = x ′

ν

n

x + n

(a)

(b)

Figure 7.1 Comparison of quantization and the addition of independent uniformly distrib-
uted noise: (a) quantization; (b) the PQN model.

Fig. 7.2 is a sketch of fx,x+n(x, x + n), giving a top view and a perspective. If
the noise n were set to zero, this PDF would be fx,x (x, x). It would collapse onto a
plane at 45◦ through the vertical axis. The marginal PDF as a function of x would
be fx (x). Now letting n be uniformly distributed between ±q/2, the PDF spreads so
that the marginal PDF as a function of x is fx (x), and the marginal PDF as a function
of (x + n) is fx (x + n) � fn(x + n). The surface of fx,x+n(x, x + n) is everywhere
parallel to the (x + n)-axis. Inspection of the drawings of Fig. 7.2 allows one to
deduce that the PDF is

fx,x+n(x, x + n) = fx (x) fn
(
(x + n)− x

)
, (7.1)

and that its volume is unity.
This PDF is the product of two factors: the first a function of x , the second a

function of (x + n) and of x .
To obtain the joint CF, it is necessary to take the Fourier transform of the joint

PDF. It is convenient to make a substitution of variables,

1x ′ is deterministically related to x , but x is not deterministically related to x ′. The relationship
between the two, determined by the quantizer, is really a degenerate statistical relationship. The math-
ematics will show this.



7.1 Joint PDF and CF of the Quantizer Input and Output 133

x

x + n

(a)

x

x + n

fx,x+n(x, x + n)

(b)

Figure 7.2 The joint PDF of x and x + n: (a) top view; (b) perspective.

a ≡ x
b ≡ (x + n)

ua ≡ ux
ub ≡ ux+n . (7.2)

The PDF to be transformed is

fx,x+n(a, b) = fx (a) · fn(b − a) . (7.3)

The CF is

�x,x+n(ua, ub)=
∞∫

a=−∞

∞∫
b=−∞

fx (a) · fn(b − a)e j (uaa+ubb) da db

=
∞∫

a=−∞
fx (a)e

juaa

∞∫
b=−∞

fn(b − a)e jubb da db

=
∞∫

a=−∞
fx (a)e

juaa

∞∫
b=−∞

fn(b)e
jub(b+a) da db

=
∞∫

a=−∞
fx (a)e

juaae juba da

∞∫
b=−∞

fn(b)e
jubb db
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=
∞∫

a=−∞
fx (a)e

j (ua+ub)a da ·�n(ub)

=�x (ua + ub) ·�n(ub) . (7.4)

Since �n(un) is a sinc function in accord with Eq. (4.10),

�x,x+n(ua, ub) = �x (ua + ub) sinc
qub

2
. (7.5)

Returning to the original notation,

�x,x+n(ux , ux+n) = �x (ux + ux+n) sinc
qux+n

2
. (7.6)

It is interesting and useful to plot the two factors of Eq. (7.6). Fig. 7.3(a) is a plot of
the first factor, �x (ux + ux+n). Its surface is oriented along a 45◦ direction, parallel
to the line ux + ux+n = 0. The second factor is drawn in Fig. 7.3(b). It is a sinc
as a function of ux+n , and is constant as a function of ux . The product of these two
factors is plotted in Fig. 7.3(c). This drawing will be referred to subsequently.

Our original goal has been to find the joint PDF and CF of x and x ′. This will be
obtained from the joint PDF and CF of x and (x + n) by a special sampling process.

Figure 7.4 presents a sketch of the joint PDF of x and x ′. Fig. 7.4(a) is a top
view, and Fig. 7.4(b) is a perspective view. An expression for this joint PDF is

fx,x ′(x, x ′)= · · · + δ(x ′ + q) · fx (x)
∣∣
− 3q

2 <x<− q
2

+ δ(x ′) · fx (x)
∣∣
− q

2<x< q
2

+ δ(x ′ − q) · fx (x)
∣∣

q
2<x< 3q

2

+ · · ·

= fx (x)
∞∑

m=−∞
δ(x ′ − mq) · q fn(x − mq) . (7.7)

The delta functions are Dirac. To get proper scaling, the rectangular function
fn(x − mq) is multiplied by q. As defined by (4.3), this function is uniform between
±q/2, and its amplitude in this range is 1/q. In Eq. (7.7), we need a rectangular
function of unit amplitude. The total volume of fx,x ′(x, x ′) is unity.

Comparing Figs. 7.2 and 7.4, it is clear that fx,x ′(x, x ′) is comprised of a set of
slices of fx,x+n(x, x + n). The slicing is really a sampling process.

The sampling is done by multiplying fx,x+n(x, x + n) by an infinite set of par-
allel “impulse sheets,” periodic along the x ′ direction with spacing q, and constant
along the x direction. The impulse sheets are sketched in Fig. 7.5. This train of
impulse sheets can be defined as
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ux

ux+n

�x (ux + ux+n)

(a)

ux

ux+n

�n(ux+n) = sinc
qux+n

2

(b)

ux

ux+n

�x,x+n(ux , ux+n) = �x (ux + ux+n)�n(ux+n)

(c)

Figure 7.3 Sketches of the factors of �x,x+n(ux , ux+n), according to Eq. (7.6): (a) the
first factor; (b) the second factor; (c) their product.

c(x, x ′) 	=
∞∑

m=−∞
q · δ(x ′ − mq) . (7.8)

The delta functions are Dirac. The function c(x, x ′) is two-dimensional, but is de-
pendent only upon x ′. This differs from but is analogous to the one-dimensional
impulse train c(x), defined by (4.5). The impulse sheets of Eq. (7.8) have a volume
of one per unit length.
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x

x ′

(a)

x

x ′

fx,x ′ (x, x ′)

δ(x ′ + q) fx (x)|− 3q
2 <x<− q

2

δ(x ′) fx (x)|− q
2 <x< q

2
δ(x ′ − q) fx (x)| q

2 <x< 3q
2

δ(x ′ − 2q) fx (x)| 3q
2 <x< 5q

2

(b)

Figure 7.4 The joint PDF fx,x ′(x, x ′): (a) top view; (b) perspective.

x

x ′

−4q

−3q

−2q

−q

0

q

2q

3q

4q

(a)

x

x ′

c(x, x ′)

(b)

Figure 7.5 The train of “impulse sheets”: (a) top view; (b) perspective.

Carrying out the sampling process, we obtain

fx,x ′(x, x ′) = c(x, x ′) fx,x+n(x, x ′) . (7.9)

Our next goal is to obtain the CF

�x,x ′(ux , ux ′) = F{fx,x ′(x, x ′)} . (7.10)

To do this, we refer back to Chapter 2, to Eqs. (2.1–2.9). We can represent the train
of impulse sheets as a Fourier series,

c(x, x ′) =
∞∑

l=−∞
e jlx ′

. (7.11)
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This looks like a one-dimensional function, but it really is two-dimensional. It is
a function of x ′, and not dependent on x . Carrying out an algebraic process like
Eqs. (2.1–2.9), the desired CF is obtained as the CF of Eq. (7.5), repeated infinitely
along the ux ′-axis with the period .

Fig. 7.6(a) is a plot of �x,x+n(ux , ux ′). This is the same function that has
been plotted in Fig. 7.3(c). Fig. 7.6(b) is the infinitely repeated plot, representing
�x,x ′(ux , ux ′). Fig. 7.6(a) shows the replica, and Fig. 7.6(b) shows the replication.
Algebraically,

ux

ux ′

�x,x+n(ux , ux ′)

(a) ux

ux ′

�x,x ′ (ux , ux ′)

(b)

Figure 7.6 Perspective views of CFs: (a) �x,x+n(ux , ux ′); (b) �x,x ′ (ux , ux ′ ).

�x,x ′(ux , ux ′) =
∞∑

l=−∞
�x,x+n(ux , ux ′ + l) , (7.12)

where  = 2π/q.
Substituting Eq. (7.6) into Eq. (7.12), we obtain

�x,x ′(ux , ux ′) =
∞∑

l=−∞
�x (ux + ux ′ + l) sinc

q(ux ′ + l)

2
. (7.13)

We now have the joint PDF and CF of x and x ′.

Example 7.1 Marginal Distributions of the Joint Input–Output PDF
A simple check of the above expressions can be made by using them to derive
the already known one-dimensional functions.

From Eq. (7.7), we can integrate to form a marginal density:

∞∫
−∞

fx,x ′(x, x ′) dx =
∞∫

−∞
fx (x)

∞∑
m=−∞

δ(x ′ − mq) · q fn(x − mq) dx
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=
∞∑

m=−∞
δ(x ′ − mq)

mq+ q
2∫

mq− q
2

fx (x) dx

= fx ′(x ′) . (7.14)

The last equation is just the same as Eq. (4.2). Again from Eq. (7.7), we can
integrate to obtain:

∞∫
−∞

fx,x ′(x, x ′) dx ′ =
∞∫

−∞
fx (x)

∞∑
m=−∞

δ(x ′ − mq) · q fn(x − mq) dx ′

= fx (x)
∞∑

m=−∞
q fn(x − mq)

= fx (x) . (7.15)

The characteristic function can be made one-dimensional by substituting zero
for the corresponding u variable.

From (7.13):

�x,x ′(ux , ux ′)∣∣
ux =0

=
∞∑

l=−∞
�x (ux + ux ′ + l) sinc

q(ux ′ + l)

2
∣∣

ux =0

=
∞∑

l=−∞
�x (ux ′ + l) sinc

q(ux ′ + l)

2

=�x ′(ux ′) . (7.16)

The last equation is just the same as Eq. (4.11). Once again, from (7.13),

�x,x ′(ux , ux ′)∣∣
ux ′ =0

=
∞∑

l=−∞
�x (ux + ux ′ + l) sinc

q(ux ′ + l)

2
∣∣

ux ′ =0

=
∞∑

l=−∞
�x (ux + l) sinc

ql

2

=�x (ux ) . (7.17)

7.2 QUANTIZING THEOREMS FOR THE JOINT CF OF THE
QUANTIZER INPUT AND OUTPUT

Fig. 7.7(a) shows the top view (contour plot) of �x,x+n(ux , ux+n), and Fig. 7.7(b)
shows the top view of �x,x ′(ux , ux ′). �x,x ′ is a repeated version of �x,x+n .
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(b)

Figure 7.7 Top views (contour plots) of joint CFs: (a) �x,x+n(ux , ux+n);
(b) �x,x ′ (ux , ux ′).

If conditions for Quantizing Theorem I are met (conditions are (4.17)), then
the CF of Fig. 7.7(a) is confined in a strip at 45◦ relative to the axes (solid line
boundaries), and the repeated replicas shown in Fig. 7.7(b) do not overlap. The joint
CF and PDF of x and (x +n) can be obtained from the joint CF of x and x ′ by taking
the CF only from the strip l = 0, illustrated in Fig. 7.7(b).

If conditions for Quantizing Theorem II are met (conditions are (4.18)), then
the CF of Fig. 7.7(a) is confined in a two times wider strip at 45◦ relative to the
axes (dashed line boundaries), and the repeated sections shown in Fig. 7.7(b) may
overlap. The amount of overlap would be limited. The CF of �x,x ′(ux , ux ′) at the
origin (ux = 0, ux ′ = 0)would be unaffected by the overlap. Therefore the moments
and joint moments of x and x ′ would be the same as the corresponding moments of
x and x + n. Thus, if QT I or QT II were satisfied, all the joint moments of x
and x ′ would be the same as if the quantizer were replaced by a source of additive,
independent, uniformly distributed (between ±q/2) noise:

E{(x)r (x ′)t } = E{(x)r (x + n)t }, r = 0, 1, 2, . . . , t = 1, 2, . . . (7.18)

When Eq. (7.18) holds, Sheppard’s corrections work perfectly.
It is not easy to interpret the significance of QT III/A and QT IV/B with regard

to the CFs of Fig. 7.7(a) and Fig. 7.7(b). It is easier to work algebraically regarding
the joint CF of x and x ′, given by Eq. (7.13). If conditions for Quantizing Theo-
rem III/A are met (conditions are Eq. (5.15)), Eq. (7.13) yields the specific result
that

E{x ′} = E{x} . (7.19)
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If conditions for Quantizing Theorem IV/B are met (conditions are Eq. (6.53)),
Eq. (7.13) simply yields

E{xx ′} = E{x2} . (7.20)

7.3 JOINT PDF AND CF OF THE QUANTIZER INPUT AND
THE QUANTIZATION NOISE: APPLICATION OF THE
PQN MODEL

Quantization noise is deterministically related to the quantizer input, so in a sense
it may seem strange to discuss the joint PDF and CF of x and ν. Nevertheless,
the joint PDF and CF exist, and joint moments of x and ν exist. By knowing the
joint PDF and CF, one can derive conditions (quantizing theorems) under which the
actual quantization noise ν is uncorrelated with the signal x being quantized, even
though x and ν are deterministically related. From the point of view of moments, the
crosscorrelation and other joint moments of x and ν are identical to those of x and n
when appropriate quantizing theorems are satisfied.

We will obtain the joint PDF and CF of x and ν from the joint PDF and CF of
x and n by making use of an appropriate sampling process. Fig. 7.8(a) shows the
top view of fx,n(x, n), and Fig. 7.8(b) shows a sketch of the perspective view. Since
n is independent of x , their joint probability is the product of their probabilities.
Therefore,

x

n

q/2

−q/2

(a)

x

n

fx,n(x, n)

(b)

Figure 7.8 The joint PDF of x and n: (a) top view; (b) perspective.

fx,n(x, n) = fx (x) · fn(n) . (7.21)
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The joint CF is given by

�x,n(ux , un)=
∞∫

−∞

∞∫
−∞

fx,n(x, n)e
jux x+ junn dx dn

=
∞∫

−∞

∞∫
−∞

fx (x)e
jux x fn(n)e

junn dx dn

=�x (ux ) sinc
qun

2
. (7.22)

This is a product of the CFs. Fig. 7.9(a) sketches the CF of x , Fig. 7.9(b) shows the
CF of n, and Fig. 7.9(c) shows the joint CF as the product of the two CFs.

Fig. 7.10 shows the joint PDF of x and ν. Fig. 7.10(a) is the top view, and
Fig. 7.10(b) is a perspective view. The top view illustrates the deterministic connec-
tion between ν and x . For every value of x , there is a definite value of ν and no other
value is possible. This causes their joint probability to bunch into impulse sheets.
These sheets are seen more clearly in the perspective view.

An expression for the joint PDF of x and ν is

fx,ν(x, ν) =
∞∑

m=−∞
q · δ(x + ν − mq) · fx (x) fn(ν) . (7.23)

Fig. 7.10(b) helps one in visualizing this function. Now relating the sketches of
Fig. 7.10 with those of Fig. 7.8, we can see that fx,ν(x, ν) can be obtained from
fx,n(x, ν) by multiplying (sampling) fx,n with an infinite array of uniform 45◦ im-
pulse sheets of the type illustrated in Fig. 7.11. These impulse sheets can be desig-
nated as c(x, ν). They can be written as

c(x, ν) =
∞∑

m=−∞
q · δ(x + ν − mq) . (7.24)

The PDF of x and ν can therefore be written as

fx,ν(x, ν) = c(x, ν) · fx,n(x, ν) = q · fx,n(x, ν)
∞∑

m=−∞
δ(x + ν − mq) . (7.25)

Eq. (7.25) is equivalent to Eq. (7.23).
The next objective is to obtain the CF

�x,ν(ux , uν) = F{fx,ν(x, ν)} . (7.26)
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ux
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ux

un

�n(un)

(b)

ux

un

�x,n(ux , un)

(c)

Figure 7.9 Sketches of the factors of �x,n(ux , un), according to Eq. (7.22): (a) the first
factor, CF of x ; (b) the second factor, CF of n; (c) their product.

To accomplish this, it is useful to express the impulse sheets (7.24) in a Fourier series
expansion:

c(x, ν) =
∞∑

l=−∞
e jl(x+ν) . (7.27)

By using Eqs. (7.27) and (7.25) with Eq. (7.26), we have
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2
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2
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Figure 7.10 The joint PDF fx,ν(x, ν) of x and ν: (a) top view; (b) perspective.
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Figure 7.11 45◦ train of “impulse sheets”: (a) top view; (b) perspective.

�x,ν(ux , uν)=F

{
fx,n(x, ν)

∞∑
l=−∞

e jl(x+ν)
}

=
∞∫

−∞

∞∫
−∞

(
fx,n(x, ν)

∞∑
l=−∞

e jl(x+ν)
)

e jux x+ juνν dx dν

=
∞∑

l=−∞

∞∫
−∞

∞∫
−∞

fx,n(x, ν)e
j (ux+l)x+ j (uν+l)ν dx dν
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=
∞∑

l=−∞
�x,n(ux + l, uν + l)

=
∞∑

l=−∞
�x (ux + l)�n(uν + l)

=
∞∑

l=−∞
�x (ux + l) sinc

(
q(uν + l)

2

)
. (7.28)

Since �x,n is generally aperiodic and is a constellation of two-dimensional peaks as
shown in perspective in Fig. 7.9(c), �x,ν is a sum of an infinite number of such con-
stellations deployed along a 45◦ line over the ux –uν plane, in accord with Eq. (7.28).
The replica is �x,n(ux , uν), and it is replicated to form �x,ν(ux , uν). Perspective
views of �x,n(ux , uν) and �x,ν(ux , uν) are shown in Fig. 7.12(a) and Fig. 7.12(b)
respectively. Top views of these CFs are shown in Fig. 7.13.

ux

uν

�x,n(ux , uν)

(a) ux

uν

�x,ν(ux , uν)

(b)

Figure 7.12 Perspective views of CFs: (a) �x,n(ux , uν); (b) �x,ν (ux , uν).

We now have the joint PDF and CF of x and ν. They have interesting properties
when conditions for the various quantizing theorems are satisfied, and give a useful
description of quantization even when these conditions are not satisfied.

Example 7.2 Marginal Distributions of the Joint Input-Noise PDF
The above expressions can be checked against the already known one-dimensional
functions.

From Eq. (7.23), a marginal density can be obtained as
∞∫

−∞
fx,ν(x, ν) dx =

∞∫
−∞

∞∑
m=−∞

q · δ(x + ν − mq) · fx (x) fn(ν) dx

=
∞∑

m=−∞
q · fx (−ν + mq) fn(ν)
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ux
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Figure 7.13 Top views (contour plots) of joint CFs: (a) �x,n(ux , uν); (b) �x,ν (ux , uν).

= fν(ν) . (7.29)

This is equivalent to Eq. (5.1).

The other marginal density can be obtained in like manner:
∞∫

−∞
fx,ν(x, ν) dν =

∞∫
−∞

∞∑
m=−∞

q · δ(x + ν − mq) · fx (x) fn(ν) dν

=
∞∑

m=−∞
fx (x) · q fn(mq − x)

= fx (x) . (7.30)

The characteristic function can be checked by substituting zero value for the
corresponding u variable. From Eq. (7.28):

�x,ν(ux , uν)∣∣
ux =0

=
∞∑

l=−∞
�x (ux + l) sinc

(
q(uν + l)

2

)∣∣
ux =0

=
∞∑

l=−∞
�x (l) sinc

q(uν + l)

2

=�ν(uν) . (7.31)

This is equivalent to Eq. (5.10).

The other characteristic function can be checked as follows:

�x,ν(ux , uν)∣∣
uν=0

=
∞∑

l=−∞
�x (ux + l) sinc

(
q(uν + l)

2

)∣∣
uν=0



146 7 General Statistical Relations

=
∞∑

l=−∞
�x (ux + l) sinc

(
ql

2

)
=�x (ux ) . (7.32)

7.4 QUANTIZING THEOREMS FOR THE JOINT CF OF THE
QUANTIZER INPUT AND THE QUANTIZATION NOISE:
APPLICATION OF THE PQN MODEL

A top view of the joint CF of x and n is shown in Fig. 7.13(a). Parallel dashed lines
are shown, at ux = ±/2. If Quantizing Theorem I is satisfied, the joint CF will be
zero outside the strip between the dashed lines.

Refer next to Fig. 7.13(b). Since the main peaks of �x,ν(ux , uν) are spaced by
 along the ux -direction in accord with Eq. (7.28), there will be no CF overlap in
this case. The function �x,ν(ux , uν) will be identical to the function �x,n(ux , uν)
within the strip −/2 < ux < /2. Therefore, when QT I is satisfied, the partial
derivatives of these two functions at ux = 0, uν = 0 will correspond exactly, and
all joint moments of x and ν will be identical to the corresponding moments of x
and n. One very important consequence of this is that since x and n are uncorrelated
with each other, then x and ν are also uncorrelated with each other, even though ν is
deterministically related to x .

Another important result comes from the following argument. Given the joint
CF of x and n, the CF of n alone can be obtained as

�n(uν) = �x,n(ux , uν)∣∣
ux =0

= �x,n(0, uν) . (7.33)

Similarly, the CF of ν can be obtained as

�ν(uν) = �x,ν(0, uν) . (7.34)

With QT I satisfied,

�x,n(ux , uν)∣∣
−/2<ux</2

= �x,ν(ux , uν)∣∣
−/2<ux</2

. (7.35)

Accordingly,

�x,n(0, uν) = �x,ν(0, uν) . (7.36)

Combining this with Eqs. (7.33) and (7.34), we obtain a very useful result:

�n(uν) = �ν(uν) . (7.37)
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From this we may conclude that when conditions for QT I are met, the PDF of
the quantization noise is uniformly distributed between ±q/2, just like PQN. The
quantization noise has zero mean and a mean square of q2/12.

The exact same conclusions are drawn when conditions for QT I are not met
but those for QT II are satisfied. There will be overlap in the CF domain, but not at
the origin, and not along the line ux = 0. The moments will be unaffected by the
overlap, and the CF of ν, given by Eq. (7.34), will be unaffected by the overlap. The
CF of ν will be the same as the CF of n when conditions for QT II are satisfied, and
ν will have the same PDF as PQN.

All moments of �x,ν(ux , uν) will be equal to corresponding moments of
�x,n(ux , uν) when conditions for QT I or QT II are met. Under these circumstances,

E{xν} = E{xn} = E{x}E{n} = 0 . (7.38)

The quantization noise will therefore be uncorrelated with the signal being quantized
when conditions for either QT I or QT II are satisfied. These are the same conclusions
that were obtained in Subsection 6.1.1 by a different method.

When conditions for QT III/A are satisfied but not those for QT II or QT I,
the CF of x is not bandlimited at all, but �x (ux ) has zero values at ux = l, l =
±1,±2, . . . Since

�x,n(ux , uν) = �x (ux ) ·�n(uν) , (7.39)

�x,n(ux , uν) will have zero values along the parallel lines ux = l, l = ±1,±2, . . .
Refer to Fig. 7.13 for aid in visualization.

We can now evaluate Eq. (7.28) for ux = 0, as follows.

�x,ν(0, uν)=
∞∑

l=−∞
�x,n(l, uν + l)

=
∞∑

l=−∞
�x (l) ·�n(uν + l) . (7.40)

Since �x (l) is zero for all l except l = 0, the sum has only one term and

�x,ν(0, uν)=�x (0) ·�n(uν)
=�n(uν) . (7.41)

Since we know that

�x,ν(0, uν) = �ν(uν) , (7.42)

it follows that when conditions for QT III/A are satisfied,

�ν(uν) = �n(uν) . (7.43)
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The quantization noise once again has the same CF and PDF as PQN.
When conditions for QT I and QT II are not satisfied, but those for QT III/A

are satisfied, the quantization noise will be uniformly distributed between ±q/2. It is
not necessarily true, however, that the quantization noise ν will be uncorrelated with
x under these circumstances. The joint moments of ν and x are related to the partial
derivatives of �x,ν(ux , uν) at ux = 0, uν = 0. These derivatives will generally be
affected by the overlap taking place in the CF domain. Only the derivatives along the
uν-axis will be unaffected. There is no overlap along this axis, as evidenced by the
sum in Eq. (7.40) having only one term when ux = 0.

Satisfaction of QT IV/B requires that first derivatives of �x̃ (ux ) be zero at
ux = l, l = ±1,±2, . . .. The covariance of x with ν is

cov{x, ν} = E{x̃ν}
= 1

j2

∂2�x̃,ν(ux , uν)

∂ux∂uν
∣∣∣∣ux=0

uν=0

= −
∂2

∞∑
l=−∞

�x̃,n(ux + l, uν + l)

∂ux∂uν
∣∣∣∣ux=0

uν=0

= −
∂2

∞∑
l=−∞

�x̃ (ux + l) ·�n(uν + l)

∂ux∂uν
∣∣∣∣ux=0

uν=0

. (7.44)

Taking the partial derivative with respect to ux first, we note that because of the
derivative condition of QT IV/B on �x̃ , the derivative of the sum at ux = 0 contains
only a single term, the derivative at l = 0. Therefore, Eq. (7.44) becomes

cov{x, ν} = −
∂2
(
�x̃ (ux ) ·�n(uν)

)
∂ux∂uν

∣∣∣∣ux=0
uν=0

= E{nx}
= 0 . (7.45)

So, when QT IV/B is satisfied, the covariance between ν and x is zero. Al-
though the quantization noise ν is uncorrelated with x , they are not necessarily or-
thogonal to each other. They would be also orthogonal to each other if the mean of
x were zero or if the mean of ν were zero. The quantization noise would have zero
mean e. g. if the PDF of x were symmetric about x = 0, or x = kq, k = ±1,±2, . . .

Satisfaction of QT III/A guarantees that ν will be uniformly distributed, but not
necessarily uncorrelated with x . Satisfaction of QT IV/B guarantees that ν will be
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uncorrelated with x , but not necessarily uniformly distributed. Satisfaction of both
QT III/A and QT IV/B guarantees that ν will be uniformly distributed and uncor-
related with x . Satisfaction of either QT I or QT II assures that both QT III/A and
QT IV/B are satisfied.

7.5 JOINT MOMENTS OF THE QUANTIZER INPUT AND
THE QUANTIZATION NOISE: QUANTIZING
THEOREM III

The joint characteristic function of the quantizer input and the noise (7.28) provides
a convenient tool for the evaluation of their joint moments. The general joint moment
is

E{xrνt } = 1

jr+t

∂r+t �x,ν(ux , uν)

∂ur
x∂ut

ν

∣∣∣∣ux=0
uν=0

= 1

jr+t

∂r+t

(
∞∑

l=−∞
�x,n(ux + l, uν + l)

)
∂ur

x∂ut
ν

∣∣∣∣ux=0
uν=0

= E{xr nt } + 1

jr+t

∂r+t

(
∞∑

l=−∞
l �=0

�x (ux + l)�n(uν + l)

)

∂ur
x∂ut

ν

∣∣∣∣ux=0
uν=0

= E{xr nt } + 1

jr+t

∞∑
l=−∞

l �=0

dr �x (ux + l)

dur
x

∣∣∣∣
ux =0

dt �n(uν + l)

dut
ν

∣∣∣∣
uν=0

= E{xr nt } + 1

jr+t

∞∑
l=−∞

l �=0

dr �x (ux )

dur
x

∣∣∣∣
ux =l

dt �n(uν)

dut
ν

∣∣∣∣
uν=l

, (7.46)

where r is a nonnegative integer and t is a positive integer.
It is clear from Eq. (7.46) that if the conditions of QT I or QT II are met, the

derivatives of �x (ux ) disappear at |ux | =  and above, and only the E{xr nt } term
remains, so

E{xrνt } = E{xr nt } . (7.47)
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Therefore, the conditions of QT II are sufficient for the equality of these joint mo-
ments.

When this equality holds, the joint moments of x and ν are easy to calculate:
they are identical to the corresponding joint moments of x and n for the PQN model.
Since x and n are independent of each other, E{xrνt } = E{xr nt } = E{xr }E{nt }. This
implies that x and ν are not very tightly coupled; for example, joint moments with
odd t values, like the crosscorrelation E{xν}, are zero.

It is of interest to determine the weakest possible conditions which assure that
(7.47) holds. We will require the equation to be true for any value of the mean of
x . This is a reasonable requirement since it is desirable to have conditions inde-
pendent of signal or quantizer offsets. Such a condition will be given in Quantizing
Theorem III.

Quantizing Theorem III
If

dm �x (ux )

dum
x

∣∣∣∣
ux =l

= 0 for m = 0, 1, · · · , r , l = ±1,±2, . . . (7.48)

where r is a nonnegative integer, then this condition is both necessary
and sufficient for

E{xrνt } = E{xr nt } , t = 1, 2, . . . (7.49)

independently of the mean of x.

A formal proof of QT III is given in Appendix D.1.
Since the conditions for QT III contain the parameter r , the value or values of r

must be specified. It is useful to note that we can get condition (6.45) for QT III/B as
a special case of (7.48), with r = 1. Furthermore, we note that we can get condition
(5.15) of QT III/A as a special case of (7.48), with r = 0.

The conditions of QT III, (7.48), are given in terms of the derivatives of�x (ux ).
However, sometimes the derivatives of �x̃ (ux ) are easier to check since they do not
depend on the mean of x . Therefore, it can be desirable to express the conditions in
terms of �x̃ (ux ). By considering Eq. (D.2) (see page 618), it can be noticed that the
k = 0, 1, 2, . . . , r th derivatives of �x (ux ) can be expressed by linear combinations
of the k = 0, 1, 2, . . . , r th derivatives of �x̃ (ux ). Therefore, the two sets of deriv-
atives can be directly calculated from each other. Therefore, (7.48) is equivalent
to



7.5 Quantizing Theorem III 151

dm �x̃ (ux )

dum
x

∣∣∣∣
ux =l

= 0 , for m = 0, 1, . . . , r, l = ±1,±2, . . . (7.50)

By considering QT III for a given value of r , it is also clear that (7.48) is a necessary
and sufficient condition not only for (7.49), but also for all moments comprising r th
or lower moments of x .

E{xmνt } = E{xmnt } , m = 0, 1, 2, . . . , r , t = 1, 2, . . . (7.51)

It can also be shown that (7.51) is equivalent to

E{x̃mνt } = E{x̃mnt } , m = 0, 1, 2, . . . , r , t = 1, 2, . . . (7.52)

and that this holds independently of the value of the mean of x .
From (7.51) and (7.52), by considering the equations (x ′)m = (x + ν)m and

(x̃ ′)m = (x̃ + ν)m , it can be shown furthermore that (7.48) is a necessary and suffi-
cient condition for Sheppard’s first r + 1 corrections.

7.5.1 General Expressions of Joint Moments when Quantizing
Theorem III is not satisfied

Equation (7.46) can also be used for the determination of the expressions of joint
moments of x and ν, in cases where none of the conditions of the quantizing theorems
are satisfied.

Example 7.3 General Expressions of Joint Input-Noise Moments
Let us determine the exact expressions for the crosscorrelation between the quan-
tizer input x and the quantization noise ν, and the joint moment E{x2ν2}.
The derivatives of the sinc function are given in Appendix C. By using (C.4),
and (C.11), Eq. (7.46) yields the crosscorrelation

E{xν} = q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l
= q

π

∞∑
l=1

Re
{
�̇x (l)

} (−1)l+1

l
, (7.53)

which is exactly the same as (6.23), obtained by a different derivation.

From Eqs. (7.46), (C.5), and (C.11), we obtain the joint moment

E{x2ν2} = 1

j4

∞∑
l=−∞

d2
�x (ux + l)

du2
x

∣∣∣∣
ux =0

d2 sinc
(

q uν+l
2

)
du2
ν

∣∣∣∣
uν=0
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= 1

j4

∞∑
l=−∞

�̈x (l)
q2

2π2

(−1)l+1

l2

= (σ 2
x + µ2

x )
q2

12
+ q2

π2

∞∑
l=1

Re
{
�̈x (l)

} (−1)l+1

l2
. (7.54)

7.6 JOINT MOMENTS OF THE CENTRALIZED QUANTIZER
INPUT AND THE QUANTIZATION NOISE: QUANTIZING
THEOREM IV

In this section we will examine joint moments of x̃ and ν. The centralized2 version
of x allows us to investigate the fluctuations of x about its mean. The important
statistical information will be kept, since only the mean value is removed.

Relating E{x̃rνt } to E{x̃r nt } is useful and can be done in certain cases. When
the equality E{x̃rνt } = E{x̃r nt } holds, the joint moments of x̃ and ν are easy to
calculate. They are identical to the corresponding joint moments of x̃ and n of the
PQN model. Also, E{x̃rνt } = E{x̃r nt } means that x̃ and ν are not very tightly
coupled; joint moments with odd t values, like the covariance cov{x, ν}, are equal to
zero. Quantizing Theorem IV gives the conditions for the equality of the above joint
moments.

Quantizing Theorem IV
If

dr �x̃ (ux )

dur
x

∣∣∣∣
ux =l

= 0 for l = ±1,±2, . . . (7.55)

for any value or values of r , where r is always a nonnegative integer,
then this condition is both necessary and sufficient for

E{x̃rνt } = E{x̃r nt } , t = 1, 2, . . . , (7.56)

independent of the mean of x.

The formal proof of QT IV is given in Appendix D.2.
If QT IV holds for a given value of r , the PQN model gives the moments

E{x̃rνt } without error. Since the conditions for QT IV contain the parameter r , the
value or values of r must be specified.

2Centralized means here that the mean value is subtracted from the random variable.
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Let us notice the significant difference between the conditions (7.55) and (7.48).
In (7.55) we request zero values of the r th derivative of �x̃ (ux ), while in (7.48) we
request all derivatives of order m = 0, 1, . . . , r of �x (ux ) (or, what is equivalent,
all derivatives of order m = 0, 1, . . . , r of �x̃ (ux ), see Exercise 7.8) be zero for the
given values of ux . Therefore, conditions (7.55) are milder, and follow from (7.48).

For r = 0, the conditions of QT IV are exactly the same as the conditions of
QT IV/A (page 101), and of QT III/A (page 99). And for r = 1, if the conditions
of QT IV are met, then the conditions of QT IV/B (page 127) are met. Therefore,
QT IV is a general form of QT IV/A and QT IV/B.

7.6.1 General Expressions of Joint Moments

The general expression of the joint moments of x̃ and ν, obtained in Appendix D.2
as (D.6), can also be used for the determination of given joint moments of x̃ and ν
when the conditions of QT IV are not satisfied.

Example 7.4 General Expressions of Joint Input-Noise Centralized Mo-
ments
Let us determine the general expression of the covariance between the quantizer
input x and the quantization noise ν, and the general expression for E{x̃2ν2}.
The derivatives of the sinc function are given in Appendix C. From Eqs. (D.6),
(C.4), and (C.11) we obtain

cov{x, ν} = E{x̃ν}

= 1

j2

∞∑
l=−∞

e jlµx
d�x̃ (ux + l)

dux

∣∣∣∣
ux =0

d sinc
(

q uν+l
2

)
duν

∣∣∣∣
uν=0

= −
∞∑

l=−∞
e jlµx �̇x̃ (l)

q

2π

(−1)l

l

= q

π

∞∑
l=1

Re
{

e jlµx �̇x̃ (l)
} (−1)l+1

l
. (7.57)

For PDFs symmetrical about their mean values, the CF and its derivatives are
real, so the real parts of the exponentials simplify to cosine terms:

cov{x, ν} = q

π

∞∑
l=1

�̇x̃ (l)
(−1)l+1

l
cos (lµ) . (7.58)
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Equation (7.57) is the same as Eq. (6.27) which was obtained by a different
derivation.

To obtain E{x̃2ν2}, we use Eqs. (D.6), (C.5), and (C.11). Accordingly,

E{x̃2ν2} = 1

j4

∞∑
l=−∞

e jlµx
d2
�x̃ (ux + l)

du2
x

∣∣∣∣
ux =0

d2 sinc
(

q uν+l
2

)
du2
ν

∣∣∣∣
uν=0

=
∞∑

l=−∞
e jlµx �̈x̃ (l)

q2

2π2

(−1)l+1

l2

= σ 2
x

q2

12
+ q2

π2

∞∑
l=1

Re
{

e jlµx �̈x̃ (l)
} (−1)l+1

l2
. (7.59)

7.7 JOINT PDF AND CF OF THE QUANTIZATION NOISE
AND THE QUANTIZER OUTPUT

The statistical relations between the quantization noise ν and the quantizer output
x ′ can be derived in a way similar to that for the case of x and x ′, and for x and ν.
However, noticing that a simple equation connects these three variables

ν = x ′ − x , (7.60)

the joint PDF and CF of ν and x ′ can be derived in a straightforward way, from
fx,x ′(x, x ′) and �x,x ′(ux , ux ′).

By using (7.7), the expression of fx,x ′(x, x ′), we can obtain an expression for
fν,x ′(ν, x ′) as follows:

fν,x ′(ν, x ′)= fx,x ′(x, x ′)∣∣∣∣
x=x ′−ν

= fx,x ′(x ′ − ν, x ′)

= fx (x
′ − ν)

∞∑
m=−∞

δ(x ′ − mq) · q fn(x
′ − ν − mq) . (7.61)

Fig. 7.14 presents a sketch of the joint PDF of ν and x ′. Fig. 7.14(a) is a top view,
and Fig. 7.14(b) is a perspective view. One could obtain this PDF by slicing the PDF
of x into strips and stacking them as is seen in the perspective view. One must realize
that the strips are now impulse sheets, however.

Expression (7.61) can be Fourier transformed to get the corresponding CF.
However, there is a simpler way, using the definition of the CF, and (7.13) which
gives �ν,x ′(uν, ux ′):
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ν

x ′

−q/2 q/2

−4q

−3q

−2q

−q

q

2q

3q

4q

(a)

ν

x ′

fν,x ′(ν, x ′)

δ(x ′ + q) fx (−ν)|− q
2 <x< q

2

δ(x ′) fx (−ν)|− q
2 <x< q

2
δ(x ′ − q) fx (−ν)|− q

2 <x< q
2

(b)

Figure 7.14 The joint PDF of ν and x ′: (a) top view; (b) perspective.

�ν,x ′(uν, ux ′)= E{e juνν+ jux ′ x ′ }
= E{e juν(x ′−x)+ jux ′ x ′ }
= E{e− juνx+( juν+ jux ′ )x ′ }
=�x,x ′(−uν, uν + ux ′)

=
∞∑

l=−∞
�x (ux ′ + l) sinc

q(uν + ux ′ + l)

2
. (7.62)

This is a complete description of the statistical connection of ν and x ′.
It is useful to relate this to a corresponding connection between n and x + n of

the PQN model.
To obtain �n,x+n(uν, ux ′), we can do the following algebraic transformations:

�n,x+n(un, ux+n)= E{e junn+ jux+n(x+n)}
= E{e jun((x+n)−x)+ jux+n(x+n)}
= E{e− jun x+ j (un+ux+n)(x+n)}
=�x,x+n(−un, un + ux+n)

=�x (ux+n) sinc

(
q(un + ux+n)

2

)
. (7.63)

In the last step, we made use of Eq. (7.6).
Comparing Eq. (7.62) with (7.63), we may conclude that

�ν,x ′(uν, ux ′) =
∞∑

l=−∞
�n,x+n(uν, ux ′ + l) . (7.64)
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uν

ux ′

�n,x+n(uν, ux ′)

(a)
uν

ux ′

�ν,x ′ (uν, ux ′)

(b)

Figure 7.15 Perspective views of CFs: (a) �n,x+n(uν, ux ′); (b) �ν,x ′(uν, ux ′).

Fig. 7.15(a) is a plot of�n,x+n(uν, ux ′), representing the PQN model. Fig. 7.15(b) is
the infinitely repeated plot of �ν,x ′(uν, ux ′), representing quantization. Fig. 7.16(a)
shows the top view (contour plot) of �n,x+n(uν, ux ′), the replica, and Fig. 7.16(b)
shows the top view of �ν,x ′(uν, ux ′). �ν,x ′ is a repeated version of �n,x+n .

uν

ux ′

−/2

/2

(a)

uν

ux ′

l = −2

l = −1

l = 1

l = 2

(b)

Figure 7.16 Top views (contour plots) of joint CFs: (a) �n,x+n(uν, ux ′);
(b) �ν,x ′ (uν, ux ′).

It is of interest to note that the relations between the earlier determined func-
tions fx,x ′(x, x ′) and fx,ν(x, ν), and between �x,x ′(ux , ux ′) and �x,ν(ux , uν) have
been established in a similar manner.

Example 7.5 Marginal Distributions of the Joint Noise-Output PDF
A simple check of the expressions can be obtained by comparing them to the
already known one-dimensional functions.
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From Eq. (7.61), we have the following marginal density:

∞∫
−∞

fν,x ′(ν, x ′) dν =
∞∫

−∞
fx (x

′ − ν)
∞∑

m=−∞
δ(x ′ − mq) · q fn(x

′ − ν − mq) dν

=
∞∑

m=−∞
δ(x ′ − mq)

mq+ q
2∫

mq− q
2

fx (x) dx

= fx ′(x ′) . (7.65)

Equation (7.65) is just the same as Eq. (4.2). The other marginal density is:

∞∫
−∞

fν,x ′(ν, x ′) dx ′ =
∞∫

−∞
fx (x

′ − ν)
∞∑

m=−∞
δ(x ′ − mq) · q fn(x

′ − ν − mq) dx ′

=
∞∑

m=−∞
fx (−ν + mq) · q fn(−ν)

= fν(ν) . (7.66)

The last equation is just the same as Eq. (5.1).

The marginal characteristic functions can be obtained by substituting zero value
for the corresponding u variable. From (7.62), we have

�ν,x ′(uν, ux ′)∣∣∣∣
uν=0

=
∞∑

l=−∞
�x (ux ′ + l) sinc

q(uν + ux ′ + l)

2
∣∣∣∣

uν=0

=
∞∑

l=−∞
�x (ux ′ + l) sinc

q(ux ′ + l)

2

= �x ′(ux ′) . (7.67)

The last equation is just the same as Eq. (4.11). The other marginal CF is

�ν,x ′(uν, ux ′)∣∣∣∣
ux ′ =0

=
∞∑

l=−∞
�x (ux ′ + l) sinc

q(uν + ux ′ + l)

2
∣∣∣∣

ux ′ =0

=
∞∑

l=−∞
�x (l) sinc

q(uν + l)

2
= �ν(uν) . (7.68)

The last equation is just the same as (5.10).
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7.8 THREE-DIMENSIONAL PROBABILITY DENSITY
FUNCTION AND CHARACTERISTIC FUNCTION

The most general statistical description of the three variables involved in the quan-
tization of the variable x is the joint three-dimensional PDF and CF of x , ν, and x ′.
Because of the deterministic relationship ν = x ′ − x , these functions will be de-
generate; however, they are descriptive and useful for computation of the statistical
properties of the quantization noise in systems.

7.8.1 Three-Dimensional Probability Density Function

The three-dimensional PDF can be obtained from a two-dimensional PDF and a one-
dimensional conditional PDF as follows:

fx,ν,x ′(x, ν, x ′)= fx,x ′(x, x ′) fν|x,x ′(ν|x, x ′)
= fx,x ′(x, x ′)δ(ν + x − x ′) . (7.69)

The conditional PDF is a delta function because, for given values of x and x ′, only
one value of ν is possible. By making use of Eq. (7.7), Eq. (7.69) can be expressed
alternatively as

fx,ν,x ′(x, ν, x ′) = fx (x)

( ∞∑
m=−∞

δ(x ′ − mq) · q fn(x − mq)

)
δ(ν+ x − x ′) . (7.70)

This joint PDF must give back the two-dimensional PDFs, its marginal PDFs, by
integration. The following example shows this.

Example 7.6 Marginal Distributions of the Joint Input-Noise-Output PDF
The three-dimensional PDF can be integrated and checked against the two-dimensional
expressions.

Using Eq. (7.70), we integrate with respect to ν:

∞∫
−∞

fx,ν,x ′(x, ν, x ′) dν =
∞∫

−∞
fx (x)

( ∞∑
m=−∞

δ(x ′ − mq) · q fn(x − mq)

)
δ(ν + x − x ′) dν

= fx (x)
∞∑

m=−∞
δ(x ′ − mq) · q fn(x − mq)

= fx,x ′(x, x ′) . (7.71)
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The last equation is just the same as Eq. (7.7). Now we can integrate Eq. (7.70)
with respect to x ′:

∞∫
−∞

fx,ν,x ′(x, ν, x ′) dx ′ =
∞∫

−∞
fx (x)

( ∞∑
m=−∞

δ(x ′ − mq) · q fn(x − mq)

)
δ(ν + x − x ′) dx ′

= fx (x)
∞∑

m=−∞
δ(x + ν − mq) · q fn(x − mq)

= fx (x)
∞∑

m=−∞
δ(x + ν − mq) · q fn(ν)

= fx,ν(x, ν) . (7.72)

The last equation is just the same as Eq. (7.23). The second equation holds
because the presence of the Dirac delta function allows the substitution ν =
mq − x in the argument of fn , and the symmetry of fn allows the substitution
fn(−ν) = fn(ν).

Next we integrate Eq. (7.70) with respect to x :

∞∫
−∞

fx,ν,x ′(x, ν, x ′) dx =
∞∫

−∞
fx (x)

( ∞∑
m=−∞

δ(x ′ − mq) · q fn(x − mq)

)
δ(ν + x − x ′) dx

= fx (x
′ − ν)

∞∑
m=−∞

δ(x ′ − mq) · q fn(x
′ − ν − mq)

= fν,x ′(ν, x ′) . (7.73)

The last equation is just the same as Eq. (7.61).

7.8.2 Three-Dimensional Characteristic Function

The three-dimensional CF can be obtained in a straightforward manner from the
basic definition of the CF.

�x,ν,x ′(ux , uν, ux ′)= E{e+ jux x+ juνν+ jux ′ x ′ }
= E{e+ jux x+ juν(x ′−x)+ jux ′ x ′ }
= E{e j (ux−uν)x+ j (uν+ux ′ )x ′ }
=�x,x ′(ux − uν, uν + ux ′) . (7.74)

Making use of Eq. (7.13), the three-dimensional CF can be written as

�x,ν,x ′(ux , uν, ux ′) =
∞∑

l=−∞
�x (ux + ux ′ + l) sinc

q(uν + ux ′ + l)

2
. (7.75)
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The two-dimensional marginal CFs can be obtained from Eq. (7.75) by setting the
individual us to zero. The following example shows this.

Example 7.7 2-D CFs Obtained from 3-D CFs
The two-dimensional characteristic functions can be obtained by substitution of
zero values of the u variable to be eliminated:

�x,ν,x ′(ux , uν, ux ′)∣∣∣∣
uν=0

=
∞∑

l=−∞
�x (ux + ux ′ + l) sinc

q(uν + ux ′ + l)

2
∣∣∣∣

uν=0

=
∞∑

l=−∞
�x (ux + ux ′ + l) sinc

q(ux ′ + l)

2

= �x,x ′(ux , ux ′) . (7.76)

The last equation is just the same as Eq. (7.13). Continuing,

�x,ν,x ′(ux , uν, ux ′)∣∣∣∣
ux ′ =0

=
∞∑

l=−∞
�x (ux + ux ′ + l) sinc

q(uν + ux ′ + l)

2
∣∣∣∣

ux ′ =0

=
∞∑

l=−∞
�x (ux + l) sinc

q(uν + l)

2

= �x,ν(ux , uν) . (7.77)

The last equation is just the same as Eq. (7.28). Additionally,

�x,ν,x ′(ux , uν, ux ′)∣∣∣∣
ux =0

=
∞∑

l=−∞
�x (ux + ux ′ + l) sinc

q(uν + ux ′ + l)

2
∣∣∣∣

ux =0

=
∞∑

l=−∞
�x (ux ′ + l) sinc

q(uν + ux ′ + l)

2

= �ν,x ′(uν, ux ′) . (7.78)

The last equation is just the same as Eq. (7.62).

7.9 GENERAL RELATIONSHIP BETWEEN QUANTIZATION
AND THE PQN MODEL

A fundamental relationship exists between quantization and PQN. Fig. 7.17 com-
pares quantization with the PQN model. The clearest way to examine the connection
of quantization to the PQN model is by means of joint characteristic functions. For
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quantization, the joint characteristic function is Eq. (7.75). For the PQN model, a
corresponding joint characteristic function will need to be derived.

(a)

(b)

Σ

x

x

x ′
Q

x + n

n

++

Figure 7.17 Comparison of quantization and PQN

This can be done simply by making use of the basic definition of the CF.

�x,n,x+n(ux , un, ux+n)= E{e jux x+ junn+ jux+n(x+n)}
= E{e j (ux+ux+n)x+ j (un+ux+n)n}
=�x,n(ux + ux+n, un + ux+n) . (7.79)

Making use of (7.22), this three-dimensional CF can be written as

�x,n,x+n(ux , un, ux+n) = �x (ux + ux+n) sinc
q(un + ux+n)

2
. (7.80)

By making a substitution of variables, we have

�x,n,x+n(ux , uν, ux ′) = �x (ux + ux ′) sinc
q(uν + ux ′)

2
. (7.81)

It is useful now to compare Eq. (7.81) and Eq. (7.75). Combining them, we obtain a
very important result.

�x,ν,x ′(ux , uν, ux ′) =
∞∑

l=−∞
�x,n,x+n(ux , uν, ux ′ + l) . (7.82)

This is the fundamental relation between the CFs of quantization and PQN. What
Eq. (7.82) tells us is that the three-dimensional CF for quantization is periodic along
the ux ′-axis, and aperiodic along the ux and uν-axes. If we could draw it, we would
see that it is an infinite sum of replicas of the three-dimensional CF of PQN displaced
by integer multiples of along the ux ′-axis. Recall that is the quantization “radian
frequency,” equal to  = 2π/q. Periodicity of the CF results from the fact that x ′
can only exist at uniformly spaced discrete levels.
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It should be noted that Eq. (7.81) and Eq. (7.75) hold under all circumstances.
The same is true of Eq. (7.82). These are general relations. No assumptions were
made about the PDF and CF of x in order to derive them.

The relationship between the three-dimensional CF of the quantizer and the
three-dimensional CF of the PQN model carries over to the respective two-dimensional
CFs and to the one-dimensional CFs. For example, the CF of x ′ is equal to the in-
finite sum of the CF of x + n replicated and displaced by multiples of  along the
ux ′-axis. If QT I is satisfied, the replications do not overlap, and the moments of x ′
are equal to the moments of x + n. If QT II is satisfied, the overlap is restricted so
that the moments of the quantizer output remain equal to the moments of x + n, and
the CF of ν is equal to the CF of n. When QT II is satisfied, ν is uncorrelated with x .
Moment-wise, the quantizer behaves like the PQN model, and the quantization noise
has a PDF that is uniformly distributed with a mean of zero and a variance of q2/12.

When the quantizer input is Gaussian, the conditions for the quantizing theo-
rems are not met. However, the Gaussian CF drops so rapidly as |u| increases from
zero that the QT conditions are approximately met. Even with very rough quantiza-
tion, with q as large as 1.5σ , the various moments of the quantizer are almost iden-
tical to the corresponding moments of the PQN model and the quantization noise is
very close to being uniformly distributed. Of all the cases to be studied, the Gaussian
case is the most important.

7.10 OVERVIEW OF THE QUANTIZING THEOREMS

This chapter introduces two new quantizing theorems, QT III and QT IV. The con-
ditions for the quantizing theorems are generally milder and less stringent as the
quantizing theorem numbers increase. If the quantizer input meets the conditions
for QT I, then it meets the conditions for all of the other quantizing theorems. The
input PDF will be recoverable from the output PDF, the quantization noise will be
uniformly distributed, and all moments and joint moments will be the same as for
corresponding moments of the PQN model. QT I is analogous to the Nyquist sam-
pling theorem, applied not to the signal but to its probability density function. The
conditions for QT I are met when the quantization “radian frequency” 2π/q is at
least twice as high as the highest u-component of the characteristic function of the
quantizer input (see Fig. 7.18).

The conditions for QT II are met when the quantization “radian frequency”
is higher than the highest frequency component of the CF of the quantized input
(see Fig. 7.18). If the conditions for QT II are met, then conditions for QT III and
QT IV are also met. Satisfaction of QT II does not guarantee that the input PDF is
recoverable from the output PDF, but it does assure that the quantization noise will
be uniformly distributed, and that all moments and joint moments will be the same as
corresponding moments of the PQN model. For example, when conditions for QT II
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Uniformly distr. noise Uncorr. inp/noise for all µ

PQN for E{νt }
Sheppard’s corr. for E{x}

Figure 7.18 Conditions and statements of the quantization theorems.

are met, the quantization noise will be uncorrelated with the quantizer input signal,
even though the quantization noise is deterministically related to it.

QT III does not depend on the input CF being bandlimited. Instead, it requires
that the input CF have zero values and zero derivatives (up to the r th derivative) at
all multiples of the quantization “radian frequency” (except at the origin), as shown
in Fig. 7.18. Meeting the conditions of QT III assures that

E{xmνt } = E{xmnt }
for all t and for m = 0, 1, 2, . . . , r . For example, if QT III is satisfied for r = 0,
all moments of ν will equal all corresponding moments of n, and the PDF of the
quantization noise will be uniformly distributed. For another example, if QT III is
satisfied for r = 1, E{xνt } = E{xnt }. Therefore, E{xν} = E{xn} = 0, so x and ν
will be uncorrelated with each other.

When conditions for QT III are met (up to the r th derivative), conditions for
QT IV will automatically be met (for all derivatives up to the r th derivative). To
meet the conditions for QT IV, it is necessary and sufficient that the r th derivatives
of the centralized CF of the input,�x̃ (ux ), be zero at all multiples of the quantization
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“radian frequency” (except at the origin). Meeting the conditions for QT IV assures
that

E{x̃rνt } = E{x̃r nt }
for all t , and for the particular value of r . For example, if QT IV is satisfied for r = 0,
all moments of ν will be equal to corresponding moments of n, and thus the PDF of
the quantization noise will be uniform, like that of n (see Fig. 7.18). For another
example, if QT IV is satisfied for r = 1, it will not necessarily be satisfied for r = 0,
and the quantization noise will not necessarily be uniformly distributed. But if QT IV
is satisfied for r = 1, then E{x̃νt } = E{x̃nt }. Therefore, E{x̃ν} = E{x̃n} = 0, so x
and ν will be uncorrelated with each other. When E{ν} = 0, this is equivalent to x
and ν being orthogonal to each other.

Probability density functions that one encounters in practice, such as Gaussian,
uniform, etc., do not have bandlimited characteristic functions, and consequently do
not meet the conditions for QT I or QT II. However, in most cases, these condi-
tions are met approximately and the PQN model works well. More precise statistical
analysis requires the use of exact moment expressions contained in this and the pre-
vious chapters.

It is possible to meet conditions for the satisfaction of QT III and QT IV in
practice. For example, the uniform and triangular PDFs can meet certain of the
conditions for QT III and QT IV.

Figure 7.18 illustrates the conditions and statements of each theorem. The left
side of the figure represents how the conditions of the theorems get milder as we
proceed from QT I towards QT IV, and shows that the conditions of each theorem
are sufficient for the fulfillment of the conditions of the next one. QT I requires that
the CF be zero outside the interval (−π/q, π/q). QT II allows the CF spread wider,
in (−2π/q + ε, 2π/q − ε). QT III prescribes that the value of the CF and some of
its derivatives be equal to zero at the points l2π/q, l = ±1,±2, . . .. QT IV requires
that either the value of the CF of the centralized input variable, or a derivative of it
be zero at these locations.

As the conditions get milder, the number of guaranteed properties decreases
correspondingly. This is illustrated on the right side of Fig. 7.18, where all important
properties are listed.

We can also observe that the lowest occurrence of a property in the figure marks
its necessary and sufficient condition, when this property is to hold for any value of
the mean value input signal. For example, the necessary and sufficient condition of
the quantization noise to be uniformly distributed is QT IV with r = 0, that is, the
value of the CF must be zero at l2π/q, l = ±1,±2,. . .
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7.11 EXAMPLES OF PROBABILITY DENSITY FUNCTIONS
SATISFYING QUANTIZING THEOREMS III/B OR
QT IV/B

Example 7.8 A Distribution Satisfying QT III/A, but not QT II
The following example describes a quantizer input that satisfies both QT III/A
and QT IV/B (that is, it also satisfies QT III/B and QT IV/A), without satisfying
QT II. Let x be the sum of two independent variables, each having a PDF which
is uniformly distributed between ±q/2. The PDF of the sum is the convolution
of the two PDFs, which is triangular between ±q. The characteristic function
will be the product of the constituent CFs, each being a sinc function having
zero-crossings that satisfy QT III/A:

�x (u) = sinc2
(

qu + l

2

)
. (7.83)

The product is a sinc2 function, which would have both zero values and zero
derivatives, so it would satisfy QT III/A-B and QT IV/A-B. The sinc2 CF is

x

fx (x)

−q 0 q

1/q

(a)

u

�x (u)

−4π/q−2π/q 0 2π/q 4π/q

1

(b)

Figure 7.19 A distribution which satisfies both QT III/A-B and QT IV/A-
B: (a) PDF; (b) CF.

certainly not bandlimited, and would not satisfy QT II. Nevertheless, such an
input x would cause the covariance and the crosscorrelation of ν with x to be
zero, moreover, ν would have a uniform PDF between ±q/2. These would be
true even with arbitrary mean value of x , and/or by shifting the quantization
characteristic along the 45◦ line.

Example 7.9 Distributions Satisfying QT III/A-B and QT IV/A-B
A family of probability density functions that satisfy QT III/A-B and QT IV/A-
B can be generated by adding a random variable that itself satisfies these, like
the one in Example 7.8, to any other independent random variable. Even if the
second random variable does not satisfy any of the QTs, the sum will, because
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the characteristic functions multiply by the addition of independent random vari-
ables (see Eq. (3.54)), and it can be seen that the CF and its derivative will have
zero values and zero first derivatives at the required places.

Example 7.10 A Distribution Satisfying QT IV/B but not QT III/A
An example of a probability density function that fulfills the conditions of
QT IV/B (6.53) but does not fulfill the condition of either QT III/A (5.15), is
sketched in Fig. 7.20.

x

fx (x)

− 3q
4 − q

2 − q
4

q
4

q
2

3q
4

1/8

3/8 3/8

1/8

(a)

x ′

fx ′(x ′)

−q 0 q

1/8

3/4

1/8

(b)

ν

fν(ν)

− q
4

q
4

1/2 1/2

(c)

Figure 7.20 A PDF which fulfills the conditions of QT IV/B but not those
of QT III/A or QT IV/A: (a) the PDF of x ; (b) the PDF of x ′; (c) the PDF
of the quantization error.

The PDF of x can be expressed analytically as follows:

fx (x) = 1

8
δ

(
x + 3q

4

)
+ 3

8
δ
(

x + q

4

)
+ 3

8
δ
(

x − q

4

)
+ 1

8
δ

(
x − 3q

4

)
. (7.84)
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Considering the symmetry, it can be seen that

E{x} = 0 , (7.85)

and

�x (u)=
1

4

(
e ju3q/4 + e− ju3q/4

2

)
+ 3

4

(
e juq/4 + e− juq/4

2

)

= 1

4
cos

(
3qu

4

)
+ 3

4
cos
(qu

4

)
. (7.86)

Testing for satisfaction of QT III/A, we obtain for a mid-tread quantizer

�x (l) = 1

4

( j)3l + (− j)3l

2
+ 3

4

( j)l + (− j)l

2
. (7.87)

This is not equal to zero for even values of l, so the PDF of the quantization error
cannot be uniform. Indeed, the PDF of ν is discrete, as illustrated in Fig. 7.20(c):

fν(ν) = 1

2
δ
(
ν + q

4

)
+ 1

2
δ
(
ν − q

4

)
. (7.88)

On the other hand, the condition of QT IV/B is satisfied. Since E{x} = 0, it is
enough to show that the first derivatives of�x (ux ) equal zero at the right places:

�̇x̃ (l) = �̇x (l)=
−3q

16
sin
(qu

4

)
+ −3q

16
sin

(
3qu

4

)∣∣∣∣
u=l

= −3q

16

(
sin

(
πl

2

)
+ sin

(
3πl

2

))
≡ 0 . (7.89)

This means that the covariance between x and ν is zero, independently of the
value of E{x}. The correlation between them is also zero, but only for this par-
ticular value of the mean.

Zero correlation and covariance can also be directly checked for E{x} = 0, notic-
ing that the quantizing error is −q/4 for x = −3q/4 and x = q/4, and it is q/4
for x = −q/4 and x = 3q/4. Referring to Fig. 7.20:

cov{x, ν} = E{xν} − 0 = 1

8

(−3q

4

)(−q

4

)
+ 3

8

(−q

4

)(q

4

)
+3

8

(q

4

)(−q

4

)
+ 1

8

(
3q

4

)(q

4

)
= 0 . (7.90)
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Example 7.11 Continuous Distribution Satisfying QT IV/B
An example of a PDF which is continuous and generates a non-uniform but un-
correlated quantization noise when quantized by a mid-tread uniform quantizer
of quantum size q is shown in Fig. 7.21.

x

fx (x)

−q −q/2 0 q/2 q

a = 1

q ln 4

Figure 7.21 Probability density function of the input signal.

fx (x) =

⎧⎪⎨⎪⎩
a for |x | ≤ q/2,

a
(

q
|x | − 1

)
for q/2 ≤ |x | ≤ q,

0 elsewhere,

(7.91)

with a = 1
q ln 4 .

The integral of the PDF gives 1:

∞∫
−∞

fx (x) dx = aq + 2

q∫
q/2

a
(q

x
− 1
)

dx

= aq + 2aq [ln(x)]q
q/2 − aq

= 2aq ln 2
= 1 . (7.92)

It can be seen that the quantization noise is not uniformly distributed (see Fig. 7.22).
However, the expected value of ν is zero, because of the symmetry.

The covariance between x and ν can be calculated in the amplitude domain,
realizing that ν is deterministically dependent on x . It follows that

cov{x, ν} = E{xν} − 0 =
∞∫

−∞
(xν) fx (x) dx

=
−q/2∫
−q

x(−q − x)
1

ln 4

(
− 1

x
− 1

q

)
dx +

q/2∫
−q/2

x(−x)
1

q ln 4
dx
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ν

fν(x)

−q −q/2 0 q/2 q

Figure 7.22 PDF of the quantization noise.

+
q∫

q/2

x(q − x)
1

ln 4

(
1

x
− 1

q

)
dx

=
−q/2∫
−q

(q + x)2

q ln 4
dx +

0∫
−q/2

q
−x2

q ln 4
dx

+
q/2∫
0

−x2

q ln 4
dx +

q∫
q/2

(q − x)2

q ln 4
dx

= 0 . (7.93)

The last step is justified by the fact that the first two terms cancel each other, and
so do the last two.

It can be shown by somewhat more complicated calculations that the covariance
remains zero if the mean value of x takes an arbitrary value. Let us check this in
the characteristic function domain.

�x (u)=
−q/2∫
−q

1

ln 4

(
− 1

x
− 1

q

)
e jux dx +

q/2∫
−q/2

1

q ln 4
e jux dx

+
q∫

q/2

1

ln 4

(
1

x
− 1

q

)
e jux dx

=
q∫

−q

− 1

q ln 4
e jux dx +

q/2∫
−q/2

2

q ln 4
e jux dx
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+ 2 Re

⎧⎪⎨⎪⎩
q∫

q/2

1

ln 4

1

x
e jux dx

⎫⎪⎬⎪⎭
= − 1

ln 2
sinc(qu)+ 1

ln 2
sinc

qu

2
+ 1

ln 2

q∫
q/2

cos(ux)

x
dx . (7.94)

QT III/A is not satisfied by this CF, so the noise PDF is not uniform; for u =
l = l2π/q , l = 1, 2, . . ., the first two terms give zero, while the last term is

1

ln 2

q∫
q/2

cos 2πl
q x

x
dx = (−1)l

ln 2

q/2∫
0

cos 2πl
q x

x + q/2
dx �= 0 . (7.95)

The characteristic function is not very useful in determining the expected
value of ν.

To see that QT IV/B is satisfied, the following calculation can be made for l �= 0.

�̇x̃ (l)= − q

ln 2

cos(ql)

ql
+ q/2

ln 2

cos (ql/2)

ql/2

+ 1

ln 2

q∫
q/2

− sin(lx) dx

= −1

(ln 2)l
+ (−1)l

(ln 2)l
+ 1

ln 2

[
+cos(lx)

l

]q

q/2

= 0 . (7.96)

The last term in Eq. (7.96) cancels the first two. The input signal and the quanti-
zation noise are uncorrelated indeed, independently of the input mean.

7.12 SUMMARY

This chapter develops a complete statistical description of the quantization of the
variable x . The three-dimensional PDF and CF connecting x , ν, and x ′ have been
derived and are given by (7.70) and (7.75), respectively. Four dimensions would be
required to plot the PDF, so this is not possible. But if one could imagine it, the PDF
would be sampled along the x ′-axis, and would remain continuous along the x- and
ν-axes. Corresponding to this, the CF is periodic along the ux ′-axis and aperiodic
along the ux - and uν-axes. It consists of a replica that is repeated at frequency 2π/q
along the ux ′-axis. The replica turns out to be related to the PQN model, being the
three-dimensional CF connecting x , n, and x + n. When the replicas of the CF do
not overlap, the conditions for the Widrow quantizing theorem QT I are met. The
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quantization noise is uniformly distributed and uncorrelated with the quantizer input
x . The PDF of x is recoverable from the PDF of x ′. All moments and joint moments
agree with the corresponding moments of the PQN model. Sheppard’s corrections
work perfectly.

When the replicas of the CF overlap, but not sufficiently so to cause changes
in the CF derivatives at the origin, the conditions for Widrow’s quantizing theorem
QT II are met. The quantization noise is uniformly distributed and uncorrelated with
x . All moments and joint moments agree with the corresponding moments of the
PQN model. Sheppard’s corrections work perfectly.

This chapter introduces QT III and QT IV. Unlike QT I and QT II, that require
the CF of x to be bandlimited, QT III and QT IV require this CF to have various
combinations of zero values and zero derivatives at all multiples of the quantization
“radian frequency”  = 2π/q, except at the origin (see Fig. 7.18).

Conditions for QT I and QT II are never met perfectly in practice. But they
are almost always met to a close approximation. On the other hand, conditions for
QT III and QT IV can be met perfectly in certain cases. For example, input PDFs
of the rectangular and triangular types and their convolutions can satisfy these con-
ditions,. External noise signals having such PDFs can be used as dither signals as a
consequence of this. The subject will be explored in Chapter 19 on dither.

7.13 EXERCISES

7.1 Given a quantizer input x that is of rectangular PDF between (−1.5a, a), under what
conditions does the PDF of x satisfy QT I, or QT II, or QT III/A, or QT III/B, or QT IV/A,
or QT IV/B?

7.2 Repeat Exercise 7.1 for triangular PDF of x in (−1.5a, a).

7.3 Repeat Exercise 7.1 for “house” PDF of x (see Fig. E3.12.1, page 55), with A = 2q,
α = 0.5.

7.4 With input x being Gaussian, what quantizing theorems could be satisfied?

7.5 If x has triangular PDF in (−q +µ, q +µ), find the general statistical relations among
x , x ′, and ν, and determine the moments E{ν}, E{ν2}, E{νm}, cov{x, ν}, and E{x2ν2},
E{x ′}, E{x ′2}.

7.6 Repeat Exercise 7.5 for x being rectangular, distributed between (−2q + µ, 2q + µ).
How well do Sheppard’s first and second corrections work?

7.7 Repeat Exercise 7.5 for x being rectangular, distributed between −1.5q and 2q, except
for moments E{νm}, and E{x2ν2}.

7.8 Prove that the condition that all derivatives of order m = 0, 1, . . . , r of �x (ux ) be
zero for the given values of ux is the same as the condition that all derivatives of order
m = 0, 1, . . . , r of �x̃ (ux ) be zero for the given values of ux .





Chapter 8

Quantization of Two or More
Variables: Statistical Analysis of

the Quantizer Output

In the last four chapters, a statistical analysis of quantization has been developed.
The premise has been that a single variable x is being quantized. Now we shall
quantize two variables x1, and x2. In general, these variables will be statistically
related. They could be separate variables, or they could be samples of a correlated
time series taken at separate times. If the latter is the case, the samples are generally
taken with a fixed time spacing between them.

One reason for studying the quantization of two variables would be to find the
crosscorrelation of their quantization noises. Another would be to find the crosscor-
relation between these noises and the signals being quantized. Indeed there are many
other purposes to the analysis of quantization of multiple variables.

It is natural to want PDF and CF functions when quantizing two variables.
These functions are analogous to those obtained when a single variable is quantized.
The functions of interest are quantizer output PDF and CF, and quantization noise
PDF and CF. The quantizer input PDF is(

two-dimensional
input PDF

)
	= fx1,x2

(x1, x2) . (8.1)

Its characteristic function is(
two-dimensional

input CF

)
	=�x1,x2(ux1, ux2)

=
∞∫

−∞

∞∫
−∞

fx1,x2
(x1, x2) e( jux1 x1 + jux2 x2) dx1 dx2

= E{e jux1 x1+ jux2 x2} . (8.2)

173
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The PDF of the quantizer output is(
two-dimensional

output PDF

)
	= fx ′

1,x
′
2
(x ′

1, x ′
2) , (8.3)

whose characteristic function is(
two-dimensional

output CF

)
	=�x ′

1,x
′
2
(ux ′

1
, ux ′

2
)

=
∞∫

−∞

∞∫
−∞

fx ′
1,x

′
2
(x ′

1, x ′
2) e
( jux ′

1
x ′

1 + jux ′
2
x ′

2) dx ′
1 dx ′

2

= E{e jux ′
1

x ′
1+ jux ′

2
x ′

2} . (8.4)

The PDF of the quantization noise is(
two-dimensional

noise PDF

)
	= fν1,ν2

(ν1, ν2) . (8.5)

whose characteristic function is(
two-dimensional

noise CF

)
	=�ν1,ν2(uν1, uν2)

=
∞∫

−∞

∞∫
−∞

fν1,ν2
(ν1, ν2) e( juν1ν1 + juν2ν2) dν1 dν2

= E{e juν1ν1+ juν2ν2} . (8.6)

After the two-variable case is explored, it will be possible to generalize the results to
the case of quantization of three or more related variables.

8.1 TWO-DIMENSIONAL SAMPLING THEORY

Classical sampling theory, sampling of a single variable, was well used for the analy-
sis of quantization of a single variable. Two-dimensional sampling theory will be
used here for the analysis of two-variable quantization. Although this theory is a
simple generalization of the classical theory, it is not as well known. We begin this
chapter with a development of the two-dimensional theory, and then we will apply it
to two-variable quantization.

The one-dimensional Dirac delta function could be obtained with a rectangular
pulse of unit area, taking the limit as the pulse width goes to zero. This is sketched
in Fig. 8.1(a). The two-dimensional Dirac delta function could be obtained from the
product of two rectangular pulses, of width 	1, along time axis t1, and width 	2,
along time axis t2, respectively. The resulting two-dimensional rectangular function
is taken to the limit as	1 → 0 and	2 → 0, keeping a unit volume. This is sketched
in Fig. 8.1(b).
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The convolution of the two-dimensional Dirac delta function with the function
g(t1, t2) yields:

∞∫
−∞

∞∫
−∞

g(t1, t2)δ(τ1 − t1, τ2 − t2) dt1 dt2 = g(τ1, τ2) . (8.7)

The two-dimensional delta function can be written as

δ(t1, t2) = δ(t1)δ(t2) . (8.8)

A symbolic representation of this unit-volume Dirac delta function is shown in
Fig. 8.1(c).

t

	

h h ·	 = 1

(a)

t1

t2

	1
	2

h

h ·	1 ·	2 = 1

(b)

t1

t2

δ(t1, t2)
Volume = 1

(c)

Figure 8.1 Formation of the two-dimensional Dirac delta function: (a) one-dimensional
rectangular function; (b) two-dimensional rectangular function; (c) symbolic representa-
tion of two-dimensional Dirac delta.
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Two-dimensional sampling is achieved when a two-dimensional function is
multiplied by a two-dimensional array of two-dimensional delta functions. Fig. 8.2
illustrates two-dimensional sampling. The two-dimensional array of two-dimensional
delta functions is sometimes called a “bed of nails”. This is shown in Fig. 8.2(b), and
is represented mathematically as

t1

t2

x(t1, t2)

(a)

t1

t2

c(t1, t2) =
∞∑

k1=−∞

∞∑
k2=−∞

T1T2δ(t1 − k1T1, t2 − k2T2)

(b)

t1

t2

x(t1, t2) · c(t1, t2)

(c)

x(t1, t2) x(t1, t2) · c(t1, t2)
Sampling

switch(d)

Figure 8.2 Sampling a two-dimensional function: (a) the function; (b) the two-
dimensional bed of nails; (c) samples of the two-dimensional function; (d) the sampling
switch.
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c(t1, t2) =
∞∑

k1=−∞

∞∑
k2=−∞

T1T2δ(t1 − k1T1, t2 − k2T2) . (8.9)

The two dimensional “signal” x(t1, t2) is sampled, and the resulting samples are
given by

x(t1, t2)·c(t1, t2) =
∞∑

k1=−∞

∞∑
k2=−∞

x(k1T1, k2T2) T1T2δ(t1−k1T1, t2−k2T2) . (8.10)

The two-dimensional array of two-dimensional delta functions, a bed of nails,
can be represented by a two-dimensional complex Fourier series as

c(t1, t2) =
∞∑

n1=−∞

∞∑
n2=−∞

e( jn1�1t1+ jn2�2t2) . (8.11)

The two-dimensional Fourier transform of the two-dimensional sampling function is

F {c(t1, t2)} =F

{ ∞∑
n1=−∞

∞∑
n2=−∞

e( jn1�1t1+ jn2�2t2)

}

=
∞∑

n1=−∞

∞∑
n2=−∞

δ(ω1 − n1�1)δ(ω2 − n2�2) . (8.12)

By analogy to one-dimensional sampling, the Fourier transform of the sampled signal
consists therefore of a two-dimensional array of replicas at the location of each Dirac
delta:

F{x(t1, t2) · c(t1, t2)} =
∞∑

n1=−∞

∞∑
n2=−∞

X ( jω1 + jn1�1, jω2 + jn2�2) . (8.13)

The Fourier transform of x(t1, t2) · c(t1, t2) is thus a sum of two-dimensional Fourier
transforms of x(t1, t2), displaced and repeated infinitely at integer multiples of �1
along the ω1-axis, and at integer multiples of �2 along the ω2-axis. Fig. 8.3 is
a sketch of F{x(t1, t2)}. This is the two-dimensional replica. It is replicated in
Fig. 8.3(b), which is a sketch of F{x(t1, t2) · c(t1, t2)}.

Based on the above considerations, the two-dimensional sampling theorem can
be stated as follows:

Two-Dimensional Sampling Theorem
If

F{x(t1, t2)} = 0 for |ω1| ≥ �1

2
, and/or |ω2| ≥ �2

2
, (8.14)
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ω1

ω2

F{x(t1, t2)}

(a)

ω1

ω2

F{x(t1, t2) · c(t1, t2)}

(b)

ω1
ω22π

T1
= �1

2π
T2

= �2

2-D ideal lowpass

(c)

Figure 8.3 Sampling and recovery of x(t1, t2): (a) F{x(t1, t2)}; (b) F{x(t1, t2)·c(t1, t2)};
(c) ideal 2-D lowpass.

x(t1, t2) can be recovered from its samples.

Fig. 8.3(c) is a sketch of the two-dimensional “transfer function” of the ideal
lowpass filter that could be used for the recovery. The inverse transform gives its
“impulse response,” a two-dimensional sinc function. Fig. 8.4 illustrates the recov-
ery of x(t1, t2) in the “time domain,” accomplished with sinc-function interpolation
when conditions for the sampling theorem are satisfied.
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t1

t2

x(t1, t2)

Figure 8.4 Recovery of x(t1, t2) from its samples.

The two-dimensional theory can be generalized for N dimensions. The Fourier
transform of the samples of x(t1, t2, . . . tN ) is

F{x(t1, t2, . . . , tN ) · c(t1, t2, . . . , tN )}

=
∞∑

n1=−∞
· · ·

∞∑
nN =−∞

X ( jω1 + jn1�1, . . . , jωN + jnN�N ) . (8.15)

The N -dimensional “time function” x(t1, · · · , tN ) can be recovered from its samples
by ideal lowpass filtering when conditions for the N -dimensional sampling theorem
are met, i.e.

F{x(t1, . . . , tN )} = 0 for |ω1| ≥ �1

2
, and/or . . . , and/or |ωN | ≥ �N

2
. (8.16)

8.2 STATISTICAL ANALYSIS OF THE QUANTIZER OUTPUT
FOR TWO-VARIABLE QUANTIZATION

Having reviewed multidimensional sampling theory, we can now use it to analyze
quantization. We begin with the case of two-variable quantization, and study the
statistics of the quantizer output.

Figure 8.5(a) illustrates two-variable quantization. The PDF of the quantizer
inputs is fx1,x2

(x1, x2), which is shown over a two-dimensional quantization grid in
Fig. 8.5(b). Corresponding to each quantizer input x1, x2, there is a quantizer output
x ′

1, x ′
2. The inputs x1, x2 fall into a two-dimensional quantum box, and they are

rounded to the center of that box, x ′
1, x ′

2. The probability of x ′
1, x ′

2 is equal to the
volume under fx1,x2

(x1, x2) within
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x ′
1 − q1

2
< x1 < x ′

1 + q1

2
and x ′

2 − q2

2
< x2 < x ′

2 + q2

2
. (8.17)

x1

x2

x ′
1

x ′
2

Q1

Q2

Source

(a)

q1

q2

x1

x2

(b)

x1 x2

(c)

Figure 8.5 Quantization of two related variables: (a) the quantizers; (b) contour plot of
the joint PDF of the inputs over the quantization grid; (c) volume sampling.

The PDF of the quantizer output fx ′
1x ′

2
(x ′

1, x ′
2) is an array of two-dimensional Dirac

delta functions located at x1 = m1q1, x2 = m2q2, where m1 and m2 are integers,
−∞ < m1 < ∞, −∞ < m2 < ∞. These locations of the Dirac deltas are
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the centers of the quantum boxes. The delta functions are “volume samples” of
fx1,x2

(x1, x2). Volume sampling is analogous to area sampling which was described
in Chapter 4 for the formation of the one-variable quantizer output PDF. The volume
of each delta function is equal to the volume of fx1,x2

(x1, x2) over the corresponding
quantum box (see Fig. 8.5(c)).

The two-variable quantizer output PDF can be written as

fx ′
1,x

′
2
(x1, x2)=

∞∑
m1=−∞

∞∑
m2=−∞

δ(x1 − m1q1, x2 − m2q2)

×
m1q1+ q1

2∫
m1q1− q1

2

m2q2+ q2
2∫

m2q2− q2
2

fx1,x2
(x1, x2) dx1 dx2 . (8.18)

Volume sampling can be related to ordinary two-dimensional sampling in
the following way. The function to be volume sampled, namely fx1,x2

(x1, x2), is first
convolved with a two-dimensional uniform function fk1,k2

(x1, x2) (two-dimensional
PQN) defined by

fn1,n2
(x1, x2) =

⎧⎪⎪⎨⎪⎪⎩
1

q1q2
, for − q1

2
< x1 <

q1

2
, −q2

2
< x2 <

q2

2

0 , elsewhere.

(8.19)

Then, ordinary two-dimensional sampling is performed. The result is fx ′
1,x

′
2
(x1, x2).

The idea is pictured in Fig. 8.6. The quantizer input PDF is shown in Fig. 8.6(a). The
two-dimensional uniform function is shown in Fig. 8.6(b). Their two-dimensional
convolution is shown in Fig. 8.6(c). The two-dimensional array of two-dimensional
delta functions, a bed of nails, is sketched in Fig. 8.6(d). The product of this array
and the convolution is shown in Fig. 8.6(e). This is the PDF of the quantizer output,
fx ′

1,x
′
2
(x1, x2).
By taking Fourier transforms, all of these operations can be depicted in the char-

acteristic function domain, as in Fig. 8.7. The CF of the function �x1,x2(ux1, ux2),
the quantizer input, is shown in Fig. 8.7(a). The Fourier transform of the two-
dimensional uniform function is

�n1,n2(ux1, ux2) = sinc
πux1

1
· sinc

πux2

2
, (8.20)

where

1 = 2π

q1
, and 2 = 2π

q2
. (8.21)
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x1

x2

fx1,x2
(x1, x2)

(a)

x1

x2

fn1,n2
(x1, x2)

(b)

x1

x2

fx1,x2
(x1, x2) � fn1,n2

(x1, x2)

(c)

x1

x2

c(x1, x2)

(d)

x1

x2

(
fx1,x2

(x1, x2) � fn1,n2
(x1, x2)

)
· c(x1, x2)

(e)

Figure 8.6 Derivation of the joint PDF of x ′
1 and x ′

2 from volume sampling of the joint
PDF of x1 and x2: (a) PDF of x1 and x2; (b) uniform PDF; (c) convolution of (a) and (b);
(d) the “bed of nails”; (e) PDF of x ′

1 and x ′
2, the product of (c) and (d).

In this domain, convolution becomes multiplication. The product of�x1,x2(ux1, ux2)

with the two-dimensional sinc function is the replica function,
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ux1

ux2

�x1,x2(ux1 , ux2)

(a)

ux1

ux2

sinc
πux1

1
sinc

πux2

2

(b)

ux1

ux2

�x1,x2(ux1 , ux2) · sinc
πux1

1
sinc

πux2

2

(c)

ux1

ux2

�x ′
1,x

′
2
(ux1 , ux2)

(d)

Figure 8.7 Formation of the quantized joint CF: (a) joint CF of x1 and x2; (b) joint CF of
n1 and n2; (c) the replica, the joint CF of x1 + n1 and x2 + n2; (d) joint CF of x ′

1 and x ′
2,

the two-dimensional replication of (c).
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�x1,x2(ux1, ux2) · sinc
πux1

1
· sinc

πux2

2
. (8.22)

The sampling process causes this replica function to be repeated infinitely in two
dimensions. Accordingly, the CF of the quantizer output is

�x ′
1,x

′
2
(ux1, ux2)=

∞∑
l1=−∞

∞∑
l2=−∞

�x1,x2(ux1 − l11, ux2 − l22)

× sinc
π(ux1 − l11)

1
· sinc

π(ux2 − l22)

2
. (8.23)

This is simply a two-dimensional version of Eq. (4.11).
The process of volume sampling can be represented in the form of a block

diagram, as shown in Fig. 8.8. The input to the diagram is the quantizer input PDF
and its CF. Next there is a block that symbolizes two-dimensional linear filtering,
multiplication of the input CF by the “transfer function” sinc

πux1
1

· sinc
πux2
2

. This
is followed by two-dimensional sampling.

fx1,x2
(x1, x2)

�x1,x2(ux1 , ux2)

fx ′
1,x

′
2
(x1, x2)

�x ′
1,x

′
2
(ux1 , ux2)q1, q2

sinc
πux1

1
sinc

πux2

2

Figure 8.8 Formation of fx ′
1,x

′
2
(x1, x2) and �x ′

1,x
′
2
(ux1 , ux2), from fx1,x2

(x1, x2) and

�x1,x2(ux1 , ux2).

We now have the means for constructing the two-dimensional CF of the quan-
tizer outputs. The need for new quantizing theorems is apparent. When they are
satisfied appropriately, we will show how to recover the joint input PDF from the
quantizer joint output PDF, and we will derive input-output joint moments and two-
dimensional Sheppard’s corrections. All of this is analogous to the one-dimensional
case, but there are many new ideas to be explored. The first step is to relate multidi-
mensional quantization to a multidimensional PQN model.

8.3 A COMPARISON OF MULTIVARIABLE QUANTIZATION
WITH THE ADDITION OF INDEPENDENT
QUANTIZATION NOISE (PQN)

Fig. 8.9 compares multivariable quantization with the addition of multivariable PQN.
The quantizer input variables x1, x2, . . . , xN are assumed to be statistically related to
each other. The additive PQN noises n1, n2, . . . , nN are statistically independent of
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all of the inputs and of each other, and they have uniform PDFs. Their joint PDF
is fn1,n2,···,nN

(n1, n2, . . . , nN ), pictured in Fig. 8.6(b) for two variables. Fig. 8.9(a)
illustrates quantization of N variables, and Fig. 8.9(b) illustrates the N -variable PQN
model.

x1 x1x ′
1

Q1

xNxN x ′
N

QN

.

.

.

.

.

.

x1 + n1

n1

+
+

+
+

xN + nN

nN(a) (b)

�

�

Figure 8.9 Comparison of multidimensional quantization with the addition of multidimen-
sional independent PQN: (a) quantization; (b) addition of PQN.

A representation of the PDF of the output of a two-variable PQN model can be
seen in Fig. 8.6(c). The corresponding multivariable PDF can be expressed as

fx1+n1,x2+n2,...xN +nN
(x1, x2, . . . , xN )

= fn1,n2,...,nN
(x1, x2, . . . , xN ) � fx1,x2,...,xN

(x1, x2, . . . , xN ) , (8.24)

With two-variable quantization, the PDF of the quantizer outputs is illustrated
in Fig. 8.6(e). The corresponding multivariable PDF can be expressed by

fx ′
1,x

′
2,...,x

′
N
(x1, x2, . . . , xN ) = fx1+n1,x2+n2,...,xN +nN

(x1, x2, . . . , xN )·c(x1, x2, . . . , xN ) .

(8.25)
Thus, the quantizer output PDF is a sampled version of the PDF of the output of the
PQN model.

With two variables, the CF of the output of the PQN model is pictured in
Fig. 8.7(c). The corresponding multivariable CF is expressed by

�x1+n1,x2+n2,...,xN +nN (ux1, ux2, . . . , uxN )

= �n1,n2,...,nN (ux1, ux2, . . . , uxN ) ·�x1,x2,...,xN (ux1, ux2, . . . , uxN ) .

(8.26)

With two variables, the CF of the quantizer output is pictured in Fig. 8.7(d).
This is equal to the CF of the output of the PQN model, replicated infinitely along
ux1 and ux2 , and summed. The corresponding multivariable CF is expressed by

�x ′
1,x

′
2,...,x

′
N
(ux1, ux2, . . . , uxN )
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=
∞∑

l1=−∞

∞∑
l2=−∞

· · ·
∞∑

lN =−∞
�x1+n1,x2+n2,...,xN +nN (ux1 − l11, ux2 − l22, . . . , uxN − lNN ) .

(8.27)

These PDFs and CFs are perfectly general, and they do not depend on satisfaction
of any quantizing theorem. These relations show the similarities and the differences
between quantization and the PQN model.

8.4 QUANTIZING THEOREM I FOR TWO AND MORE
VARIABLES

In order to be able to recover �x1,x2(ux1, ux2) from �x ′
1,x

′
2
(ux1, ux2), it is necessary

that the replications contained in �x ′
1,x

′
2
(ux1, ux2) do not overlap. For this to be the

case, it is necessary that �x1,x2(ux1, ux2) be bandlimited in two dimensions. Satis-
faction of QT I insures this. QT I can be stated as:

Quantizing Theorem I for Two Variables
The quantizer input CF can be recovered from the quantizer output CF
when1

�x1,x2(ux1, ux2) = 0 for |ux1 | >
1

2
, and/or |ux2 | >

2

2
. (8.28)

QT I can be generalized for N variables and stated as follows:

Quantizing Theorem I for N Variables
The quantizer input CF can be recovered from the quantizer output CF
when2

�x1,...,xN (ux1, . . . , uxN ) = 0 for |ux1 | >
1

2
,

and/or |ux2 | >
2

2
,

...

and/or |uxN | > N

2
.

(8.29)

1Precisely, for no overlap, �x1,x2(ux1 , ux2) should be zero already at |ux1 | = π/q1 and/or |ux2 | =
π/q2. However, for characteristic functions, the only way that nonzero values at a point pair can make
any difference in the PDF is that there is a Dirac delta function pair at these points. However, no CF
may contain Dirac delta functions, because this would mean that the integral of the PDF is infinite.
Therefore, it is enough to prescribe that �x1,x2(ux1 , ux2) equals zero for any of |uxi | = π/qi .

2See the previous note for Quantizing Theorem I for Two Variables
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8.5 QUANTIZING THEOREM II FOR TWO AND MORE
VARIABLES

Satisfaction of QT II allows the moments of x1, x2 to be recovered from the moments
of x ′

1, x ′
2. Overlap of the periodic replicas in �x ′

1x ′
2
(ux1, ux2) would be allowed, as

long as this overlap does not affect the partial derivatives at ux1 = ux2 = 0. QT II
can be stated as:

Quantizing Theorem II for Two Variables
The quantizer input moments can be recovered from the quantizer output
moments when3

�x1,x2(ux1, ux2) = 0 for |ux1 | > 1, and/or |ux2 | > 2 . (8.30)

QT II can be stated for N variables as follows:

Quantizing Theorem II for N Variables
The quantizer input moments can be recovered from the quantizer output
moments when4

�x1,...,xN (ux1, . . . , uxN ) = 0 for |ux1 | > 1 ,

and/or |ux2 | > 2 ,
...

and/or |uxN | > N .
(8.31)

8.6 RECOVERY OF THE JOINT PDF OF THE INPUTS x1, x2
FROM THE JOINT PDF OF THE OUTPUTS x ′

1, x ′
2

Section 4.4 describes at length the theory and methodology for the recovery of the
PDF of the quantizer input from the PDF of the quantizer output. Our purpose here

3In strict sense, we have proved QT II for the case when the derivatives of the CF are not altered
at ux1 = 0, ux2 = 0 by the repetitions due to quantization. This would require that all the derivatives
of the CF equal zero for |ux1 | = 1, or |ux2 | = 2, that is, the CF equals zero not only here, but
also in an (arbitrarily small) environment of |ux1 | = 1, or |ux2 | = 2. This is not very important
in the practical sense, but it is interesting from the theoretical point of view. It is not clear however
whether this is really necessary. We do not have a formal proof yet but we were not able to construct
a counterexample. For the examples enumerated in Appendix A, the derivative at  is zero for all the
existing moments of x .

4See the previous note for Quantizing Theorem II for Two Variables.
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is to show how this is done when two or more statistically related variables are quan-
tized. The derivation of the multivariable procedure would be lengthy, and so we will
focus on the procedure rather than its derivation. The actual derivation would follow
that of Section 4.4 (see Exercise 8.2).

Referring to Fig. 4.12, the discrete PDF of x ′ undergoes a “running summation”
to produce a new discrete function. This function is then sinc-interpolated, and the
interpolated function is differentiated to give the PDF of x . For this to work, QT I
must be satisfied. The two-variable version of this process is illustrated in Fig. 8.10.

Referring to Fig. 8.10(a), we start with the PDF

fx ′
1,x

′
2
(x1, x2) =

∞∑
m1=−∞

∞∑
m2=−∞

A(m1,m2)δ(x1 − m1q1, x2 − m2q2) , (8.32)

given that

A(m1,m2)
	=

m1q1+q1/2∫
m1q1−q1/2

m2q2+q2/2∫
m2q2−q2/2

fx1,x2
(x1, x2) dx1 dx2 . (8.33)

In going from Fig. 8.10(a) to Fig. 8.10(b), a two-dimensional “running summation” is
performed. The result is a new two-dimensional function, an array of delta functions
represented by

∞∑
i1=−∞

∞∑
i2=−∞

B(i1, i2)δ(x1 − i1q1, x2 − i2q2) . (8.34)

The impulse amplitude B(i1, i2) is defined by

B(i1, i2)
	=

i1∑
m1=−∞

i2∑
m2=−∞

A(m1,m2) . (8.35)

This is the running sum. Now going from Fig. 8.10(b) to Fig. 8.10(c) is accomplished
by convolution with the two-dimensional sinc function

1

q1q2
sinc

(
π

x1

q1

)
sinc

(
π

x2

q2

)
. (8.36)

Finally, to go from Fig. 8.10(c) to Fig. 8.10(d) to get the PDF of x1, x2, differentiation
is performed. This is

∂2

∂x1∂x2
. (8.37)
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x1

x2

fx ′
1,x

′
2
(x1, x2)

(a)

x1

x2

1

(b)

x1

x2

1

(c)

x1

x2

fx1,x2
(x1, x2)

(d)

Figure 8.10 Recovery of fx1,x2
(x1, x2) from fx ′

1,x
′
2
(x1, x2): (a) fx ′

1x ′
2
(x1, x2); (b) the re-

sult of running summation in two dimensions; (c) sinc interpolation; (d) recovered PDF.

To get fx1,x2
(x1, x2), the result of the differentiation should be shifted by −q1/2

along the x1-axis, and by −q2/2 along the x2-axis, analogous to what was done in
the one-variable case of Chapter 4 (see Fig. 4.11).



190 8 Quantization of Two Variables: Quantizer Output

In the digital realization of the above algorithm, the final differentiation could
sometimes be difficult. As an alternative, one could apply differentiation to the in-
terpolatory sinc function itself, similarly to the one-dimensional case. So, B(i1, i2)

would be interpolated with(
πx1 cos(πx1/q1)− q1 sin(πx1/q1)

q1πx2
1

)(
πx2 cos(πx2/q2)− q2 sin(πx2/q2)

q2πx2
2

)
.

(8.38)
If three variables x1, x2, x3 were quantized, a similar procedure to that illus-

trated in Fig. 8.10 would be followed to get fx1,x2,x3
(x1, x2, x3) from fx ′

1,x
′
2,x

′
3
(x1, x2, x3).

The sums Eq. (8.32), Eq. (8.34), and Eq. (8.35) would become triple sums. The sinc
function Eq. (8.36) would become a triple sinc,

1

q1q2q3
sinc

(
π

x1

q1

)
sinc

(
π

x2

q2

)
sinc

(
π

x3

q3

)
, (8.39)

and the differentiation process would become

∂3

∂x1∂x2∂x3
. (8.40)

It is easy to see how this procedure would be generalized for the quantization of N
variables.

8.7 RECOVERY OF THE JOINT MOMENTS OF THE INPUTS

x1, x2 FROM THE JOINT MOMENTS OF THE OUTPUTS
x ′

1, x ′
2: SHEPPARD’S CORRECTIONS

If the conditions for QT II are satisfied, the moments of x ′
1 and x ′

2 are the same as
the moments of (x1 + n1) and (x2 + n2). Thus, the PQN model can be used to
calculate moments of the quantizer output. The relations between the moments of
x1 and the corresponding ones of (x1 + n1) are determined by Eqs. (4.22)–(4.25),
giving Sheppard’s corrections (4.30). The same equations relate the moments of x2
and the corresponding moments of (x2 + n2). Therefore, we can obtain the moments
of x1 and x2 from the moments of x ′

1 and x ′
2 by making use of (4.30).

What would be useful would be to express the joint moments of x1 and x2 in
terms of the joint moments of x ′

1 and x ′
2. The PQN model will be used to do this. We

will begin with the joint first moment.

E{x ′
1x ′

2} = E{(x1 + n1)(x2 + n2)}
= E{x1x2 + n1n2 + n1x2 + n2x1}
= E{x1x2} + E{n1n2} + E{n1x2} + E{n2x1} . (8.41)
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Since the pseudo quantization noises n1 and n2 are independent of each other
and of x1 and x2, and since they both have zero means,

E{x ′
1x ′

2} = E{x1x2} . (8.42)

Continuing,

E{(x ′
1)

2x ′
2} = E{(x1 + n1)

2(x2 + n2)}
= E{x2

1 x2} + E{n2
1}E{x2}

= E{x2
1 x2} + q2

1

12
E{x2}

= E{x2
1 x2} + q2

1

12
E{x ′

2} . (8.43)

Similarly,

E{(x ′
2)

2x ′
1} = E{x2

2 x1} + q2
2

12
E{x1}

= E{x2
2 x1} + q2

2

12
E{x ′

1} . (8.44)

The joint second moments can be obtained as follows.

E{(x ′
1)

2(x ′
2)

2} = E{(x1 + n1)
2(x2 + n2)

2}
= E{(x2

1 + n2
1 + 2x1n1)(x

2
2 + n2

2 + 2x2n2)}
= E{x2

1 x2
2 + n2

1x2
2 + x2

1n2
2 + n2

1n2
2}

= E{x2
1 x2

2} + q2
1

12
E{x2

2} + q2
2

12
E{x2

1} + q2
1 q2

2

144

= E{x2
1 x2

2} + q2
1

12

(
E{(x ′

2)
2} − q2

2

12

)
+ q2

2

12

(
E{(x ′

1)
2} − q2

1

12

)
+ q2

1 q2
2

144

= E{x2
1 x2

2} + q2
1

12
E{(x ′

2)
2} + q2

2

12
E{(x ′

1)
2} − q2

1 q2
2

144
. (8.45)

Higher moments can be obtained by continuing in like manner.
Eqs. (8.42), (8.43), (8.44), and (8.45) can be rearranged in the following way.
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E{x1x2} = E{x ′
1x ′

2}

E{x2
1 x2} = E{(x ′

1)
2x ′

2} −
(

q2
1

12
E{x ′

2}
)

E{x1x2
2} = E{x ′

1(x
′
2)

2} −
(

q2
2

12
E{x ′

1}
)

E{x2
1 x2

2} = E{(x ′
1)

2(x ′
2)

2} −
(

q2
1

12
E{(x ′

2)
2} + q2

2

12
E{(x ′

1)
2} − q2

1 q2
2

144

)
... (8.46)

The expressions in the parentheses are Sheppard’s corrections for joint mo-
ments.

In his original paper, Sheppard noted that there is a paradox for E{x1x2}.
Eq. (8.46) gives zero correction, while for x1 ≡ x2 and q1 = q2 Sheppard’s one-
variable correction (4.30) contains a correction term −q2/12. The explanation is
that in the latter case, the PDF fx1,x2

(x1, x2) is not smooth (it consists of an im-
pulse sheet), so Sheppard’s assumptions are not met. In our terms, the joint CF is
�x1,x2(u1, u2) = �x1(u1+u2), which has constant values along the u1+u2 = const.
lines, so it does not satisfy the conditions of any of the quantizing theorems. There-
fore, Eq. (8.46) does not apply for this case.

We now have completed an analysis of the quantizer output PDF and CF when
two or more variables are quantized. The next step is an analysis of the quantization
noise itself.

8.8 SUMMARY

This chapter is a statistical study of quantizer output variables that are obtained when
quantizer input variables are jointly related. This is an extension of earlier work with
single-variable quantization, and finds its most important application in the analysis
of quantization of samples of a time series, i.e. to analog-to-digital conversion of a
real-time signal. Samples of a signal taken uniformly in time are generally corre-
lated with each other, and when these samples are quantized, the quantization noises
should be correlated, and the quantized signals should be correlated. This chapter
relates the statistics of unquantized samples to that of quantized samples. Several
expressions are given for the respective PDFs and CFs. Also, expressions for mo-
ments and joint moments connecting quantizer input and output variables are given.

Joint PDFs of quantizer inputs can be recovered from joint PDFs of quantizer
outputs if conditions for a multivariable QT I are met. Moments and joint moments
of quantizer inputs can be easily obtained from corresponding moments of quantizer
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outputs when conditions for a multivariable QT II are met. Then, one can replace the
quantizers with a multivariable PQN model for moment calculations. For this pur-
pose, the quantizers behave as sources of additive independent uniformly distributed
noise. This leads to multivariable Sheppard’s corrections.

When the samples of a time function are quantized, there is a single quantiza-
tion step size and this is q = q1 = q2 = · · · From the teaching of this chapter, one
can deduce that when conditions for the multivariable QT II are met by the time sam-
ples, the autocorrelation function of the quantizer input can be derived from that of
the quantizer output by treating the quantizer as a source of additive stationary white
noise (uncorrelated over time) having a mean of zero and a mean square of q2/12.

8.9 EXERCISES

8.1 A TV set (here we are talking about classical, analog TV) displays the following num-
ber of rows:

(a) in the NTSC system (USA) 525 lines of the picture, 263/262 interleaved lines for
each half-picture, or

(b) in the PAL system (Europe) 625 lines of the picture, 323/322 interleaved lines for
each half-picture.

This means that the picture is sampled in the vertical direction, and continuous in the
horizontal direction.

i. Assume that in recording, the TV camera scans the image and senses the light in-
tensity uniformly within a small square scanning window whose width equals the
line separation. Let the Fourier transform of the original image be X ( jω1, jω2).
Determine the 2-dimensional Fourier transform of the sampled picture.

ii. Assume that the line separation in the TV camera was fine enough to satisfy
Nyquist. Interpolation is done by the shape of the beam spot in the TV receiver’s
picture tube. Describe the theoretically correct reconstruction algorithm. Plot the
shape of the interpolating spot. Describe the reconstruction.

iii. Assume that reconstruction is done in a TV receiver using a light spot with uni-
form intensity over a circle. Describe an algorithm to determine the optimal size
of the circle.

iv. Answer the same question assuming reconstruction with uniform intensity over a
square spot. Describe an algorithm to determine the optimal spot size.

8.2 Derive the methodology for recovery of the PDF of x1, x2 from the PDF of x ′
1, x ′

2. Do
this analogously to the way it is done for a single variable in Section 4.4 (page 70).

8.3 Find the moment E
{

x ′2
1 x ′4

2

}
. Follow the procedure like that used to derive (8.45).

Assume that the PQN model can be used to calculate this moment.

8.4 Generate two correlated Gaussian variables with Monte Carlo (set ρ = 0.8, N = 106),
quantize them with q = σ , and
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(a) measure the first and second moments of the quantized variables, and the cross-
correlation between them. How close are these results to those predicted by the
PQN model?

(b) generate the 2-D histogram from the quantized data. From this, go through the
interpolation, and reconstruct the original input joint PDF.

8.5 Generate two correlated uniformly distributed variables with Monte Carlo in (0, A)
(set ρ ≈ 0.8, N = 106), quantize them with q = A/10, measure the first and second
moments of the quantized variables, and the crosscorrelation between them. How close
are these results to those predicted by the PQN model?

8.6 In marker-based movement analysis, one tries to follow the trajectories of selected
points of the human body. For this, light spherical “markers” (small balls) are attached
e.g. to the fingers, and the movement of these markers is followed by taking a series of
pictures with a CCD camera. One is not interested in the size of a marker, only in the
position of its center. Therefore, this problem can be considered as measurement of the
position from samples of the scene, i.e. the series of pictures.

The camera consists of a set of light-sensitive cells, arranged in a rectangular grid.
Each CCD cell returns voltage proportional to the intensity of the light falling on it.
The output of each CCD cell comprises one pixel of the image.

The two-dimensional position of the markers can be determined from the picture by
taking the arithmetic mean of the positions of the CCD cells, weighted by their signal
value. This is a first moment calculation.

(a) Each CCD output pixel is a two-dimensional area sample of the original image.
The pixels are spaced by a distance d and cover an area d × d. If the original
image is f (x1, x2), and its Fourier transform is F( jω1, jω2), what is the Fourier
transform of the camera output, the image comprised of the array of CCD pixels?

(b) Determine the Fourier transform of the CCD image of a single marker of radius
rd.

(c) Let the marker be moved horizontally across the field of view of the camera. Find
a relation between the true position of the center of the marker and the position
determined by the moment calculation. Assume that the center of the marker
moves along the centers of a row of pixels.

(d) Can the resolution be improved by defocusing the optics (consider this as being
equivalent to replacing the original picture by the original picture convolved with
a uniform round spot). How is the Fourier transform modified? Discuss the
benefits and disadvantages. What effect does this have on the Fourier transform
of the CCD output image?

8.7 Derive the general expression of Sheppard’s two-dimensional corrections (relate
E{xr1

1 xr2
2 } with the moments E{(x ′

1)
r1(x ′

2)
r2}), using the Bernoulli numbers (see Eq.

(8.7.FN1)).
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Hint: prove that

E{xr1
1 xr2

2 } =
r1∑

m1=0

r2∑
m2=0

(
r1

m1

)(
r2

m2

)(
1 − 21−m1

) (
1 − 21−m2

)
× Bm1 Bm2qm1

1 qm2
2 E{(x ′

1)
r1−m1(x ′

2)
r2−m2} , (E8.7.1)

with Bmi being the Bernoulli numbers (see Stuart and Ord (1994)).





Chapter 9

Quantization of Two or More
Variables: Statistical Analysis of

Quantization Noise

9.1 ANALYSIS OF QUANTIZATION NOISE, VALIDITY OF
THE PQN MODEL

We have defined quantization noise for single-variable quantization as

ν = x ′ − x . (9.1)

When two or more variables are quantized, the quantization noises are

ν1 = x ′
1 − x1

ν2 = x ′
2 − x2

...
νN = x ′

N − xN . (9.2)

Fig. 9.1(a) is a diagram showing quantization and quantization noise for many
variables. In Fig. 9.1(b), adding quantization noise to the quantizer input x yields the
quantizer output x ′.

The analysis of multivariable quantization noise in this chapter will proceed like
the one-variable analysis of Chapter 5. Fig. 5.2 shows how the PDF of quantization
noise is constructed by slicing the PDF of x into strips and stacking them and forming
a sum. The result of this addition is given by Eq. (5.1).

For two variables, the PDF of x1, x2 is cut into volumes, stacked, then summed
(see Fig. 9.2). By analogy to Eq. (5.1), we obtain

197
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Σ

Σ

Σ

Σ

x1 x1x ′
1

Q1

xNxN x ′
N

QN

.
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.
.
.

x ′
1 = x1 + ν1

ν1

ν1

++

+

++

+

−

−

x ′
N = xN + νN

νN

νN(a) (b)

Figure 9.1 Quantization of N variables: (a) input, output, and quantization noise; (b) ad-
dition of quantization noise to input x yields output x ′.

fν1,...,νN
(x1, . . . , xN ) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

∞∑
m1=−∞

. . .
∞∑

m N =−∞
fx1,...,xN

(−x1 + m1q1, . . . ,−xN + mN qN ),

− q1/2 ≤ x1 ≤ q1/2
...

− qN/2 ≤ xN ≤ qN/2

0, elsewhere.
(9.3)

This approach was developed by Widrow (1956b). Of importance is the multivariable
characteristic function of the quantization noise. By analogy to (5.10), we have

�ν1...νN (u1, . . . , uN )=
∞∑

l1=−∞
· · ·

∞∑
lN =−∞

�x1,···,xN (−l11, . . . ,−lNN )

× sinc

(
q1(u1 − l11)

2

)
· · · sinc

(
qN (uN − lNN )

2

)
. (9.4)

An alternative formula for the PDF of quantization noise can be obtained by
inverse Fourier transformation of Eq. (9.4). This is given by (9.5), and is obtained by
analogy to Eq. (5.11).



9.1 Analysis of Quantization Noise, Validity of the PQN Model 199

(a)

...
(b)

(c)

Figure 9.2 Formation of the joint quantization noise PDF from the input joint PDF:
(a) slicing the input PDF; (b) summing the slices to obtain the two-dimensional noise PDF;
(c) the noise PDF

fν1,...,νN
(ν1, . . . , νN )= fn1,...,nN

(ν1, . . . νN )

×
∞∑

l1=−∞
. . .

∞∑
lN =−∞

�x1,...,xN (l11, . . . , lNN )e
j (l11ν1+···+lNN νN )

= fn1,...,nN
(ν1, . . . νN )

×
∞∑

l1=−∞
· · ·

∞∑
lN =−∞

�x1,...,xN

(
2πl1

q1
, . . . ,

2πlN

qN

)

× e
2π j

(
l1ν1
q1

+···+ lN νN
qN

)
. (9.5)
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This expression was first derived for two variables by Sripad and Snyder (1977).
Expressions (9.3), (9.4), and (9.5) are perfectly general and they are quite us-

able. They simplify when conditions for various quantizing theorems are satisfied,
and become very intuitive and insightful in practice even when these conditions are
met only approximately.

9.2 JOINT MOMENTS OF THE QUANTIZATION NOISE

The general joint moment of the quantization noise for the two-variable case is

E{νr
1ν

t
2} . (9.6)

This may be obtained for any r and t by differentiation of the CF, given by Eq. (9.4),
and evaluating the partial derivatives at the origin in the CF domain. We have no
simple general expression for this, but the derivatives can certainly be evaluated for
specific values of r and t . The algebra is not simple. In practice, the most important
case corresponds to r = t = 1, and the derivation for this case proceeds as follows.

E{ν1ν2} = 1

j2

∂2�ν1,ν2(uν1, uν2)

∂uν1∂uν2

∣∣∣∣uν1=0
uν2=0

= − ∂2

∂uν1∂uν2

( ∞∑
l1=−∞

∞∑
l2=−∞

�x1,x2(l11, l22)

× sinc
π(ux1 + l11)

1
· sinc

π(ux2 + l22)

2

)∣∣∣∣ux1=0
ux2 =0

= −
∞∑

l1=−∞
l1 �=0

∞∑
l2=−∞

l2 �=0

�x1,x2(l11, l22)
q1

2

(−1)l1

l1π

q2

2

(−1)l2

l2π

= q1q2

4π2

∞∑
l1=−∞

l1 �=0

∞∑
l2=−∞

l2 �=0

�x1,x2(l11, l22)
(−1)(l1+l2+1)

l1l2

= q1q2

2π2

∞∑
l1=1

∞∑
l2=1

Re{�x1,x2(l11, l22)}
(−1)(l1+l2+1)

l1l2

+ q1q2

2π2

∞∑
l1=1

∞∑
l2=1

Re{�x1,x2(l11,−l22)}
(−1)(l1−l2)

l1l2
. (9.7)

In the last step, we have added pairs of complex conjugate terms to obtain the new
ones, in order to be able to write “one-sided” sums.



9.2 Joint Moments of the Quantization Noise 201

This is the crosscorrelation between ν1 and ν2. It is worth mentioning that for
positively correlated variables, �x1,x2(u1, u2) is elongated along the u1 + u2 = 0
line (see Eq. (F.17)), and the second sum of Eq. (9.7) dominates, while for negatively
correlated variables, the first sum of Eq. (9.7) is more important.

If the PDF is symmetric about the pair of mean values, that is,

fx1,x2
(x1 + µ1, x2 + µ2) = fx1,x2

(−x1 + µ1,−x2 + µ2) , (9.8)

the crosscorrelation takes a simpler form in terms of the zero-mean variables x̃1 and
x̃2:

E{ν1ν2} = q1q2

2π2

∞∑
l1=1

∞∑
l2=1

�x̃1,x̃2(l11, l22)
(−1)(l1+l2+1)

l1l2

× cos

(
2π

(
l1
µ1

q1
+ l2

µ2

q2

))
+ q1q2

2π2

∞∑
l1=1

∞∑
l2=1

�x̃1,x̃2(l11,−l22)
(−1)(l1−l2)

l1l2

× cos

(
2π

(
l1
µ1

q1
− l2

µ2

q2

))
. (9.9)

The covariance of ν1 and ν2 can be derived by subtracting the product of the expected
values. By using Eqs. (9.7) and (5.24), we obtain

cov{ν1, ν2} = E{ν1ν2} − E{ν1}E{ν2}

=
∞∑

l1=−∞
l1 �=0

∞∑
l2=−∞

l2 �=0

�x1,x2(l11, l22)
q1q2

4π2l1l2
(−1)(l1+l2+1)

−

⎛⎜⎜⎝ ∞∑
l1=−∞

l1 �=0

�x1(l11)

j

q1

2

(−1)l1

l1π

⎞⎟⎟⎠
⎛⎜⎜⎝ ∞∑

l2=−∞
l2 �=0

�x2(l22)

j

q2

2

(−1)l2

l2π

⎞⎟⎟⎠
= q1q2

4π2

∞∑
l1=−∞

l1 �=0

∞∑
l2=−∞

l2 �=0

(
�x1,x2(l11, l22)−�x1(l11)�x2(l22)

)

× (−1)(l1+l2+1)

l1l2
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= q1q2

2π2

∞∑
l1=1

∞∑
l2=1

Re
{
�x1,x2(l11, l22)−�x1(l11)�x2(l22)

}
× (−1)(l1+l2+1)

l1l2

+ q1q2

2π2

∞∑
l1=1

∞∑
l2=1

Re
{
�x1,x2(l11,−l22)−�x1(l11)�x2(−l22)

}
× (−1)(l1−l2)

l1l2
. (9.10)

From this, we can obtain the correlation coefficient between ν1, and ν2, dividing
it by the standard deviations of the two quantization noises ν1 and ν2, calculated as
the square root of (5.31) or (5.32) for each channel. The correlation coefficient cannot
be further simplified. It can be numerically analyzed by evaluating it as a function of
the input correlation coefficient.

It is clear that for independent input variables, the covariance must be zero.
This result can be obtained from (9.10), since in this case

�x1,x2(l11, l22) = �x1(l11)�x2(l22),

thus all terms vanish in the sum. Therefore, ν1 and ν2 are uncorrelated. They would
in fact be independent.

If the PDF is symmetric about the pair of mean values (see Eq. (9.8)), the
covariance takes a simpler form, in terms of the zero-mean variables x̃1 and x̃2:

cov{ν1, ν2} = q1q2

2π2

∞∑
l1=1

∞∑
l2=1

(
�x̃1,x̃2(l11, l22)−�x̃1(l11)�x̃2(l22)

)
× (−1)(l1+l2+1)

l1l2
cos

(
2π

(
l1
µ1

q1
+ l2

µ2

q2

))
+ q1q2

2π2

∞∑
l1=1

∞∑
l2=1

(
�x̃1,x̃2(l11,−l22)−�x̃1(l11)�x̃2(−l22)

)
× (−1)(l1−l2)

l1l2
cos

(
2π

(
l1
µ1

q1
− l2

µ2

q2

))
. (9.11)

Example 9.1 Characteristic Function of Identical Inputs
An interesting case occurs when x1 ≡ x2 and q1 = q2. It is easy to see (see
Eq. (F.17)) that �x1,x2(u1, u2) = �x1(u1 + u2). When �x1(u1) satisfies QT I,
QT II or QT III/A, all terms are zero in (9.10) and (9.11) except the ones

�x1,x2(l11,−l22), or �x̃1,x̃2(l11,−l22) ,
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respectively, for l1 = l2. Accordingly,

cov{ν1, ν2} = q2

2π2

∞∑
l=1

1

l2
= q2

2π2

π2

6
= q2

12
, (9.12)

as one would expect.

9.3 SATISFACTION OF QUANTIZING THEOREMS I AND II

When multiple variables are quantized, quantizing theorems I and II are generaliza-
tions of quantizing theorems I and II for the quantization of a single variable. The
CF of the quantization noises when N variables are quantized is given by Eq. (9.4).
This is a generalization of Eq. (5.10) of the one-variable case.

It is useful to study Eq. (5.10), and to think of this equation in light of Fig. 5.4.
Samples of the CF of x are taken and convolved with sinc functions. The CF of the
quantization noise will have only a single sinc function, at the origin, when condi-
tions for either QT I or QT II are satisfied. These conditions are, for QT I,

�x (u) = 0 for |u| > 
2
, (9.13)

and for QT II,

�x (u) = 0 for |u| >  . (9.14)

When these conditions are met, the CF of the quantization noise is simply

�ν(u) = sinc
(qu

2

)
, (9.15)

and the quantization noise is therefore uniformly distributed between ±q/2.
Similarly, for the quantization of N variables, the conditions for QT I are

�x1,x2,...,xN (ux1, ux2, . . . , uxN ) = 0 if |uxi | >
i

2
for any i , (9.16)

and the conditions for QT II are

�x1,x2,...,xN (ux1, ux2, . . . , uxN ) = 0 if |uxi | > i for any i . (9.17)

Satisfaction of QT I means that the joint CF of the variables x1, x2, . . . , xN is band-
limited in its multiple dimensions. Accordingly, a multidimensional Nyquist condi-
tion is met by the CF of the quantizer inputs. Satisfaction of QT II means that the
Nyquist condition is “half met.”

In the multivariable case, when conditions for either QT I or QT II are satisfied,
the CF of the quantization noises given by Eq. (9.4) becomes simply

�ν1,ν2,...,νN (u1, u2, . . . , uN ) = sinc
(q1u1

2

)
sinc

(q2u2

2

)
· · · sinc

(qN uN

2

)
. (9.18)
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Because the CF is factorable, all of the quantization noises ν1, ν2, . . ., νN are inde-
pendent of each other, and they are all uniformly distributed between ±q1/2, ±q2/2,
. . ., ±qN/2, respectively. This PDF is the same as that of PQN, and it is sketched in
Fig. 9.3 for the two-variable case

9.4 QUANTIZING THEOREM III/A FOR N VARIABLES

QT III/A was developed for one-variable quantization in Section 5.3. It can be gen-
eralized to apply to the quantization of two or more variables as follows.

Quantizing Theorem III/A for N Variables
If �x1,x2,···,xN (u1, u2, . . . , uN ) meets the conditions

�x1,...,xN (l11, . . . , lNN ) =

⎧⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎩

1, for l1 = l2 = · · · = lN = 0

0, for l1 = ±1,±2, . . . ,

and/or l2 = ±1,±2, . . . ,
...

and/or lN = ±1,±2, . . . ,
(9.19)

then the multiple sum of (9.4) has only one term and the multiple sum of
(9.5) also has one term as follows:

fν1,...,νN
(ν1, . . . , νN )= fn1,···,nN

(ν1, . . . , νN )

= fn1
(ν1) · fn2

(ν2) · · · fnN
(νN ) . (9.20)

This theorem was first proved for two variables by Sripad and Snyder (1977).
The conditions in (9.19) are necessary and sufficient for assuring that the quan-

tization noises have a multidimensional uniform distribution and that they are all
statistically independent of each other.

If the conditions for QT I or QT II are satisfied by�x1,...,xN (ux1, . . . , uxN ), then
QT III/A is automatically satisfied. The conditions for QT III/A given by (9.19) are
both necessary and sufficient for (9.20) to be true.

When Eq. (9.20) is true,

fν1,···,νN
=

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩

1

q1 · q2 · · · qN

, −q1/2 ≤ ν1 ≤ q1/2,

and − q2/2 ≤ ν2 ≤ q2/2,
and − qN/2 ≤ νN ≤ qN/2

0, elsewhere.

(9.21)
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The noise components ν1, ν2, . . . νN are independent, and uniformly distributed be-
tween ±half a quantum box. The PDF is the same as that of PQN, as sketched in
Fig. 9.3 for the two-variable case.

ν1

ν2

fν1,ν2
(ν1, ν2)

1

q1 q2

Figure 9.3 The PDF of quantization noise when the conditions for QT I or QT II or
QT III/A are satisfied.

Example 9.2 QT III/A Fulfilled in One Dimension, but not in Two Dimen-
sions
We may wonder whether the fulfillment of the conditions of the one-variable
QT III/A is also sufficient for the two-dimensional quantization noise to be uni-
form. A simple example will show that this is not the case.

x1

x2

fx1,x2
(x1, x2)

q1
2− q2

2

Figure 9.4 The input PDF.

Let the quantizer input signals have the joint PDF sketched in Fig. 9.4. It is
obvious that the marginal distributions are uniform between (−q1/2, q1/2) and
(−q2/2, q2/2), respectively, so the one-variable QT III/As are satisfied. It is
also clear that x ′

1 ≡ 0 and x ′
2 ≡ 0, so ν1 = −x1 and ν2 = −x2. The joint

distribution of ν1 and ν2 is therefore similar to the one in Fig. 9.4. This means
that the conditions of the two-variable QT III/A must be violated, since ν1 and
ν2 are not distributed in accord with Eq. (9.21).



206 9 Quantization of Two Variables: Quantization Noise

9.5 QUANTIZATION NOISE WITH MULTIPLE GAUSSIAN
INPUTS

The Gaussian CF is not bandlimited and does not perfectly satisfy the conditions of
any of the quantizing theorems. However, when the quantization grain sizes q1, q2,
. . ., qN are all fine enough (i.e., all are equal to one standard deviation respectively,

(a)

1

1

0.998
0.9985

0.999
0.9995

0

0.1

0.2

0.2 0.3

0.4

0.4 0.5

0.6

0.6 0.7

0.8

0.8 0.9

q/σρx1,x2

ρν1,ν2

(b)

1

1

1

0.99

0.98

0.97

0

1.2 1.4 1.6 1.8
2.2 2.4 2.6 2.8

2

3

0.2

0.4

0.6

0.8

q/σρx1,x2

ρν1,ν2

Figure 9.5 Correlation coefficients of the two quantization noises for two-dimensional
Gaussian input, as a function of the input correlation coefficient ρx1,x2 , and the quantization
ratio q/σ : (a) q/σ = (0.1 . . . 1); (b) q/σ = (1 . . . 3).

or less), and the correlation coefficient between the different variables is not very
close to 1, the PDF, CF, and moments of the quantization noises are almost indistin-
guishable from those of PQN. To see differences, the quantization must be extremely
rough. So, although the Gaussian multivariable CF does not strictly satisfy the quan-
tizing theorems, for almost all practical purposes it behaves as if it does.
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When dealing with the individual quantization noises, the analysis of Chap-
ter 5 shows the computation of their moments under a variety of conditions. Correc-
tions to Sheppard’s corrections are very small, but they have been calculated for the
Gaussian-input case.

Consider the two-variable Gaussian input case, and assume that x1 and x2 are
adjacent samples of the same continuous input time function. Then q1 = q2 = q.
Of interest is the correlation coefficient of the two noises ν1 and ν2 as a function of
the correlation coefficient of the two quantizer inputs, x1 and x2. This function has
been calculated, and it is plotted in Fig. 9.5 for a range of the ratio q/σ and a range
of ρx1,x2 . It is clear from this plot that the quantization noises ν1 and ν2 are almost
totally uncorrelated even when the inputs x1 and x2 are highly correlated, even when
q is as big as σ . When quantizing a Gaussian signal, the quantization noise is almost
perfectly described under almost all conditions as being white, uniformly distributed,
having zero mean, and a mean square of q2/12.

9.6 SUMMARY

This chapter describes the statistics of quantization noise when two or more variables
are quantized. To complete the analysis of quantization, the next chapter examines
the joint relationships between the quantization noise and the quantizer output, and
the quantization noise and the quantizer input for multivariable quantization.

9.7 EXERCISES

9.1 Use Monte Carlo to measure joint moments of the quantization noises for two Gaussian
inputs x1, x2. Check results against PQN. Construct and plot the two-dimensional PDF
of the quantization noises. Do this with σ1/q1 = 1, σ2/q2 = 1.5, ρ12 = 0.5, µ1 =
0.5q1, µ2 = 0.

9.2 Repeat Exercise 9.1 for uniformly distributed inputs, with peak-to-peak amplitude of
input 1 being App1 = 2.8q1, peak-to-peak amplitude of input 2 being App2 = 3q1,
and with ρ12 ≈ 0.8, µ1 = 0.5q1, µ2 = 0. It may not be possible in the simulation to
make ρ exactly equal 0.8, but set it as close as you can.

9.3 For a two-dimensional PDF like in Fig. E9.3.1, with q1 = A1/2, q2 = A2/2, and
a = 0.4A1,

(a) Plot the marginal PDFs of x1, and x2.

(b) Plot the two-dimensional PDF of the quantization noise.

(c) Find the two-dimensional CF of the quantization noise.

(d) Find the mean and the mean square of ν1 and ν2.

(e) Find the covariance of ν1 and ν2.

(f) Compare results with the PQN model.
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x1

x2

fx1,x2

x1

x2

(a) (b)

A1

A2

a

Figure E9.3.1 Two-dimensional uniform PDF above a rhomboid-shaped
base: (a) PDF; (b) contour of the base of the PDF.

9.4 Derive the joint CF of the quantization noise for Example 9.2 (page 205).

9.5 Show that for two-variable quantization with Gaussian inputs, if the two inputs are
extremely correlated (e.g. 0.9999 < ρ < 1), the quantization noise may be far from
PQN, even if q1 < σ1 and q2 < σ2. Suggest a condition for the quantization noise
to be PQN-like under such circumstances, assuming zero means and equal standard
deviations of the two inputs.

9.6 Evaluate the autocorrelation function of the quantization noise of a zero-mean sinu-
soidal input, using the expression (G.28) of the joint CF, and the general expression
(9.9) of the correlation. Use A = 15q, and sampling frequency fs = 210 f1, with f1
being the frequency of the sine wave. How many terms should be used?



Chapter 10

Quantization of Two or More
Variables: General Statistical

Relations among the
Quantization Noises, and the

Quantizer Inputs and Outputs

Statistical relations among quantization noise, the quantizer input signal, and the
quantizer output signal were derived in Chapter 7 for the one-variable case. The
purpose of this chapter is to generalize the results of Chapter 7 for multivariable
quantization.

10.1 JOINT PDF AND CF OF THE QUANTIZER INPUTS AND
OUTPUTS

Eq. (7.7) gives the joint PDF of x and x ′ as

fx,x ′(x, x ′) = fx (x)
∞∑

m=−∞
δ(x ′ − mq) · q fn(x − mq) . (7.7)

A sketch of this joint PDF is shown in Fig. 7.4. When two or more variables are
quantized, it is impossible to draw a corresponding sketch. Intuition must be replaced
with algebra. Generalizing (7.7) for the quantization of N variables, we have

fx1,...,xN ,x ′
1,...,x

′
N
(x1, . . . , xN , x ′

1, . . . , x ′
N )

= fx1,...,xN
(x1, . . . , xN )

×
∞∑

m1=−∞
· · ·

∞∑
m N =−∞

δ(x ′
1 − m1q1, . . . , x ′

N − mN qN )

209
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× q1 · · · qN · fn1,...,nN
(x1 − m1q1, . . . , xN − mN qN ) . (10.1)

The joint CF of x and x ′ is given by (7.13) as

�x,x ′(ux , ux ′) =
∞∑

l=−∞
�x (ux + ux ′ + l) · sinc

q(ux ′ + l)

2
. (7.13)

This CF is sketched in Fig. 7.6(b). When N variables are quantized, this joint CF
can be generalized as

�x1,...,xN ,x ′
1,...,x

′
N
(ux1, . . . , uxN , ux ′

1
, . . . , ux ′

N
)

=
∞∑

l1=−∞
· · ·

∞∑
lN =−∞

�x1,...,xN (ux1 + ux ′
1
+ l11, . . . , uxN + ux ′

N
+ lNN )

× sinc
q1(ux ′

1
+ l11)

2
· · · sinc

qN (ux ′
N

+ lNN )

2
. (10.2)

If the conditions for QT I are met, then the multidimensional replicas of the joint
CF of x1, . . . , xN and x ′

1 . . . , x ′
N do not overlap, and the individual replica centered

at the origin is the same as the joint CF of x1, . . . , xN and x1 + n1, . . . , xN + nN .
If the conditions for QT I are not satisfied but the conditions for QT II are met,
then the replicas overlap but the moments are unaffected by the overlap. All joint
moments of x1, . . . , xn and x ′

1, . . . , x ′
N would be the same as those of x1, . . . , xN and

x1 + n1, . . . , xN + nN , as with the PQN model. Expressing this algebraically,

E{xr1
1 · · · xrN

N (x
′
1)

t1 · · · (x ′
N )

tN } = E{xr1
1 · · · xrN

N (x1 + n1)
t1 · · · (xN + nN )

tN } . (10.3)

When QT II is satisfied and (10.3) holds, Sheppard’s multivariable corrections work
perfectly.

10.2 JOINT PDF AND CF OF THE QUANTIZER INPUTS AND
THE QUANTIZATION NOISES

When one variable is being quantized, Eq. (7.23) gives the joint PDF of x and ν.
This has been expressed as

fx,ν(x, ν) =
∞∑

m=−∞
q · δ(x + ν − mq) · fx (x) fn(ν) . (7.23)

This function is sketched in Fig. 7.10(b). When N variables are quantized, expres-
sion (7.23) can be generalized as follows.
fx1,...,xN ,ν1,···,νN

(x1, . . . , xN , ν1, · · · , νN )

=
∞∑

m1=−∞
· · ·

∞∑
m N =−∞

q1 · · · qN · δ(x1 + ν1 − m1q1, . . . , xN + νN − mN qN )



10.3 Joint Description of Input–Output Noises 211

× fx1,...,xN
(x1, . . . , xN ) fn1,...,nN

(ν1, . . . , νN ) . (10.4)

The joint CF of x and ν is given by (7.28). This is

�x,ν(ux , uν) =
∞∑

l=−∞
�x (ux + l) sinc

q(uν + l)

2
. (7.28)

This function is sketched in Fig. 7.12(b). To describe N -variable quantization, (7.28)
can be generalized to

�x1,···,xN ,ν1,...νN (ux1, . . . , uxN , uν1, . . . , uνN )

=
∞∑

l1=−∞
· · ·

∞∑
lN =−∞

�x1,...,xN (ux1 + l11, . . . , uxN + lNN )

× sinc
q1(uν1 + l11)

2
sinc

q2(uν2 + l22)

2
· · · sinc

qN (uνN + lNN )

2
.

(10.5)

10.3 JOINT PDF, CF, AND MOMENTS OF THE QUANTIZER
INPUTS AND NOISES WHEN QUANTIZING THEOREM I
OR II IS SATISFIED

When either QT I or QT II is satisfied, interesting things happen with the joint CF.
To explore this, it is useful to compare the joint CF of x1, . . . , xN , and ν1, . . . , νN

with the joint CF of x1, . . . , xN and n1, . . . , nN . We will need to obtain the latter CF.
The one-variable version is given by Eq. (7.22) as

�x,n(ux , un) = �x (ux ) ·�n(un) . (7.22)

This is the joint CF for the PQN model. Changing variables and expressing this as a
function of ux and uν ,

�x,n(ux , uν) = �x (ux ) ·�n(uν) . (10.6)

Generalizing for N variables, we have for the PQN model

�x1,...,xN ,n1,...,nN (ux1, . . . , uxN , uν1, . . . , uνN )

=�x1,...,xN (ux1, . . . , uxN ) ·�n1,...,nN (uν1, . . . , uνN )

=�x1,...,xN (ux1, . . . , uxN ) sinc
q1(uν1)

2
sinc

q2(uν2)

2
· · · sinc

qN (uνN )

2
.(10.7)

When the conditions for QT I are met, the periodic replicas of

�x1,...,xN ,n1,...,nN (ux1, · · · , uxN , uν1, . . . , uνN ) ,
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deployed along the ux1, . . . , uxN axes and represented by Eq. (10.5), do not overlap.
Comparing (10.5) with (10.7), with QT I satisfied,

�x1,...,xN ,n1,...,nN (ux1, . . . , uxN , un1, . . . , unN )
∣∣∣∣∣ −1/2<ux1<1/2

...

−N /2<uxN<N /2

= �x1,...,xN ,ν1,...,νN (ux1, . . . , uxN , uν1, . . . , uνN )
∣∣∣∣∣ −1/2<ux1<1/2

...

−N /2<uxN<N /2

(10.8)

From this, we obtain

�x1,...,xN ,n1,...,nN (0, . . . , 0, uν1, . . . , uνN )

=�x1,...,xN ,ν1,...,ν1,...,νN (0, . . . , 0, uν1, . . . , uνN ) , (10.9)

and therefore

�n1,...,nN (uν1, . . . , uνN ) = �ν1,...,νN (uν1 . . . , uνN ) . (10.10)

We may conclude that when QT I is satisfied, the CF and PDF of the quantization
noises are the same as for PQN, i.e., each component of the quantization noise is
uniformly distributed between ±1/2 quantum (±q1/2, . . . ,±qN/2), and all compo-
nents are independent of each other.

The quantization noises will have the same CF and PDF as PQN even when
QT I is not satisfied, as long as QT II is satisfied. The following argument is an
explanation. Assume that the conditions required for QT II are met. The replicas of

�x1,...,xN ,n1,...,nN (ux1, . . . , uxN , uν1, . . . , uνN )

will overlap, but not at the origin in the CF domain. The moments will be unaffected
by the overlap. The CF of the quantization noises can be obtained as

�ν1,...,νN (uν1, . . . , uνN ) = �x1,...,xN ,ν1,...,νN (0, . . . , 0, uν1, . . . , uνN ) . (10.11)

This marginal CF will be unaffected by the overlap of the replicas of

�x1,...,xN ,n1,...,nN (ux1, . . . , uxN , uν1, . . . , uνN ) .

Therefore, the CF of ν1, . . . , νN will be the same as that of PQN when either QT I or
QT II is satisfied.

The moments of �x1,...,xN ,ν1,...,νN (ux1, . . . uxN , uν1, . . . , uνN ) will be equal to
the corresponding moments of �x1,...,xN ,n1,...,nN (ux1, . . . , uxN , uν1, . . . , uνN ) when
QT I or QT II are satisfied. Under these circumstances,
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E{xiνk} = E{xi nk} = E{xi }E{nk} = 0 . (10.12)

Therefore, all of the quantization noises will be uncorrelated with all of the signals
being quantized when conditions for either QT I or QT II are met.

10.4 GENERAL EXPRESSIONS FOR THE COVARIANCES
BETWEEN QUANTIZER INPUTS AND NOISES

In the general case the exact expressions of the crosscorrelations consist of an infinite
sum that can be derived from (10.5). For i = k, the expressions were derived in
Chapter 6, as (6.23), (6.26) and (6.30). When i �= k,

E{xiνk} = qk

2π

∞∑
lk=−∞

lk �=0

⎛⎜⎝∂ �x1,...,xN (0, . . . , uxi , . . . , lkk, . . . , 0)

∂uxi

∣∣∣
uxi =0

⎞⎟⎠ (−1)lk+1

lk

= qk

π

∞∑
lk=1

Re

⎧⎪⎨⎪⎩∂ �x1,...,xN (0, . . . , uxi , . . . , lkk, . . . , 0)

∂uxi

∣∣∣
uxi =0

⎫⎪⎬⎪⎭ (−1)lk+1

lk
.

(10.13)

If the PDF is symmetric about the N -dimensional mean (µ1, µ2, . . . , µN ), then the
CF is real, and Eq. (10.13) can be written as

E{xiνk} = qk

π

∞∑
lk=1

⎛⎜⎝∂ �x̃1,...,x̃N (0, . . . , uxi , . . . , lkk, . . . , 0)

∂uxi

∣∣∣
uxi =0

⎞⎟⎠ (−1)lk+1

lk

× cos(lkkµk)

− qk

π

∞∑
lk=1

µi �x̃1,...,x̃N (0, . . . , lkk, . . . , 0)
(−1)lk+1

lk
sin(lkkµk) .

(10.14)

The covariances can also be derived from the above expressions, by subtraction of
the product of the mean values.

cov{xi , νk} = E{xiνk} − E{xi }E{νk}

= qk

π

∞∑
lk=1

Re

⎧⎪⎨⎪⎩
⎛⎜⎝∂ �x1,...,xN (0, . . . , uxi , . . . , lkk, . . . , 0)

∂uxi

∣∣∣
uxi =0

⎞⎟⎠
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−�̇xi (0)�xk (lkk)

⎫⎪⎬⎪⎭ (−1)lk+1

lk

= qk

π

∞∑
lk=1

Re

⎧⎪⎨⎪⎩e jlkkµk
∂ �x̃1,...,x̃N (0, . . . , uxi , . . . , lkk, . . . , 0)

∂uxi

∣∣∣
uxi =0

⎫⎪⎬⎪⎭
×(−1)lk+1

lk
. (10.15)

In the last step we used the relationship µi = �̇xi (0)/j .
For a joint PDF symmetric with respect to the mean value,

cov{xi , νk} = qk

π

∞∑
lk=1

⎛⎜⎝∂ �x̃1,...,x̃N (0, . . . , uxi , . . . , lkk, . . . , 0)

∂uxi

∣∣∣
uxi =0

⎞⎟⎠
×(−1)lk+1

lk
cos(lkkµk) . (10.16)

The covariances between inputs and outputs can be arranged into a covariance ma-
trix. This is illustrated here for the two-variable case:

cov{[x1, x2, ν1, ν2]} =

⎡⎢⎢⎣
var{x1} cov{x1, x2} cov{x1, ν1} cov{x1, ν2}
cov{x2, x1} var{x2} cov{x2, ν1} cov{x2, ν2}
cov{ν1, x1} cov{ν1, x2} var{ν1} cov{ν1, ν2}
cov{ν2, x1} cov{ν2, x2} cov{ν2, ν1} var{ν2}

⎤⎥⎥⎦ .
(10.17)

This matrix contains all the possible centralized second moments.

10.5 JOINT PDF, CF, AND MOMENTS OF THE QUANTIZER
INPUTS AND NOISES WHEN QUANTIZING THEOREM
IV/B IS SATISFIED

For N -variable quantization, QT IV/B can be stated as follows, based on (10.15).

Quantizing Theorem IV/B for N variables
If the first partial derivatives of �x̃1,...,x̃N (ux1, . . . , uxN ) with respect to
uxi are zero at
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ux1 = 0
...

uxi = 0
...

uxk = lkk, lk = ±1,±2, . . .
...

uxN = 0 , (10.18)

then
cov{xi , νk} = cov{xi , nk} = 0 , k = 1, 2, . . . , N , k �= i , (10.19)

independently of the mean values of xi and xk.

A proof of this result can be obtained by beginning with Eq. (10.15) and by following
a reasoning similar to that used in the derivation Eqs. (7.44) and (7.45).

So, when QT IV/B is satisfied for i = 1, 2, . . . , N , the crosscorrelations be-
tween all the quantizer inputs and the quantization noises are zero, as if the quan-
tization noises were PQN. It should be realized that when QT IV/B is satisfied but
QT I and QT II are not satisfied, the quantization noises are not necessarily uniformly
distributed.

One may wonder whether it is possible to have some correlation between xi
and νk or xk and νi when the one-dimensional quantizing theorem IV/B is satisfied
for both channels. While this is not a typical case, it is possible to have a special
combination of the inputs and q1, q2. Therefore, we cannot say in general that the
one-dimensional QT IV/Bs for both channels would exclude such strange covari-
ances. In practice, however, fulfillment of the one-dimensional conditions usually
implies fulfillment of the two-dimensional ones.

Example 10.1 Satisfaction of 2-D QT IV/B
The simplest case, in which QT IV/B is fulfilled but QT IV/A is not fulfilled, is
when two input variables are independent, and both fulfill the one-dimensional
QT IV/B, but not QT IV/A, e.g. as either of the ones in Example 7.10 or 7.11.
The joint quantization noise PDF is not uniform, since the one-dimensional PDFs
are not uniform either, but both noises are uncorrelated with both inputs.
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10.6 JOINT MOMENTS OF QUANTIZER INPUTS AND
NOISES WITH QUANTIZING THEOREM III SATISFIED

Quantizing Theorem III was introduced in Chapter 7 for the case of one-variable
quantization. When its conditions are satisfied, certain joint moments of x and ν are
equal to corresponding moments between x and n. This theorem can be generalized
for the quantization of N variables.

Quantizing Theorem III for N Variables
If

∂(m1+m2+···+m N ) �x1,...,xN (ux1, . . . , uxN )

∂um1
x1 ∂um2

x2 · · · ∂um N
xN

∣∣∣∣∣ ux1 = l11
...

uxN = lNN

= 0 (10.20)

is true

(a) for all combinations of the integers l1,. . . ,lN , except
l1 = l2 = · · · = lN = 0, and

(b) for all values of the nonnegative integers m1 in 0,1,. . . ,r1, and m2 in
0,1,. . . ,r2, and . . . mN in 0,1,. . . ,rN ,

then and only then

E{xr1
1 xr2

2 · · · xrN
N ν

t1
1 ν

t2
2 · · · νtN

N } = E{xr1
1 xr2

2 · · · xrN
N nt1

1 nt2
2 · · · ntN

N }
(10.21)

for any values of the nonnegative integers t1, t2,. . . ,tN , independently of
the mean values of x1,. . . ,xN .

QT III can be proved similarly to the proof of the one-variable QT III (see Appen-
dix D.1), by partial differentiation of the joint CF, Eq. (10.5). This is a rather lengthy
algebraic exercise with N variables, so we omit it.

It should be noted that if some of the quantization noises are not included in the
desired moment expression (ti = 0 for these indices), the corresponding u variables
in (10.20) can be simply set to zero.

Therefore, from the point of view of joint moments of the quantizer inputs and
the quantization noises, satisfaction of QT III causes these moments to be the same
as those of the quantizer inputs and independent PQN.



10.7 Quantizing Theorem IV 217

10.7 JOINT MOMENTS OF THE QUANTIZER INPUTS AND
NOISES WITH QUANTIZING THEOREM IV SATISFIED

The one-variable QT IV introduced in Chapter 7 can be generalized for N variables
as follows.

Quantizing Theorem IV for N Variables
If

∂(r1+r2+···+rN ) �x̃1,...,x̃N (u x̃1, . . . , u x̃N )

∂ur1
x̃1
∂ur2

x̃2
· · · ∂urN

x̃N

∣∣∣∣∣ ux1 = l11
...

uxN = lNN

= 0 (10.22)

is true

(a) for all combinations of the integers l1,. . . ,lN , except
l1 = l2 = . . . = lN = 0, and

(b) for any values of the nonnegative integers r1,. . . ,rN ,

then and only then

E{x̃r1
1 x̃r2

2 · · · x̃rN
N ν

t1
1 ν

t2
2 · · · νtN

N } = E{x̃r1
1 x̃r2

2 · · · x̃rN
N nt1

1 nt2
2 · · · ntN

N } ,
(10.23)

for any values of the nonnegative integers t1, t2,. . . ,tN , independently of
the mean values of x1,. . . ,xN .

This can be proved similarly to the proof of the one-variable QT IV (see Appen-
dix D.2), but the proof is a rather lengthy algebraic exercise with N variables, so we
omit it.

It should be noted that if some of the quantization noises are not included in the
desired moment expression (ti = 0 for these indices), the corresponding u variables
in (10.22) can be simply set to zero.

Therefore, from the point of view of joint moments of the quantizer inputs and
the quantization noises, satisfaction of QT IV causes these moments to be the same
as that of the quantizer inputs and independent PQN.
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10.8 SOME THOUGHTS ABOUT THE QUANTIZING
THEOREMS

When the N -variable quantizing theorems are satisfied, the corresponding N individ-
ual quantizing theorems are automatically satisfied. For example, when QT II is sat-
isfied for�x1,...,xN (ux1, . . . , uxN ), then QT II is satisfied for�x1(ux1), . . . , �xN (uxN ).

For the N -variable quantizing theorems, satisfaction of QT I is sufficient for
satisfaction of QT II. And satisfaction of QT II is sufficient for satisfaction of QT III.
Satisfaction of QT III is sufficient for satisfaction of QT IV. Satisfaction of QT IV
for values of r1, r2, . . . , rN = 0 satisfies QT III/A. Satisfaction of QT IV with one of
the ri ’s equal to 1 and all others equal to 0 satisfies QT IV/B.

Quantizing theorem I is analogous to the Nyquist sampling theorem. The other
quantizing theorems are quite different. The conditions for the sampling theorem
are almost never perfectly met in practice. The conditions for the quantizing the-
orems are also almost never perfectly met in practice. The sampling theorem and
the quantizing theorems are approximately satisfied in most practical cases, how-
ever. Mathematical operations are generally designed to make this happen. When
the sampling theorem is satisfied, a signal can be recovered from its samples and
aliasing is prevented. When QT I is satisfied, a PDF can be recovered from the quan-
tized PDF without aliasing. When QT II is satisfied, the quantization noise has the
same PDF as PQN, and all moments and joint moments of the quantizer input, out-
put, and noise are the same as for the PQN model. The quantizer is linearized and
can be replaced for purposes of analysis by a source of additive PQN.

People working in the fields of digital signal processing and digital control do
their work with knowledge of the Nyquist sampling theorem. People working with
quantized data should do their work with knowledge of the quantizing theorems,
especially QT I and QT II.

10.9 JOINT PDF AND CF OF QUANTIZATION NOISES AND
QUANTIZER OUTPUTS UNDER GENERAL CONDITIONS

When a single variable is quantized, the joint PDF of the quantization noise and the
quantizer output is given by (7.61) as

fν,x ′(ν, x ′) = fx (x
′ − ν)

∞∑
m=−∞

δ(x ′ − mq) · q · fn(x
′ − ν − mq) . (7.61)

A sketch of the function is shown in Fig. 7.14(b). It can be generalized for N -variable
quantization, with the following result.



10.10 Joint PDF and CF of Inputs, Noises and Outputs 219

fν1,...,νN ,x ′
1,...,x

′
N
(ν1, . . . , νN , x ′

1, . . . , x ′
N )

= fx1,...,xN
(x ′

1 − ν1, . . . , x ′
N − νN )

∞∑
m1=−∞

· · ·
∞∑

m N =−∞
δ(x ′

1 − m1q1, . . . , x ′
N − mN qN )

× q1 · · · qN · fn1,...,nN
(x ′

1 − ν1 − m1q1, . . . , x ′
N − νN − mN qN ) . (10.24)

For single-variable quantization, the joint CF is given by (7.62) as

�ν,x ′(uν, ux ′) =
∞∑

l=−∞
�x (ux ′ + l) · sinc

q(uν + ux ′ + l)

2
. (7.62)

This function is sketched in Fig. 7.15(b). Generalizing, we obtain

�ν1,...,νN ,x ′
1,...,x

′
N
(uν1, . . . , uνN , ux ′

1
, . . . , ux ′

N
)

=
∞∑

l1=−∞
· · ·

∞∑
lN =−∞

�x1,...,xN (ux ′
1
+ l11, . . . , ux ′

N
+ lNN )

× sinc
q1(uν1 + ux ′

1
+ l11)

2
· · · sinc

qN (uνN + ux ′
N

+ lNN )

2
. (10.25)

This of course could not be plotted, but Figs. 7.15(b) and 7.16(b) give some idea of
what this function is like.

10.10 JOINT PDF AND CF OF QUANTIZER INPUTS,
QUANTIZATION NOISES, AND QUANTIZER OUTPUTS

The most general statistical descriptions of N -variable quantization are the PDFs and
CFs of the quantizer inputs, the quantization noises, and the quantizer outputs. For
single-variable quantization, the joint PDF is given by (7.70) as

fx,ν,x ′(x, ν, x ′) = fx (x)

( ∞∑
m=−∞

δ(x ′ − mq) · q · fn(x − mq)

)
δ(ν+x−x ′) . (7.70)

For N -variable quantization, this becomes

fx1,...,xN ,ν1,...,νN ,x ′
1,...,x

′
N
(x1, . . . , xN , ν1, . . . , νN , x ′

1, . . . , x ′
N )

= fx1,...,xN
(x1, . . . , xN )

×
( ∞∑

m1=−∞
· · ·

∞∑
m N =−∞

δ(x ′
1 − m1q1, . . . , x ′

N − mN qN )
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× q1 · · · qN · fn1,...,nN
(x1 − m1q1, . . . , xN − mN qN )

)
× δ(ν1 + x1 − x ′

1 . . . , νN + xN − x ′
N ) . (10.26)

The joint CF for N -variable quantization is the Fourier transform of (10.26). For
one-variable quantization, this is given by (7.75) as

�x,v,x ′(ux , uν, ux ′)

=
∞∑

l=−∞
�x (ux + ux ′ + l) · sinc

q(uν + µx ′ + l)

2
. (7.75)

For N -variable quantization, this generalizes to

�x1,...,xN ,ν1,...,νN ,x ′
1,...,x

′
N
(ux1, . . . , uxN , uν1, . . . , uνN , ux ′

1
, . . . , ux ′

N
)

=
∞∑

l1=−∞
· · ·

∞∑
lN =−∞

�x1,...,xN (ux1 + ux ′
1
+ l11, . . . , uxN + ux ′

N
+ lNN )

× sinc
q1(uν1 + ux ′

1
+ l11)

2
· · · sinc

qN (uνN + ux ′
N

+ lNN )

2
. (10.27)

Eqs. (10.26) and (10.27) are the most general statistical representations of quantiza-
tion.

Comparison of quantization with the PQN model is always of interest. Equa-
tion (7.81) gives the joint CF for the one-variable PQN model in the following form:

�x,n,x+n(ux , uν, ux ′) = �x (ux + ux ′) sinc
q(uν + ux ′)

2
. (7.81)

This can be generalized for the N -variable PQN model.

�x1,...,xN ,n1,...,nN ,x1+n1,...,xN +nN (ux1, . . . , uxN , uν1, . . . , uνN , ux ′
1
, . . . , ux ′

N
)

= �x1,...,xN (ux1 + ux ′
1
, . . . , uxN + ux ′

N
)

× sinc
q1(uν1 + ux ′

1
)

2
· · · sinc

qN (uνN + ux ′
N
)

2
. (10.28)

For quantization, the expression analogous to Eq. (10.28) is Eq. (10.27). With these
equations, the joint CF for quantization can be related to the joint CF for PQN as
follows:

�x1,...,xN ,ν1,...,νN ,x ′
1,...,x

′
N
(ux1, . . . , uxN , uν1, . . . , uνN , ux ′

1
, . . . , ux ′

N
)

=
∞∑

l1=−∞
· · ·

∞∑
lN =−∞

�x1,...,xN ,n1,...,nN ,x1+n1,...,xN +nN (ux1, . . . , uxN ,

uν1, . . . , uνN , ux ′
1
+ l11, . . . , ux ′

N
+ lNN ) . (10.29)
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Equation (7.82) gives the same result for one-variable quantization.
Equation (10.29) is the general relation of the CFs of quantization and PQN. It

tells us that the joint multivariable CF for quantization is periodic along the ux ′
1
, . . . ,

ux ′
N

axes, and aperiodic along the ux1, . . . , uxN and uν1, . . . , uνN axes. This corre-
sponds to the fact that the variables x ′

1, . . . , x ′
N have discrete amplitudes, while the

variables x1, . . . , xN and ν1, . . . , νN are continuously valued. The joint multivariable
CF for quantization is an infinite sum of replicas of the joint multivariable CF for the
PQN model.

If QT I is satisfied, the replicas do not overlap. If QT II is satisfied, the repli-
cas may overlap, but not enough to affect the derivatives of the CF at the origin. If
QT II is satisfied, all moments and joint moments between the quantization noises
and the quantizer inputs are the same as if the quantizers were sources of additive
independent uniformly distributed noises. Under these conditions, if the quantizer
inputs x1, . . . , xN were samples of a time series, the quantization noises would be
uncorrelated with the signal being quantized, and the quantization noise would be
white even though the signal being quantized might be highly correlated over time.
This would be true in spite of the fact that the quantization noise would be determin-
istically related to the quantizer input.

For the theory of relativity, we all appreciate the simplicity, elegance, and sig-
nificance of the relation E = mc2. For quantization theory, if one were to choose
the “E = mc2” relation, it would probably be Eq. (10.29) or its one-variable version
Eq. (7.82).

When QT I or QT II is satisfied, the simple PQN model can be used to analyze
quantization. And when the conditions for QT I or QT II are not perfectly met, the
simple model will still work to a close approximation. One needs to understand when
this model breaks down. Making the quantization rougher and rougher will cause
this to happen. Rough quantization corresponds to replica overlap in the CF-domain.
The remarkable thing is how rough the quantization can be with a Gaussian variable:
as great as q = σ , or sometimes even greater. We will learn more about the close
applicability of the PQN model to quantization of a Gaussian input, a uniformly
distributed random input, a sinusoidal input, a triangle-wave input, and so on, in
succeeding chapters.

10.11 SUMMARY

When a multiplicity of statistically related variables are quantized, the most general
statistical relationship is that between the inputs, the quantization noises, and the
quantized outputs. The joint CF between the inputs, the quantization noises, and the
quantized outputs is given by Eq. (10.29). It is a sum of replicas that are repeated
along the primed coordinates, the CF coordinates corresponding to the quantized
outputs. The basic replica is identical to that of the joint CF between the inputs,
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the additive independent noises, and the sums of the inputs and the noises of the
multivariable PQN model.

When conditions for the multivariable QT I are satisfied, the replicas do not
overlap, and the joint CF of the input variables can be recovered from the joint CF of
the quantized variables. All moments and joint moments can be computed from the
multivariable PQN model. The quantization noises will all be uniformly distributed
and uncorrelated with the signals being quantized.

When conditions for the multivariable QT II are satisfied, although the replicas
may overlap, all moments and joint moments can be computed from the PQN model.
The quantization noises will all be uniformly distributed and uncorrelated with each
other and with the signals being quantized.

When conditions for one or more of the multivariable QT III, or QT IV are
satisfied, joint moments between the quantizer inputs and the quantization noises
can be computed from the multivariable PQN model. For analysis of moments, all
quantizers can be replaced by sources of additive PQN noise.

If the variables being quantized are in fact sequential samples of a continuous
time function (are a time series), the quantization noise will be uncorrelated over
time, i.e. white noise, and uncorrelated with the original signal being sampled and
quantized as long as conditions for at least one of the multivariable quantizing the-
orems are met. This happens even if the input samples are highly correlated over
time.

The multivariable quantizing theorems are generalizations of the correspond-
ing one-variable theorems. The multivariable quantizing theorems are given by the
following equations: QT I: (8.29); QT II: (8.31); QT III: (10.20) and (10.21); QT IV:
(10.22) and (10.23); QT IV/B: (10.18) and (10.19); and conditions for QT IV/A are
met when conditions for QT IV are met for r1 = 0, r2 = 0, . . ., rN = 0.

When none of the quantizing theorems apply, as is the case with Gaussian sig-
nals being quantized, Eq. (10.29) can be used to calculate the deviation of the mo-
ment values from those of the PQN model.

Equation (10.26) gives the joint PDF between the quantizer inputs, the quan-
tization noises, and the quantized outputs. This equation is related to (10.29) by
Fourier transformation. This joint PDF is the same as that of the PQN model ex-
cept that it is sampled along the primed coordinates, corresponding to the quantized
variables.

10.12 EXERCISES

10.1 Use Monte Carlo with two related Gaussian variables x1 and x2 (σ1/q1 = 1, σ2/q2 =
1.5, ρ12 = 0.5, µ1 = 0.5q1, µ2 = 0) that are quantized to give x ′

1 and x ′
2. Calculate

joint moments among x1, ν1, and x ′
1, and x2, ν2, and x ′

2. Compare results with the PQN
model.
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10.2 When quantizing 2 sinusoidal variables, name a moment whose accurate evaluation
needs the values of the cross-partial derivative at nonzero arguments in the CF domain.
Refer to Eq. (G.31).

10.3 Prove the N -dimensional QT III (page 216).

10.4 Evaluate the crosscorrelation function between quantizer input and the quantization
noise of a zero-mean sinusoidal input, using either of the expressions (G.29) or (G.30),
and the general expression (10.13) of the correlation. Use sine amplitude A = 15q,
and sampling frequency fs = 210 f1.





Chapter 11

Calculation of Moments and
Correlation Functions of

Quantized Gaussian Variables

Gaussian variables are perhaps the most common random variables in nature. Knowl-
edge of the quantization of Gaussian inputs is therefore very important for signal
processing and control. Analysis of the Gaussian case is not so simple, however, be-
cause the Gaussian CF is not bandlimited and none of the conditions for the various
Quantizing Theorems are met. But because the Gaussian CF drops off so rapidly
(with the exponential square), the quantizing theorems are approximately satisfied
for a wide range of values of q. The important quantity is q/σ , the ratio of quantiza-
tion grain size to the standard deviation of the Gaussian input.

11.1 THE MOMENTS OF THE QUANTIZER OUTPUT

Let the quantizer input be a Gaussian variable whose PDF is (see Appendix F):

fx (x) = 1√
2πσ

e
− (x−µ)2

2σ 2 , (11.1)

where µ is the mean of x and σ is its standard deviation. The CF, the Fourier trans-
form, is

�x (u) = e juµ−σ 2u2

2 . (11.2)

The CF of the quantizer output can be obtained by making use of Eq. (4.11).

�x ′(u)=
∞∑

l=−∞
�x (u + l) sinc

q(u + l)

2

225
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u−2 − 0  2

1

· · · · · ·

�x (u) sinc qu
2 �x (u −) sinc q(u −)

2

(a)

u

�x ′(u)

−2 − 0  2

1

(b)

Figure 11.1 The characteristic function of a quantized Gaussian variable: (a) CF of x + n
repeated along the u axis; (b) CF of x ′.

=
∞∑

l=−∞
e j (u+l)µ−σ

2(u+l)2
2 sinc

q(u + l)

2
. (11.3)

Analogous to Fig. 4.3(d), this CF is plotted in Fig. 11.1.
Regarding Fig. 11.1, if there were no overlap, the moments of x ′ would corre-

spond exactly to the moments of x +n. Sheppard’s corrections would work perfectly.
But the replicas do overlap, and this has an effect on the moments of x ′, related to
the derivatives of �x ′(u) at the origin, where u = 0. By evaluating derivatives of the
overlap at u = 0, we can obtain the residual errors of Sheppard’s corrections.

Since the Gaussian PDF is symmetrical about its mean, we can use Eq. (B.9) to
calculate the residual error of Sheppard’s first correction.

R1 = E{x ′} − E{x} = q

π

∞∑
l=1

(
e−2π2l2( σq )

2) (−1)l

l
sin

(
2πl
µ

q

)
. (11.4)

The first term in the sum results from the overlapping of the pair of replicas closest
to the central replica of �x ′(u), pictured in Fig. 11.1. The second term in the sum
results from the overlapping of the next pair of replicas, and so on. The entire sum
(11.4) can be approximated by the first term, since the remaining terms drop off so
rapidly that they can be neglected. Even when q is as large as 3σ , the l = 2 term has
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q = 2σ

q = 2.5σ

q = 3σ

q
2

q
µ

R1 = E{ν}

0.03q

0.02q

0.01q

0

−0.01q

−0.02q

−0.03q

Figure 11.2 Quantization of a Gaussian variable: residual error of Sheppard’s first-order
correction vs. mean value of quantizer input.

a magnitude which is only 0.2% that of the l = 1 term. Therefore, the residual error
of Sheppard’s correction for the first moment is

R1 ≈ − q

π
e−2π2( σq )

2
sin

(
2π
µ

q

)
. (11.5)

Fig. 11.2 plots this as a function of µ, for various values of σ/q.
The residual error of the first correction varies with µ, but its maximum value

decreases rapidly with a decreasing q/σ ratio. Fig. 11.3 illustrates this decrease,
which is so rapid that a reasonable plot can be done in logarithmic scale only.

To relate second moments of the quantizer input and output for the Gaussian
PDF we use Eq. (B.11), which is exact. This equation is

R2 = E{x ′2} − E{x2} − q2/12

= q2

π2

∞∑
l=1

�x̃ (l)
(−1)l

l2
cos(lµ)

+ 2µ
q

π

∞∑
l=1

�x̃ (l)
(−1)l

l
sin(lµ)

+ 2
q

π

∞∑
l=1

�̇x̃ (l)
(−1)l+1

l
cos(lµ) . (11.6)

The right-hand side of this equation is the residual error of Sheppard’s correction of
q2/12, and it can be calculated with small error by taking only the first terms in the
three sums. Accordingly,
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Figure 11.3 Maximum value of the residual error of Sheppard’s first correction for a
Gaussian input, as a function of σ . The continuous line illustrates the exact value of the
residual error, the dotted line is calculated from the one-term approximation (11.5).
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. (11.7)

This is a more complicated function of µ than R1. The second term contains a factor
µ, so, by increasing µ, R2 increases without any bound (see Fig. 11.4).
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Figure 11.4 Residual error of Sheppard’s second correction as a function of µ, for a
Gaussian input, q = 2, σ = 1.

As it was pointed out at the end of Appendix B, the unbounded increase of the
residual errors of the corrections do not invalidate Sheppard’s corrections (although
it makes them less important), since the moments themselves also increase with µ.
The relative error in fact decreases. This is illustrated in Fig. 11.5.

The worst-case residual error of the second moment, after Sheppard’s correc-
tion, is shown as a function of σ in Fig. 11.6. The value of µ was restricted to [0, q],
and the three-term approximation in (11.7) was upper bounded by

|R2| <
⎛⎝√( q2

π2
+ 4σ 2

)2

+
(

2q
q

π

)2

⎞⎠ e−2π2( σq )
2
. (11.8)

If conditions for Quantizing Theorem I or II were met, the quantization noise
would be uniformly distributed and uncorrelated with the quantizer input, like PQN.
If in addition the quantizer input had zero mean and a symmetrical PDF, then all
odd moments of the quantization noise and the quantizer output would be zero. The
mean fourth of the quantizer output would be of interest. Sheppard’s mean fourth
correction would perfectly relate the mean fourth of the quantizer output to the mean
fourth of the quantizer input. When the input is Gaussian however, the quantizing
theorems are not exactly applicable and there are residual errors after Sheppard’s
corrections. We will obtain these for the fourth moment.

From Eq. (4.30), Sheppard’s fourth moment correction can be written in the
general case as
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Figure 11.5 The second moment of the quantizer output, Sheppard’s second correction,
and its error for a Gaussian input, q = 2, σ = 1: (a) the second moment of the output
(dash-dot), Sheppard’s correction (dashed), residual error of the correction (continuous
line); (b) relative error of the second moment.
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Figure 11.6 Maximum and minimum values of the residual error of Sheppard’s second
correction for a Gaussian input, as a function of σ , restricting µ to [0, q]. The continuous
line illustrates the exact value of the maximum of the residual error, the dashed line shows
(−1) times the minimum of the residual error. The dotted line is the bound calculated from
the approximation by the l = 1 terms of (11.8).

E{x4} = E{x ′4} −
(

1

2
q2E{(x ′)2} − 7

240
q4
)
. (11.9)

The quantity in parentheses is Sheppard’s correction. When the conditions for the
Quantizing Theorems are not met,

E{x4} = E{(x ′)4} −
(

1

2
q2E{(x ′)2} − 7

240
q4
)

− R4 , (11.10)

where R4 is the residual error of Sheppard’s fourth correction.
R4 was obtained in Eq. (B.18). This residual error of Sheppard’s fourth correc-

tion can be evaluated for the zero-mean Gaussian case by substitution of the Gaussian
CF and its derivatives, taking the first terms of the sums. The resulting expression is
too long to write out. It has been calculated, and the result is plotted in Fig. 11.7. The
residual error R4 is shown as related to the true value of the moment. The behavior
of the maxima and minima of this residual error as functions of σ/q are illustrated in
Fig. 11.8.
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Figure 11.7 The fourth moment of the quantizer output, Sheppard’s fourth correction, and
its error for a Gaussian input, q = 2, σ = 1: (a) the fourth moment of the output (dash-
dot), Sheppard’s correction (dashed), residual error of the correction (continuous line);
(b) relative error of the fourth moment.
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Figure 11.8 Maximum and minimum values of the residual error of Sheppard’s fourth
correction for a Gaussian input, as a function of σ , restricting µ to [0, q]. The continuous
line illustrates the exact value of the maximum of the residual error, the dashed line shows
(−1) times the minimum of the residual error.

11.2 MOMENTS OF THE QUANTIZATION NOISE, VALIDITY
OF THE PQN MODEL

The quantization noise is always bounded by ±q/2, so the errors of its moments will
not suffer from dominance by large mean values of x . Therefore, the moments of ν
are very useful in studying the effect of quantization for any value of µ.

Since E{ν} = E{x ′}−E{x}, we can obtain the expected value of the quantization
noise from relation (11.5).

E{ν} ≈ − q

π
e
−2π2 σ 2

q2 sin

(
2π
µ

q

)
. (11.11)

The mean of the quantization noise is not zero as the PQN model and Sheppard
would predict, but is a quantity that varies sinusoidally with E{x} = µ in accord
with (11.11). The most extreme biases occur in the quantization noise when µ =
q/4 + mq/2, with m an integer. Fig. 11.3 is a plot of the worst-case mean of the
quantization noise as a function of the standard deviation of the quantizer input. The
largest magnitude of the bias in the quantization noise is small and disappears as σ/q
gets greater and greater.

An exact expression for the mean square of the quantization noise is given by
Eq. (5.30) since the PDF of the quantizer input is symmetrical about its mean:
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Figure 11.9 Quantization of a Gaussian variable: mean square of quantization noise versus
mean value of quantizer input, for q = 2σ , q = 1.8σ , and q = σ .

E{ν2} = q2

12
+ q2

π2

∞∑
l=1

�x̃ (l)
(−1)l

l2
cos (lµ)

= q2

12
+ N2ν . (11.12)

For the Gaussian case, the sum can be approximated by its first term, giving

E{ν2} ≈ q2

12
− q2

π2 �x̃ () cos(µ)

= q2

12
− q2

π2
e−2π2( σq )

2
cos

(
2π
µ

q

)
. (11.13)

The second term of the right-hand side of (11.13) gives the residual error of the PQN
model for a Gaussian input statistics. This error varies with the mean of the quantizer
input, and its maximum is taken when the cosine has its maximum, equal to 1. A plot
of the mean square of the quantization noise versus the mean of the quantizer input
is shown in Fig. 11.9 for a few values of σ . The upper and lower bounds of the mean
square of the quantization noise versus the standard deviation of the input signal are
shown in Fig. 11.10. The decrease of the deviation of the mean square value from
q2/12 is shown in Fig. 11.11.

It should be noted that the maximum deviation is very small compared to q2/12
even when the quantum size is as large as q = 3σ , and it becomes smaller and smaller
as q/σ becomes smaller.
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Figure 11.10 Maximum and minimum values of the mean square E{ν2} of the quanti-
zation noise, for a Gaussian input, as a function of σ . The values were calculated from
Eq. (11.13).
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Figure 11.11 Maximum and minimum values of the deviation of the second moment of
the quantization noise from q2/12, for a Gaussian input, as a function of σ : N2ν = E{ν2}−
q2/12 ≈ var{ν} − q2/12. The continuous line illustrates the exact value of the maximal
deviation, the dashed line shows (−1) times the minimum deviation. The dotted line is
calculated from the approximation by the l = 1 terms of (11.13) and (11.15).
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The variance of the quantization noise can be obtained as follows.

var{ν} = E{(ν − E{ν})2} = E{ν2} − (E{ν})2 . (11.14)

Substituting relations (11.13) and (11.11) into (11.14), we have

var{ν} ≈ q2

12
− q2

π2
e−2π2( σq )

2
cos

(
2π
µ

q

)
− q2

π2
e−4π2( σq )

2
sin2

(
2π
µ

q

)
. (11.15)

The coefficient of the sin2 term is much smaller than that of the cosine term, so the
variance equals with good approximation q2/12 plus a cosine term (see Fig. 11.9).

If the quantization noise were uniformly distributed, its mean third would be
zero. However, the Gaussian CF does not exactly satisfy QT III/A. For the general
symmetric case, the mean third of the quantization noise was determined in (5.34).
For the Gaussian case, this gives

E{ν3} = q3

4

∞∑
l=1

e
−2π2l2 σ2

q2 (−1)l
(

1

πl
− 6

(πl)3

)
sin

(
2πl
µ

q

)
= N3ν

≈ − 0.031q3 e
−2π2 σ2

q2 sin

(
2π
µ

q

)
. (11.16)

The deviation from the third mean of PQN disappears with the increase of σ/q in the
same rate as the errors of the first and second moments of ν (see Fig. 11.12).

If the quantization noise were uniformly distributed, its mean fourth would be
q4/80. Since the noise is not perfectly uniform for the Gaussian case, we will use
Eq. (5.36) to obtain an expression for the mean fourth of the quantization noise. This
is

E{ν4} = q4

80
+ q4

2

∞∑
l=1

�x̃ (l)(−1)l
(

1

(πl)2
− 6

(πl)4
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= q4

80
+ N4ν . (11.17)

The sum can be approximated by the first term. Therefore,

E{ν4} ≈ q4

80
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2
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π4

)
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= q4
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2
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(
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µ

q

)



11.3 Covariance of the Input x and Noise ν 237

0 0.1q 0.2q 0.3q 0.4q 0.5q 0.6q 0.7q
σ

max{N3ν} = − min{N3ν}
q2

10−1q3

10−2q3

10−3q3

10−4q3

10−5q3

Figure 11.12 Maximum and minimum values of the third moment of the quantization
noise, for a Gaussian input, as a function of σ . The continuous line illustrates the exact
value of the maximal deviation. The dotted line is calculated from the approximation by
the l = 1 terms of (11.16).

≈ q4

80
− 0.02q4 e−2π2( σq )

2
cos

(
2π
µ

q

)
. (11.18)

This is almost the same as q4/80, differing from it by only 1.2% when q is as big as
q = 2σ . This is a rather remarkable result for the Gaussian case. The deviation from
PQN disappears with σ/q again in the same rate as the error of the other moments
(see Fig. 11.13).

11.3 COVARIANCE OF THE INPUT x AND NOISE ν

It is useful to calculate the covariance of the quantizer input and the quantization
noise, cov{x, ν}. If the conditions for either QT I or QT II are met, this covariance is
zero and the crosscorrelation E{xν} is also zero. As long as the covariance is zero, x
and ν are uncorrelated. When one is analyzing a system containing a quantizer, the
simplest analysis results when x and ν are uncorrelated. Fortunately, in most cases
x and ν are uncorrelated or approximately so. This is true even though ν is always
deterministically related to x .

Eq. (6.31) is a general expression for cov{x, ν} when the PDF of x is symmet-
rical about the mean. For the quantization of a Gaussian variable, this becomes
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Figure 11.13 Maximum and minimum values of the deviation of the fourth moment of the
quantization noise from q4/80, for a Gaussian input, as a function of σ : N4ν = E{ν4} −
q4/80. The continuous line illustrates the exact value of the maximal deviation, the dashed
line shows (−1) times the minimum deviation. The dotted line is calculated from the
approximation by the l = 1 terms of (11.18).
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e−2π2l2( σq )

2
cos
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This is closely approximated by taking only the first term in the sum. Accordingly,

cov{x, ν} ≈ −2σ 2 e−2π2( σq )
2

cos

(
2π
µ

q

)
. (11.20)

This approaches zero as σ/q gets large. It varies in a rather strange way with the
ratio µ/q, going to zero for example when µ = q/4. Fig. 11.14 shows plots of
cov{x, ν} as a function of µ for rough quantization, for the cases q = 2σ , q = 2.5σ ,
and q = 3σ . Upper and lower bounds of cov{x, ν} as functions of σ are illustrated
in Fig. 11.15.

The correlation coefficient of the input x and the quantization noise ν is well
approximated by

ρx,ν = cov{x, ν}√
var{x} var{ν} ≈ −2

√
12
σ

q
e−2π2( σq )

2
cos

(
2π
µ

q

)
. (11.21)
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Figure 11.14 Quantization of a Gaussian variable: covariance of x and ν versus mean
value of quantizer input.
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Figure 11.15 Maximum and minimum values of the covariance between the quantizer in-
put x and the quantization noise ν, for a Gaussian input, as a function of σ . The continuous
line illustrates the maximum value of the covariance, the dashed line shows (−1) times the
minimum value. The dotted line is calculated from the approximation by the l = 1 terms
of (11.20).
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Figure 11.16 Quantization of a Gaussian variable: correlation coefficient of x and ν versus
mean value of quantizer input.

The correlation coefficient as a function of µ is illustrated in Fig. 11.16.
Upper and lower bounds of ρx,ν as functions of σ are illustrated in Fig. 11.17. It

can be seen that for fine quantization, σ > q for example, the correlation coefficient
ρx,ν is essentially zero.

11.4 JOINT MOMENTS OF CENTRALIZED INPUT x̃ AND
NOISE ν

The covariance of x and ν, derived above, is in effect a joint moment of x̃ and ν since

cov{x, ν} = E{x̃ν} . (11.22)

This is by far their most important joint moment. When this is zero, the quantization
noise is uncorrelated with the variable being quantized. This is the simplest case to
deal with in practice. The PQN model has this property.

It is interesting and useful to study higher joint moments, to see how similar
they are to the PQN case when the quantizer input is Gaussian. We will study the
moment E{x̃2ν2}. With PQN, the corresponding moment would be

E{x̃2n2} = E{x̃2}E{n2} = E{x̃2}q2

12
. (11.23)

When the quantizer input is Gaussian however, the PQN model is not perfect. The
moment of interest can be derived as follows.
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Figure 11.17 Maximum and minimum values of the correlation coefficient of the quan-
tizer input x and the quantization noise ν, for a Gaussian input, as a function of σ . The
continuous line illustrates the maximum value, the dashed one shows (−1) times the min-
imum value. The dotted line is calculated from the approximation by the l = 1 terms of
(11.21).

From Eq. (7.59), we obtain

E{x̃2ν2} = σ 2
x
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sin(lµ) . (11.24)

For Gaussian cases of interest, only the first term on the right side, and the first term
of the cosine sum will be significant. The characteristic function and the derivatives
of the Gaussian x̃ are given in Appendix F. Therefore,

E{x̃2ν2} ≈ E{x̃2}q2

12
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e
−2π2 σ2

q2 cos
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q

)
. (11.25)
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The first term corresponds to Eq. (11.23), and therefore represents the moment if the
PQN model were to apply. The second term is the departure from PQN. It varies
cosinusoidally with the mean of the quantizer input. A worst-case deviation results
when the cosine equals ±1. Assume this worst case. Comparing the two terms of
(11.25), the second term, the deviation from PQN, is 1.25 · 10−5 % of the first term
when q = σ . It becomes 7.8% of the first term when q = 2σ , and it grows to 46%
of the first term when q = 3σ .

The PQN model works extremely well when quantizing a Gaussian variable
regarding the moment E{x̃2ν2}. The same is true for other moments of interest. The
deviation from PQN is negligible even for rough quantization, even when q is as big
as 2σ .

11.5 QUANTIZATION OF TWO GAUSSIAN VARIABLES

The quantization of two Gaussian variables is an important subject for the fields of
digital signal processing and control. The two variables being quantized are x1 and
x2. Their means are µ1 and µ2, and their variances are σ 2

1 and σ 2
2 . Their correlation

coefficient is

ρx1,x2 = E{(x1 − µ1)(x2 − µ2)}
σ1σ2

. (11.26)

The PDF of the input variables is (see also Appendix F):
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(11.27)

The CF of these variables is

�x1,x2(ux1, ux2) = e

(
jux1µ1+ jux2µ2− 1

2 (σ
2
1 u2

x1
+2ρx1,x2σ1σ2ux1 ux2+σ 2

2 u2
x2
)
)
. (11.28)

The moments of the quantizer outputs are of interest. The means of the quantizer
outputs can be obtained from (11.4) and (11.5) as

E{x ′
1} ≈ E{x1} − q1

π

(
e
−2π2(
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)
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e
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)2
)
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(
2π
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q2

)
. (11.29)
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The mean squares of the quantizer outputs can be obtained from (11.6) and (11.7).

E{x ′2
1 } ≈ E{x2

1} + q2
1

12
− q2

1

π2

(
e
−2π2(

σ1
q1
)2
)

cos

(
2π
µ1

q1

)
− 2µ1

q1

π

(
e
−2π2(

σ1
q1
)2
)

sin

(
2π
µ1

q1

)
− 4σ 2

1

(
e
−2π2(

σ1
q1
)2
)

cos

(
2π
µ1

q1

)
,

and

E{x ′2
2 } ≈ E{x2

2} + q2
2

12
− q2

2

π2

(
e
−2π2(

σ2
q2
)2
)

cos

(
2π
µ2

q2

)
− 2µ2

q2

π

(
e
−2π2(

σ2
q2
)2
)

sin

(
2π
µ2

q2

)
− 4σ 2

2

(
e
−2π2(

σ2
q2
)2
)

cos

(
2π
µ2

q2

)
. (11.30)

The variances of x ′
1 and x ′

2 can be obtained from Eq. (11.30), by subtracting the mean
values given in Eq. (11.29). For Gaussian inputs,
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Of great interest is the covariance of the quantizer outputs. We begin by obtaining
their crosscorrelation E{x ′

1x ′
2}. From (B.22) of Appendix B,

E{x ′
1x ′

2} = E{x1x2} + E{x1ν2} + E{ν1x2} + E{ν1ν2}
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The covariance of x ′
1 and x ′

2 can be determined from (B.25) or (11.32) as

cov{x ′
1, x ′

2} = cov{x1, x2} + cov{x1, ν2} + cov{ν1, x2} + cov{ν1, ν2}
= cov{x1, x2}
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The crosscorrelation of one input variable with the quantization noise of the other
variable is given in (10.13). Applying this to the Gaussian case,

E{x1ν2} = 2ρx1,x2σ1σ2
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The covariance of x1 and ν2 is even simpler:

cov{x1, ν2} = 2ρx1,x2σ1σ2
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. (11.35)

The covariance cov{x2, ν1} can be obtained by changing indices.
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We now obtain the crosscorrelation of ν1 and ν2 and their covariance. From (9.9),
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A special case of this expression was derived for µ1 = µ2 = 0, q1 = q2 by Sripad
and Snyder (1977), in the following form:

E{ν1ν2} = q2
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The covariance of the noises can be calculated from (11.36), by subtracting the prod-
uct of the mean values, or from (9.10). For the Gaussian case therefore,

cov{ν1, ν2} = q1q2

2π2

∞∑
l1=1

∞∑
l2=1

⎛⎝ e
−4π2

(
1
2

(
l1
σ1
q1

−l2
σ2
q2

)2
+(1+ρx1,x2 )l1l2

σ1σ2
q1q2

)

− e
−2π2

((
l1
σ1
q1

)2
+
(

l2
σ2
q2

)2
)⎞⎠

×(−1)(l1+l2+1)

l1l2
cos

(
2πl1

µ1

q1
+ 2πl2

µ2

q2

)



11.5 Quantization of Two Gaussian Variables 247

+ q1q2

2π2

∞∑
l1=1

∞∑
l2=1

⎛⎝ e
−4π2

(
1
2

(
l1
σ1
q1

−l2
σ2
q2

)2
+(1−ρx1,x2 )l1l2

σ1σ2
q1q2

)

− e
−2π2

((
l1
σ1
q1

)2
+
(

l2
σ2
q2

)2
)⎞⎠

×(−1)(l1+l2)

l1l2
cos

(
2πl1

µ1

q1
− 2πl2

µ2

q2

)
. (11.38)

An important case occurs when the input variables are samples of a random
process. For this case, σ1 = σ2, and q1 = q2. If furthermore PQN is approximately
valid (e. g. when σ/q > 1), Eq. (11.38) can be well approximated by

cov{ν1, ν2} ≈ q2
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For positively correlated samples, the second sum dominates:

cov{ν1, ν2} ≈ q2
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For ρx1,x2 = 1, the value of this sum is exactly calculable. By using

∞∑
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1
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= π2

6
, (11.41)

Eq. (11.40) yields the reasonable value of

cov{ν1, ν2} ≈ q2

12
. (11.42)

For ρx1,x2 ≈ 1, the first few terms of (11.40) dominate. When
√
(1 − ρx1,x2)σ > q,

even the first term is enough to have a good approximation:

cov{ν1, ν2} ≈ q2
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σ2

q2

)
. (11.43)
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Figure 11.18 Correlation coefficient of the quantization noise as a function of the correla-
tion coefficient of the quantizer input. The input is Gaussian, q1 = q2 = q. Approximation
for ρx1,x2 ≈ 1, see (11.40).

Figure 11.18 illustrates the behavior of the correlation coefficient, which is a normal-
ized version of the covariance.

The covariance matrix of x1, x2, ν1, and ν2 was written in (10.17) as

cov{x1, x2, ν1, ν2} =

⎡⎢⎢⎣
var{x1} cov{x1, x2} cov{x1, ν1} cov{x1, ν2}
cov{x2, x1} var{x2} cov{x2, ν1} cov{x2, ν2}
cov{ν1, x1} cov{ν1, x2} var{ν1} cov{ν1, ν2}
cov{ν2, x1} cov{ν2, x2} cov{ν2, ν1} var{ν2}

⎤⎥⎥⎦ .
(10.17)

For the Gaussian case, the elements of this covariance matrix may be obtained from
equations defined earlier. A “matrix of equation numbers,” matrix (11.44), gives the
numbers of the equations from which the corresponding elements of the covariance
matrix may be obtained.

cov{x1, x2, ν1, ν2} ≈

⎡⎢⎢⎣
σ 2

1 ρx1,x2σ1σ2 (11.19) (11.35)
ρx1,x2σ1σ2 σ 2

2 (11.35) (11.19)
(11.19) (11.35) (11.15) (11.43)
(11.35) (11.19) (11.43) (11.15)

⎤⎥⎥⎦ . (11.44)

The correlation coefficient of the quantization noises is

ρν1,ν2

	= cov{ν1, ν2}√
var{ν1} var{ν2}

. (11.45)
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For the Gaussian case, for σ1 = σ2 = σ and q1 = q2 = q, and 0 � ρx1,x2 < 1, and
approximating the noise variances by q2/12, we obtain from (11.43):

ρν1,ν2 ≈ 12

2π2
e
−4π2(1−ρx1,x2 )

σ2

q2 . (11.46)

For ρx1,x2 ≈ 1, many of the l1 = l2 terms play a role, so the approximate
expression for the correlation coefficient of the noises consists of a sum. The number
of significant terms depends on the actual value of ρ.

ρν1,ν2 ≈ 12

2π2

L∑
l=1

e
−4π2(1−ρx1,x2 )l

2 σ2

q2

l2
. (11.47)

For ρx1,x2 = 1, the value of the correlation coefficient is obtained from (11.42) and
(11.45) as ρν1,ν2 = 1, a value intuitively expected.

It was useful to plot the correlation coefficient of the quantization noises as a
function of the correlation coefficient of the quantizer inputs (Fig. 11.18). Plots of
the correlation coefficients are shown for q = σ , q = 2σ , and q = 3σ . The lat-
ter is extremely rough quantization. When q = σ , the correlation coefficient of the
quantizer inputs need to be at least 99% before the noises are 1% correlated. With
q = 2σ , the quantizer inputs need to be 96% correlated to cause the quantization
noises to be 1% correlated, and so forth. Although the Gaussian quantizer inputs
may be highly correlated, the corresponding quantization noises are almost com-
pletely uncorrelated, even with very rough quantization. If the PQN model applied,
the quantization noises would be perfectly uncorrelated regardless of the percent cor-
relation of the quantizer inputs.

An exception is when the quantizer inputs are 100% correlated. Then, the
noises would be also 100% correlated. This corresponds to the fact that when the
inputs are the same, the noises are also the same. This does not contradict quanti-
zation theory: for identical inputs the characteristic function is different from zero
along the u1 + u2 = 0 lines, so the condition of the two-dimensional QT is not
satisfied.

11.6 QUANTIZATION OF SAMPLES OF A GAUSSIAN TIME
SERIES

A special but important case of quantization of two or more Gaussian variables
occurs when a Gaussian random process is sampled and quantized. Fig. 11.19 il-
lustrates the process. Samples are taken uniformly in time, and each sample is a
Gaussian random variable. An individual sample may be designated as x , having
PDF of fx (x) and CF of �x (u). Two samples in sequence may be designated as
x1, x2 having joint PDF of fx1,x2

(x1, x2) and joint CF of�x1,x2(u1, u2). Higher-order
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Figure 11.19 Quantization of samples of a Gaussian time function.

PDFs and CFs are needed to describe statistical relations between longer sequences
of samples.

All of the derivations of Chapter 11 apply to quantization of samples of a

Gaussian time series. For these derivations, q1 = q2 = · · · = qN
	= q, σ1 =

σ2 = · · · = σN
	= σ , and 1 = 2 = · · · = N

	= , etc.

Example 11.1 Autocorrelation of Normally Distributed Markovian
Processes
Let a stationary Gaussian random process have zero mean and a variance of σ 2.
Let the discrete autocorrelation function of its samples be

Rxx (k) = E{xi xi+k} , (11.48)

and the discrete autocorrelation function of the quantization noise be

Rνν(k) = E{νiνi+k} . (11.49)

For this example, let the discrete series be first-order Markov, so that

Rxx (k) = σ 2r |k| . (11.50)

This is a two-sided, symmetric, geometrically decaying autocorrelation function.
The parameter r is the geometric ratio. It is assumed to be positive and less than
1.

Given this autocorrelation function, we will determine the autocorrelation func-
tion of the quantization noise. Since the input mean is zero, and the input PDF
is symmetric about zero, the quantization noise will have zero mean and its PDF
will be symmetric about zero. The crosscorrelation of νi and νi+k will therefore
be equal to the covariance of νi and νi+k . Equation (11.43) is a good approxi-
mation for the covariance. To use it, we need ρxi ,xi+k . This can be obtained from
the autocorrelation function (11.50) as

ρxi ,xi+k = σ 2r |k|
√
σ 2 · σ 2

= r |k| . (11.51)
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Applying this to Eq. (11.43), we obtain

cov{νi , νi+k} = Rνν(k) ≈ q2

2π2
e
−4π2

(
1−r |k|) σ2

q2 . (11.52)

For this example, the quantization is rough. Let q = σ . Also for this example,
let r = 0.9 . Then,

Rνν(k) ≈ q2

2π2
e−4π2

(
1−0.9|k|)

. (11.53)

This approximation will be extremely accurate for all k except for k = 0, where
Rνν(k) = q2/12. Figure 11.20(a) is a plot of the autocorrelation function of
the quantizer input, and Fig. 11.20(b) is a plot of the autocorrelation function of
the quantization noise. Figure 11.20(c) is a plot of the autocorrelation function
of the quantizer output. For this example, the quantization noise is uncorrelated
with the quantizer input so that Rx ′x ′(k) = Rxx (k)+ Rνν(k).

Rxx (k) = σ 2r |k|
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Figure 11.20 Autocorrelation functions for a Gaussian quantizer input,
and the quantization noise: (a) Rxx (k); (b) Rνν(k) for q = σ and r = 0.9;
(c) Rx ′x ′(k).

It is apparent from Fig. 11.20 that although the Gaussian quantizer input is cor-
related over time, the quantization noise is essentially uncorrelated (white) over
time. This would be exactly the case if the PQN model worked perfectly with
Gaussian inputs.
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11.7 SUMMARY

When conditions for either QT I or QT II are met, the PQN model works and allows
all moments to be calculated as if quantization noise were uniformly distributed and
independent of the signal being quantized. When this signal is Gaussian, conditions
for the quantizing theorems are not perfectly satisfied, but are generally very close to
being so. Sheppard’s corrections work to a close approximation, but are not perfect.
Residual errors in the Sheppard corrections are derived here. Useful formulas are
(11.5) for the first correction (for the first moment of the quantization noise), and
(11.7) and (11.8) for the second correction. The expression for the residual error in
the fourth correction is complicated, and accordingly, information about this error is
characterized by plots, which are shown in Figs. 11.7 and 11.8.

When the PQN model applies perfectly, the quantization noise is uniformly
distributed between ±q/2. As such, its mean is zero, its mean square is q2/12,
its mean third is zero, and its mean fourth is q4/80. With a Gaussian input to the
quantizer, corrections to these moments are needed, and they are given by (11.11)
for the mean, (11.13) for the mean square, (11.16) for the mean third, and (11.18)
for the mean fourth. These corrections are very small for the Gaussian case, even for
rough quantization.

The PQN model requires that the quantizer input and the quantization noise be
uncorrelated with each other. When the quantizer input is Gaussian, the covariance
of the quantizer input and the quantization noise is small but not zero. An expression
for this covariance is given by (11.20).

When the PQN model for the quantization of two variables applies, the re-
spective quantization noises are perfectly uncorrelated, regardless of the value of the
correlation coefficient of the variables being quantized (note: if this coefficient is
very close to either +1 or −1, the two-variable PQN model cannot apply). With
two Gaussian inputs being quantized, the correlation coefficient of the respective
quantization noises will generally be very small but not zero. This coefficient is
given by (11.46) and (11.47). Plots of the correlation coefficients of the quantization
noises versus the correlation coefficients of the Gaussian quantizer inputs are shown
in Fig. 11.18 for various roughnesses of quantization. From this, one can compute
the autocorrelation function of the quantization noise when a Gaussian time series is
quantized. The method is illustrated with Example 11.1.

The Gaussian CF is not bandlimited, but does drop off rapidly, with the expo-
nential square. The result is that the quantizing theorems are approximately satisfied
for a wide range of values of q. The important ratio is q/σ . When q equals 2σ or
less, the PQN model applies almost perfectly. Small corrections for the moments are
given in this chapter.
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11.8 EXERCISES

11.1 Assume a known Gaussian PDF. Calculate the joint second moments of x , ν and x ′ for
q = 1.5σ , and compare with those of the PQN model. Repeat for q = 2σ .

11.2 Study the behavior of different moments of the quantized variable and of the noise (for
example, ν, ν2, x ′2) for a Gaussian input, using the numerical program qmoments
available from the website of the book, as a part of the roundoff toolbox for Matlab:

http://www.mit.bme.hu/books/quantization/.
Experiment with this program. Make two plots, as a function of the mean value of the
input (µx ) for σx = q/2, and minima/maxima of the errors as functions of the standard
deviation σx .

11.3 Check the results of Exercise 11.2 with results obtained from direct numerical calcula-
tions with quantized data. See the alternative way of calculation given in the footnote
on page 637 to learn the techniques.

11.4 Check the plots of Exercise 11.2 with Monte Carlo experiments, for moments E{ν},
var{ν}, and cov{x, ν}.

11.5 Prove that the marginal distribution of a 2-D Gaussian distribution is Gaussian.

11.6 Prove that the conditional distribution obtained from a 2-D Gaussian distribution is
Gaussian.

11.7 Prove that if x1 and x2 have 2-D Gaussian distribution, the regression (E{x2|x1}) is
linear in x1.

11.8 Prove that a linear combination of jointly Gaussian random variables is Gaussian.

11.9 Determine a linear transformation which produces N independent random variables
from N correlated, jointly Gaussian variables.

11.10 Prove that for jointly normal random variables, the joint fourth moments can be calcu-
lated from the first and second moments as

E{x1x2x3x4} = E{x1x2}E{x3x4} + E{x1x3}E{x2x4} + E{x1x4}E{x2x3}
−2E{x1}E{x2}E{x3}E{x4} . (E11.10.1)

11.11 Prove for a zero-mean joint normal distribution that

var{x1x2} = σ 2
x1
σ 2

x2
+ (cov{x1, x2})2 . (E11.11.1)

Hint: use Eq. (E11.10.1), or differentiate the Gaussian CF.

11.12 x1 and x2 are independent and zero-mean Gaussian with the same variances. Gener-
ate variables y1 and y2, jointly Gaussian, with the same variances as x1 and x2, but
correlation ρ12. Use this to develop a simple means to generate a correlated Gaussian
sequence with autocorrelation function R12(k) = ρ|k|

12 from a white Gaussian sequence.

11.13 Give an example of normally distributed random variables which are jointly not normal.

11.14 Give an example of uncorrelated but not independent random variables.

11.15 The quantizer input is Gaussian. What is the maximum ratio of q to σ that assures that
the deviation of the quantization noise variance is within ±5% of the theoretical value
q2/12?
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11.16 The quantizer input is Gaussian. What is the maximum ratio of q to σ that assures
that the correlation coefficient between the quantization noise and the input is within
±0.01?

11.17 Prove using the so-called Price theorem (Papoulis, 1991) that for joint normal inputs,

E {sign(x̃1) · x̃2} =
√

2

π

1

σx1

E{x̃1 x̃2} . (E11.17.1)

11.18 Prove using the so-called Price theorem (Papoulis, 1991) that for joint normal inputs,

E{sign(x̃1)· sign(x̃2)} = 2

π
arcsin(ρx1,x2) . (E11.18.1)



Part III

Floating-Point Quantization





Chapter 12

Basics of Floating-Point
Quantization

Representation of physical quantities in terms of floating-point numbers allows one
to cover a very wide dynamic range with a relatively small number of digits. Given
this type of representation, roundoff errors are roughly proportional to the amplitude
of the represented quantity. In contrast, roundoff errors with uniform quantization
are bounded between ±q/2 and are not in any way proportional to the represented
quantity.

Floating-point is in most cases so advantageous over fixed-point number rep-
resentation that it is rapidly becoming ubiquitous. The movement toward usage of
floating-point numbers is accelerating as the speed of floating-point calculation is
increasing and the cost of implementation is going down. For this reason, it is es-
sential to have a method of analysis for floating-point quantization and floating-point
arithmetic.

12.1 THE FLOATING-POINT QUANTIZER

Binary numbers have become accepted as the basis for all digital computation. We
therefore describe floating-point representation in terms of binary numbers. Other
number bases are completely possible, such as base 10 or base 16, but modern digital
hardware is built on the binary base.

The numbers in the table of Fig. 12.1 are chosen to provide a simple example.
We begin by counting with nonnegative binary floating-point numbers as illustrated
in Fig. 12.1. The counting starts with the number 0, represented here by 00000. Each
number is multiplied by 2E , where E is an exponent. Initially, let E = 0. Continuing
the count, the next number is 1, represented by 00001, and so forth. The counting
continues with increments of 1, past 16 represented by 10000, and goes on until the
count stops with the number 31, represented by 11111. The numbers are now re-
set back to 10000, and the exponent is incremented by 1. The next number will be
32, represented by 10000 × 21. The next number will be 34, given by 10001 × 21.

257
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Mantissa

0 0 0 0 0 0

1 0 0 0 0 1

2 0 0 0 1 0

3 0 0 0 1 1

4 0 0 1 0 0

5 0 0 1 0 1

6 0 0 1 1 0

7 0 0 1 1 1

8 0 1 0 0 0

9 0 1 0 0 1

10 0 1 0 1 0

11 0 1 0 1 1

12 0 1 1 0 0

13 0 1 1 0 1

14 0 1 1 1 0

15 0 1 1 1 1

16 −→ 1 0 0 0 0

17 1 0 0 0 1

18 1 0 0 1 0

19 1 0 0 1 1

20 1 0 1 0 0

21 1 0 1 0 1

22 1 0 1 1 0

23 1 0 1 1 1

24 1 1 0 0 0

25 1 1 0 0 1

26 1 1 0 1 0

27 1 1 0 1 1

28 1 1 1 0 0

29 1 1 1 0 1

30 1 1 1 1 0

31 ←− 1 1 1 1 1

⎫⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎬⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎭

×2E

Figure 12.1 Counting with binary floating-point numbers with 5-bit mantissa. No sign bit
is included here.
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x x ′QFL

Figure 12.2 A floating-point quantizer.

This will continue with increments of 2 until the number 62 is reached, represented
by 11111 × 21. The numbers are again re-set back to 10000, and the exponent is
incremented again. The next number will be 64, given by 10000 × 22. And so
forth. By counting, we have defined the allowed numbers on the number scale. Each
number consists of a mantissa (see page 343) multiplied by 2 raised to a power given
by the exponent E .

The counting process illustrated in Fig. 12.1 is done with binary numbers hav-
ing 5-bit mantissas. The counting begins with binary 00000 with E = 0 and goes up
to 11111, then the numbers are recycled back to 10000, and with E = 1, the count-
ing resumes up to 11111, then the numbers are recycled back to 10000 again with
E = 2, and the counting proceeds.

A floating-point quantizer is represented in Fig. 12.2.1 The input to this quan-
tizer is x , a variable that is generally continuous in amplitude. The output of this
quantizer is x ′, a variable that is discrete in amplitude and that can only take on val-
ues in accord with a floating-point number scale. The input–output relation for this
quantizer is a staircase function that does not have uniform steps.

Figure 12.3 illustrates the input–output relation for a floating-point quantizer
with a 3-bit mantissa. The input physical quantity is x . Its floating-point represen-
tation is x ′. The smallest step size is q. With a 3-bit mantissa, four steps are taken
for each cycle, except for eight steps taken for the first cycle starting at the origin.
The spacings of the cycles are determined by the choice of a parameter	. A general
relation between 	 and q, defining 	, is given by Eq. (12.1):

	
	= 2pq , (12.1)

where p is the number of bits of the mantissa. With a 3-bit mantissa, 	 = 8q.
Figure 12.3 is helpful in gaining an understanding of relation (12.1). Note that after
the first cycle, the spacing of the cycles and the step sizes vary by a factor of 2 from
cycle to cycle.

1The basic ideas and figures of the next sections were first published in, and are taken with permis-
sion from Widrow, B., Kollár, I. and Liu, M.-C., ”Statistical theory of quantization,” IEEE Transactions
on Instrumentation and Measurement 45(6): 35361. c©1995 IEEE.
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x

x

x ′

x ′

−4	 −2	 −	 	 2	 4	

−4	

−2	
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2	

4	

− 3q
2 − q

2
q
2

3q
2

−2q

−q

q

2q

Average gain = 1

Figure 12.3 Input–output staircase function for a floating-point quantizer with a 3-bit man-
tissa.

x x ′
QFL

Input Output

νFL

+−
�

Figure 12.4 Floating-point quantization noise.

12.2 FLOATING-POINT QUANTIZATION NOISE

The roundoff noise of the floating-point quantizer νFL is the difference between the
quantizer output and input:

νFL = x ′ − x . (12.2)

Figure 12.4 illustrates the relationships between x , x ′, and νFL.
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νFL

fνFL

0
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−2 −1.5 −1 −0.5 0.50 1 1.5

Figure 12.5 The PDF of floating-point quantization noise with a zero-mean Gaussian in-
put, σx = 32	, and with a 2-bit mantissa.

The PDF of the quantization noise can be obtained by slicing and stacking the
PDF of x , as was done for the uniform quantizer and illustrated in Fig. 5.2. Because
the staircase steps are not uniform, the PDF of the quantization noise is not uniform.
It has a pyramidal shape.

With a zero-mean Gaussian input with σx = 32	, and with a mantissa hav-
ing just two bits, the quantization noise PDF has been calculated. It is plotted in
Fig. 12.5. The shape of this PDF is typical. The narrow segments near the top of
the pyramid are caused by the occurrence of values of x that are small in magnitude
(small quantization step sizes), while the wide segments near the bottom of the pyra-
mid are caused by the occurrence of values of x that are large in magnitude (large
quantization step sizes).

The shape of the PDF of floating-point quantization noise resembles the silhou-
ette of a big-city “skyscraper” like the famous Empire State Building of New York
City. We have called functions like that of Fig. 12.5 “skyscraper PDFs”. Mathemat-
ical methods will be developed next to analyze floating-point quantization noise, to
find its mean and variance, and the correlation coefficient between this noise and the
input x .

12.3 AN EXACT MODEL OF THE FLOATING-POINT
QUANTIZER

A floating-point quantizer of the type shown in Fig. 12.3 can be modeled exactly as a
cascade of a nonlinear function (a “compressor”) followed by a uniform quantizer (a
“hidden” quantizer) followed by an inverse nonlinear function (an “expander”). The
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x x ′
Q

y′y
Compressor Expander

Nonlinear
function

Uniform quantizer
(“Hidden quantizer”)

Inverse
nonlinear
function

(a)

x x ′
Q

y′y

Compressor Expander

ν

νFL

+

+

−

−

�

�

(b)

Figure 12.6 A model of a floating-point quantizer: (a) block diagram; (b) definition of
quantization noises.

overall idea is illustrated in Fig. 12.6(a). A similar idea is often used to represent
compression and expansion in a data compression system (see e.g. Gersho and Gray
(1992), CCITT (1984)).

The input–output characteristic of the compressor (y vs. x) is shown in Fig. 12.7,
and the input–output characteristic of the expander (x ′ vs. y′) is shown in Fig. 12.8.
The hidden quantizer is conventional, having a uniform-staircase input–output char-
acteristic (y′ vs. y). Its quantization step size is q, and its quantization noise is

ν = y′ − y . (12.3)

Figure 12.6(b) is a diagram showing the sources of νFL and ν. An expression for the
input–output characteristic of the compressor is
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y = x, if −	 ≤ x ≤ 	
y = 1

2 x + 1
2	, if 	 ≤ x ≤ 2	

y = 1
2 x − 1

2	, if − 2	 ≤ x ≤ −	
y = 1

4 x +	, if 2	 ≤ x ≤ 4	

y = 1
4 x −	, if − 4	 ≤ x ≤ −2	

...

y = 1
2k x + k

2	, if 2k−1	 ≤ x ≤ 2k	

y = 1
2k x − k

2	, if − 2k	 ≤ x ≤ −2k−1	

or

y = 1
2k x + sign(x) · k

2	, if 2k−1	 ≤ |x | ≤ 2k	,

(12.4)

where k is a nonnegative integer. This is a piecewise-linear characteristic.
An expression for the input–output characteristic of the expander is

x ′ = y′, if −	 ≤ y′ ≤ 	
x ′ = 2(y′ − 0.5	), if 	 ≤ y′ ≤ 1.5	

x ′ = 2(y′ − 0.5	), if − 1.5	 ≤ y′ ≤ −	
x ′ = 4(y′ −	), if 1.5	 ≤ y′ ≤ 2	

x ′ = 4(y′ +	), if − 2	 ≤ y′ ≤ −1.5	
...

x ′ = 2k(y′ − k
2	), if k+1

2 	 ≤ y′ ≤ k+2
2 	

x ′ = 2k(y′ + k
2	), if − k+2

2 	 ≤ y′ ≤ − k+1
2 	

or

x ′ = 2k(y′ − sign(y) · k
2	), if k+1

2 	 ≤ |y′| ≤ k+2
2 	,

(12.5)

where k is a nonnegative integer. This characteristic is also piecewise linear.
One should realize that the compressor and expander characteristics described

above are universal and are applicable for any choice of mantissa size.
The compressor and expander characteristics of Figs. 12.7 and 12.8 are drawn

to scale. Fig. 12.9 shows the characteristic (y′ vs. y) of the hidden quantizer drawn
to the same scale, assuming a mantissa of 2 bits. For this case, 	 = 4q.

If only the compressor and expander were cascaded, the result would be a per-
fect gain of unity since they are inverses of each other. If the compressor is cascaded
with the hidden quantizer of Fig. 12.9 and then cascaded with the expander, all in
accord with the diagram of Fig. 12.6, the result is a floating-point quantizer. The one
illustrated in Fig. 12.10 has a 2-bit mantissa.

The cascaded model of the floating-point quantizer shown in Fig. 12.6 becomes
very useful when the quantization noise of the hidden quantizer has the properties of
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Figure 12.7 The compressor’s input–output characteristic.
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Figure 12.8 The expander’s input–output characteristic.
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Figure 12.9 The uniform “hidden quantizer.” The mantissa has 2 bits.
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Figure 12.10 A floating-point quantizer with a 2-bit mantissa.
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PQN. This would happen if QT I or QT II were satisfied at the input y of the hidden
quantizer. Testing for the satisfaction of these quantizing theorems is complicated
by the nonlinearity of the compressor. If x were a Gaussian input to the floating-
point quantizer, the input to the hidden quantizer would be x mapped through the
compressor. The result would be a non-Gaussian input to the hidden quantizer.

In practice, inputs to the hidden quantizer almost never perfectly meet the con-
ditions for satisfaction of a quantizing theorem. On the other hand, these inputs
almost always satisfy these conditions approximately. The quantization noise ν in-
troduced by the hidden quantizer is generally very close to uniform and very close to
being uncorrelated with its input y. The PDF of y is usually sliced up so finely that
the hidden quantizer produces noise having properties like PQN.

12.4 HOW GOOD IS THE PQN MODEL FOR THE HIDDEN
QUANTIZER?

In previous chapters where uniform quantization was studied, it was possible to de-
fine properties of the input CF that would be necessary and sufficient for the satis-
faction of a quantizing theorem, such as QT II. Even if these conditions were not
obtained, as for example with a Gaussian input, it was possible to determine the er-
rors that would exist in moment prediction when using the PQN model. These errors
would almost always be very small.

For floating-point quantization, the same kind of calculations for the hidden
quantizer could in principle be made, but the mathematics would be far more difficult
because of the action of the compressor on the input signal x . The distortion of the
compressor almost never simplifies the CF of the input x nor makes it easy to test for
the satisfaction of a quantizing theorem.

To determine the statistical properties of ν, the PDF of the input x can be
mapped through the piecewise-linear compressor characteristic to obtain the PDF
of y. In turn, y is quantized by the hidden quantizer, and the quantization noise ν
can be tested for similarity to PQN. The PDF of ν can be determined directly from
the PDF of y, or it could be obtained by Monte Carlo methods by applying random
x inputs into the compressor and observing corresponding values of y and ν. The
moments of ν can be determined, and so can the covariance between ν and y. For the
PQN model to be usable, the covariance of ν and y should be close to zero, less than
a few percent, the PDF of ν should be almost uniform between ±q/2, and the mean
of ν should be close to zero while the mean square of ν should be close to q2/12.

In many cases with x being Gaussian, the PDF of the compressor output y can
be very “ugly.” Examples are shown in Figs. 12.11(a)–12.14(a). These represent
cases where the input x is Gaussian with various mean values and various ratios of
σx/	. With mantissas of 4 bits or more, these ugly inputs to the hidden quantizer
cause it to produce quantization noise which behaves remarkably like PQN. This
is difficult to prove analytically, but confirming results from slicing and stacking
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Figure 12.11 PDF of compressor output and of hidden quantization noise when x is zero-
mean Gaussian with σx = 50	: (a) fy(y); (b) fν(ν) for p = 4 (q = 	/16); (c) fν(ν) for
p = 8 (q = 	/256).

these PDFs are very convincing. Similar techniques have been used with these PDFs
to calculate correlation coefficients between ν and y. The noise ν turns out to be
essentially uniform, and the correlation coefficient turns out to be essentially zero.

Consider the ugly PDF of y shown in Fig. 12.11(a), fy(y). The horizontal scale
goes over a range of ±5	. If we choose a mantissa of 4 bits, the horizontal scale will
cover the range ±80q. If we choose a mantissa of 8 bits, q will be much smaller and
the horizontal scale will cover the range ±1280q. With the 4-bit mantissa, slicing and
stacking this PDF to obtain the PDF of ν, we obtain the result shown in Fig. 12.11(b).
From the PDF of ν, we obtain a mean value of 1.048 · 10−6q, and a mean square of
0.9996q2/12. The correlation coefficient between ν and y is (1.02 · 10−3). With
an 8-bit mantissa, fν(ν) shown in Fig. 12.11c is even more uniform, giving a mean
value for ν of −9.448 · 10−9q, and a mean square of 1.0001q2/12. The correlation
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Figure 12.12 PDF of compressor output and of hidden quantization noise when x
is Gaussian with σx = 	/2 and µx = σx : (a) fy(y); (b) fν(ν) for 4-bit mantissas,
(q = 	/16); (c) fν(ν) for 8-bit mantissas, (q = 	/256).
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Figure 12.13 PDF of compressor output and of hidden quantization noise when x
is Gaussian with σx = 50	 and µx = σx : (a) fy(y); (b) fν(ν) for 4-bit mantissas,
(q = 	/16); (c) fν(ν) for 8-bit mantissas, (q = 	/256).
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Figure 12.14 PDF of compressor output and of hidden quantization noise when x is
Gaussian with σx = 50	 and µx = 10σx = 500	: (a) fy(y); (b) fν(ν) for 4-bit mantissas,
(q = 	/16); (c) fν(ν) for 8-bit mantissas, (q = 	/256).
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TABLE 12.1 Properties of the hidden quantization noise ν for Gaussian input

(a) p = 4 E{ν}/q E{ν2}/(q2/12) ρy,ν

µx = 0, σx = 50	 0.0002 0.9997 0.0140

µx = σx , σx = 0.5	 −0.0015 0.9998 −0.0069

µx = σx , σx = 50	 −0.0019 0.9994 −0.0089

µx = σx , σx = 500	 −0.0023 0.9987 −0.0077

(b) p = 8 E{ν}/q E{ν2}/(q2/12) ρy,ν

µx = 0, σx = 50	 4.25 · 10−5 0.9995 8.68 · 10−4

µx = σx , σx = 0.5	 −2.24 · 10−4 1.0005 −2.35 · 10−4

µx = σx , σx = 50	 −3.72 · 10−4 0.9997 −1.30 · 10−3

µx = σx , σx = 500	 −1.92 · 10−4 0.9985 −8.77 · 10−4

coefficient between ν and y is (2.8 · 10−4). With a mantissa of four bits or more, the
noise ν behaves very much like PQN.

This process was repeated for the ugly PDFs of Figs. 12.12(a), 12.13(a), and
12.14(a). The corresponding PDFs of the quantization noise of the hidden quan-
tizer are shown in Figs. 12.12(b), 12.13(b), and 12.14(b). With a 4-bit mantissa,
Table 12.1(a) lists the values of mean and mean square of ν, and correlation coeffi-
cient between ν and y for all the cases. With an 8-bit mantissa, the corresponding
moments are listed in Table 12.1(b).

Similar tests have been made with uniformly distributed inputs, with triangu-
larly distributed inputs, and with sinusoidal inputs. Input means ranged from zero to
one standard deviation. The moments of Tables 12.1(a),(b) are typical for Gaussian
inputs, but similar results are obtained with other forms of inputs.

For every single test case, the input x had a PDF that extended over at least
several multiples of 	. With a mantissa of 8 bits or more, the noise of the hidden
quantizer had a mean of almost zero, a mean square of almost q2/12, and a correla-
tion coefficient with the quantizer input of almost zero.

The PQN model works so well that we assume that it is true as long as the
mantissa has 8 or more bits and the PDF of x covers at least several 	-quanta of the
floating-point quantizer. It should be noted that the single precision IEEE standard
(see Section 13.8) calls for a mantissa with 24 bits. When working with this standard,
the PQN model will work exceedingly well almost everywhere.



272 12 Basics of Floating-Point Quantization

12.5 ANALYSIS OF FLOATING-POINT QUANTIZATION
NOISE

We will use the model of the floating-point quantizer shown in Fig. 12.6 to determine
the statistical properties of νFL. We will derive its mean, its mean square, and its
correlation coefficient with input x .

The hidden quantizer injects noise into y, resulting in y′, which propagates
through the expander to make x ′. Thus, the noise of the hidden quantizer propagates
through the nonlinear expander into x ′. The noise in x ′ is νFL.

Assume that the noise ν of the hidden quantizer is small compared to y. Then
ν is a small increment to y. This causes an increment νFL at the expander output.
Accordingly,

νFL = ν
(

dx ′

dy′

)
y
. (12.6)

The derivative is a function of y. This is because the increment ν is added to y, so y
is the nominal point where the derivative should be taken.

Since the PQN model was found to work so well for so many cases with regard
to the behavior of the hidden quantizer, we will make the assumption that the con-
ditions for PQN are indeed satisfied for the hidden quantizer. This greatly simplifies
the statistical analysis of νFL.

Expression (12.6) can be used in the following way to find the crosscorrelation
between νFL and input x .

E{νFLx} = E

{
ν ·
(

dx ′

dy′

)
y
· x

}

= E {ν} E

{(
dx ′

dy′

)
y
· x

}
= 0 . (12.7)

When deriving this result, it was possible to factor the expectation into a product
of expectations because, from the point of view of moments, ν behaves as if it is

independent of y and independent of any function of y, such as
(

dx ′
dy′
)

y
and x . Since

the expected value of ν is zero, the crosscorrelation turns out to be zero.
Expression (12.6) can also be used to find the mean of νFL. Accordingly,

E{νFL} = E

{
ν ·
(

dx ′

dy′

)
y

}

= E{ν}E
{(

dx ′

dy′

)
y

}
= 0 . (12.8)
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So the mean of νFL is zero, and the crosscorrelation between νFL and x is zero. Both
results are consequences of the hidden quantizer behaving in accord with the PQN
model.

Our next objective is the determination of E{ν2
FL}. We will need to find an ex-

pression for
(

dx ′
dy′
)

y
in order to obtain quantitative results. By inspection of Figs. 12.7

and 12.8, which show the characteristics of the compressor and the expander, we de-
termine that

dx ′

dy′ = 1 when 0.5	 < x < 	

dx ′

dy′ = 2 when 	 < x < 2	

dx ′

dy′ = 4 when 2	 < x < 4	

...

dx ′

dy′ = 1 when −	 < x < −0.5	

dx ′

dy′ = 2 when −2	 < x < −	
dx ′

dy′ = 4 when −4	 < x < −2	

...

dx ′

dy′ = 2k when 2k−1	 < |x | < 2k	

(12.9)

where k is a nonnegative integer.
These relations define the derivative as a function of x , except in the range

−	/2 < x < 	/2. The probability of x values in that range are assumed to be neg-
ligible. Having the derivative as a function of x is equivalent to having the derivative
as a function of y because y is a monotonic function of x (see Fig. 12.7).

It is useful now to introduce the function log2(x/	) + 0.5. This is plotted in
Fig. 12.15(a). We next introduce a new notation for uniform quantization,

x ′ = Qq(x) . (12.10)

The operator Qq represents uniform quantization with a quantum step size of q. Us-
ing this notation, we can introduce yet another function of x , shown in Fig. 12.15(b),
by adding the quantity 0.5 to log2(x/	) and uniformly quantizing the result with a
unit quantum step size. The function is, accordingly, Q1

(
log2(x/	)+ 0.5

)
.
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Figure 12.15 Approximate and exact exponent characteristics: (a) logarithmic approxi-

mation; (b) exact expression, Q1

(
log2(x/	)+ 0.5

)
vs. x .
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Referring back to (12.9), it is apparent that for positive values of x , the deriva-
tive can be represented in terms of the new function as(

dx ′

dy′

)
x

= 2
Q1

((
log2

x

	

)
+ 0.5

)
, x > 	/2 . (12.11)

For negative values of x , the derivative is(
dx ′

dy′

)
x

= 2
Q1

((
log2

−x

	

)
+ 0.5

)
, x < −	/2 . (12.12)

Another way to write this is(
dx ′

dy′

)
x

= 2
Q1

((
log2

|x |
	

)
+ 0.5

)
, |x | > 	/2 . (12.13)

These are exact expressions for the derivative.
From Eqs. (12.13) and Eq. (12.6), we obtain νFL as

νFL = ν · 2
Q1

((
log2

|x |
	

)
+ 0.5

)
, |x | > 	/2 . (12.14)

One should note that the value of 	 would generally be much smaller than the value
of x . At the input level of |x | < 	/2, the floating-point quantizer would be experi-
encing underflow. Even smaller inputs would be possible, as for example when input
x has a zero crossing. But if the probability of x having a magnitude less than 	 is
sufficiently low, Eq. (12.14) could be simply written as

νFL = ν · 2
Q1

((
log2

|x |
	

)
+ 0.5

)
. (12.15)

The exponent in Eq. (12.15) is a quantized function of x , and it can be expressed as

Q1

((
log2

|x |
	

)
+ 0.5

)
=
(

log2
|x |
	

+ 0.5

)
+ νEXP . (12.16)

The quantization noise is νEXP, the noise in the exponent. It is bounded by ±0.5.
The floating-point quantization noise can now be expressed as

νFL = ν · 2
Q1

((
log2

|x |
	

)
+0.5

)

= ν · 2

(
log2

|x |
	

+ 0.5
)

+νEXP

= ν · |x |
	

20.52νEXP
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=
√

2ν · |x |
	

2νEXP . (12.17)

The mean square of νFL can be obtained from this.

E{ν2
FL} = 2E

{
ν2 x2

	2
22νEXP

}
= 2E{ν2}E

{
x2

	2
22νEXP

}
. (12.18)

The factorization is permissible because by assumption ν behaves as PQN. The noise
νEXP is related to x , but since νEXP is bounded, it is possible to upper and lower bound
E{ν2

FL} even without knowledge of the relation between νEXP and x . The bounds are

E{ν2}E{ x2

	2
} ≤ E{ν2

FL} ≤ 4E{ν2}E
{

x2

	2

}
. (12.19)

These bounds hold without exception as long as the PQN model applies for the hid-
den quantizer.

If, in addition to this, the PQN model applies to the quantized exponent in
Eq. (12.15), then a precise value for E{ν2

FL} can be obtained. With PQN, νEXP will
have zero mean, a mean square of 1/12, a mean fourth of 1/80, and will be uncorre-

lated with log2

( |x |
	

)
. From the point of view of moments, νEXP will behave as if it is

independent of x and any function of x . From Eq. (12.17),

νFL =
√

2 · ν · |x |
	

2νEXP =
√

2 · ν · |x |
	

eνEXP ln 2 . (12.20)

From this, we can obtain E{ν2
FL}:

E{ν2
FL} = 2E

{
ν2 x2

	2
e2νEXP ln 2

}
= 2E

{
ν2 x2

	2

(
1 + 2νEXP ln 2 + 1

2!
(2νEXP ln 2)2 + 1

3!
(2νEXP ln 2)3

+ 1

4!
(2νEXP ln 2)4 + · · ·

)}
= E{ν2}E

{
x2

	2

}
E

{
2 + 4νEXP ln 2 + 4ν2

EXP(ln 2)2 + 8

3
ν3

EXP(ln 2)3

+ 4

3
ν4

EXP(ln 2)4 + · · ·
}
. (12.21)

Since the odd moments of νEXP are all zero,

E{ν2
FL} = E{ν2}E

{
x2

	2

}(
2 + 4(

1

12
)(ln 2)2 + (4

3
)(

1

80
)(ln 2)4 + · · ·

)
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= 2.16 · E{ν2}E
{

x2

	2

}
. (12.22)

This falls about half way between the lower and upper bounds.
A more useful form of this expression can be obtained by substituting the fol-

lowing,

E{ν2} = q2

12
, and

q

	
= 2−p . (12.23)

The result is a very important one:

E{ν2
FL} = 0.180 · 2−2p · E{x2} . (12.24)

Example 12.1 Roundoff noise when multiplying two floating-point num-
bers
Let us assume that two numbers: 1.34 · 10−3 and 4.2 are multiplied using IEEE
double precision arithmetic. The exact value of the roundoff error could be de-
termined by using the result of more precise calculation (with p > 53) as a
reference. However, this is usually not available.

The mean square of the roundoff noise can be easily determined using Eq. (12.24),
without the need of reference calculations. The product equals 5.63·10−3. When
two numbers of magnitudes similar as above are multiplied, the roundoff noise
will have a mean square of E{ν2

FL} ≈ 0.180 · 2−2p · 3.2 · 10−5. Although we
cannot determine the precise roundoff error value for the given case, we can give
its expected magnitude.

Example 12.2 Roundoff noise in 2nd-order IIR filtering with floating point
Let us assume one evaluates the recursive formula

y(n) = −a(1)y(n − 1)− a(2)y(n − 2)+ b(1)x(n − 1) .

When the operations (multiplications and additions) are executed in natural or-
der, all with precision p, the following sources of arithmetic roundoff can be
enumerated:

1. roundoff after the multiplication a(1)y(n − 1):
var{νFL1} ≈ 0.180 · 2−2p · a(1)2 · var{y},

2. roundoff after the storage of −a(1)y(n − 1):
var{νFL2} = 0, since if the product in item 1 is rounded, the quantity to be
stored is already quantized,

3. roundoff after the multiplication a(2)y(n − 2):
var{νFL3} ≈ 0.180 · 2−2p · a(2)2 · var{y},

4. roundoff after the addition −a(1)y(n − 1)− a(2)y(n − 2):
var{νFL4} ≈ 0.180 · 2−2p

(
a(1)2 · var{y} + a(2)2 · var{y}

+2a(1)a(2) · Cyy(1)
)
,

5. roundoff after the storage of −a(1)y(n − 1)− a(2)y(n − 2):
var{νFL5} = 0, since if the product in item 4 is rounded, the quantity to be
stored is already quantized,
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6. roundoff after the multiplication b(1)x(n − 1):
var{νFL6} ≈ 0.180 · 2−2p · b(1)2 · var{x},

7. roundoff after the last addition:
var{νFL7} ≈ 0.180 · 2−2p · var{y},

8. roundoff after the storage of the result to y(n):
var{νFL8} = 0, since if the sum in item 7 is rounded, the quantity to be
stored is already quantized.

These variances need to be added to obtain the total variance of the arithmetic
roundoff noise injected to y in each step.

The total noise variance in y can be determined then by adding the effect of each
injected noise. This can be done using the response to an impulse injected to
y(0): if this is given by hyy(0), hyy(1), . . ., including the unit impulse itself at
time 0, the variance of the total roundoff noise can be calculated by multiplying

the above variance of the injected noise by
∞∑

n=0
h2

yy(n).

For all these calculations, one also needs to determine the variance of y, and the
one-step covariance Cyy(1).

If x is sinusoidal with amplitude A, y is also sinusoidal with an amplitude de-
termined by the transfer function: var{y} = |H( f1)|2 var{x} = |H( f1)|2 A2/2.
Cyy(1) ≈ var{y} for low-frequency sinusoidal input.

If x is zero-mean white noise, var{y} = var{x}
∞∑

n=0
h2(n), with h(n) being the

impulse response from x to y. The covariance is about var{x}
∞∑

n=0
h(n)h(n + 1).

Numerically, let us use single precision (p = 24), and let a(1) = −0.9, a(2) =
0.5, and b(1) = 0.2, and let the input signal be a sine wave with unit power
(A2/2 = 1), and frequency f1 = 0.015 fs. With these, H( f1) = 0.33, and
var{y} = 0.11, and the covariance Cyy(1) approximately equals var{y}. Evalu-
ating the variance of the floating-point noise,

var{νFL} =
8∑

n=1

var{νFLn} ≈ 1.83 · 10−16 . (12.25)

The use of extended-precision accumulator and of multiply-and-add operation

In many modern processors, an accumulator is used with extended precision
pacc, and multiply-and-add operation (see page 374) can be applied. In this
case, multiplication is usually executed without roundoff, and additions are not
followed by extra storage, therefore roundoff happens only for certain items (but,
in addition to the above, var{νFL2} �= 0, since νFL1 = 0). The total variance of y,
caused by arithmetic roundoff, is

varinj = var{νFL2} + var{νFL4} + var{νFL7} + var{νFL8}
= 0.180 · 2−2pacc · a(1)2 var{y}
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+ 0.180 · 2−2pacc
(

a(1)2 var{y} + a(2)2 var{y} + 2a(1)a(2)Cyy(1)
)

+ 0.180 · 2−2pacc · var{y}
+ 0.180 · 2−2p · var{y} . (12.26)

In this expression, usually the last term dominates. With the numerical data,
var{νFL-ext} ≈ 7.1 · 10−17.

Making the same substitution in Eq. (12.19), the bounds are

1

12
· 2−2p · E{x2} ≤ E{ν2

FL} ≤ 1

3
· 2−2p · E{x2} . (12.27)

The signal-to-noise ratio for the floating-point quantizer is defined as

SNR
	= E{x2}

E{ν2
FL}
. (12.28)

If both ν and νEXP obey PQN models, then Eq. (12.24) can be used to obtain the SNR.
The result is:

SNR = 5.55 · 22p . (12.29)

This is the ratio of signal power to quantization noise power. Expressed in dB, the
SNR is

SNR, dB ≈ 10 log
(
(5.55)22p

)
= 7.44 + 6.02p . (12.30)

If only ν obeys a PQN model, then Eq. (12.27) can be used to bound the SNR:

12 · 22p ≥ SNR ≥ 3 · 22p . (12.31)

This can be expressed in dB as:

4.77 + 6.02p ≤ SNR, dB ≤ 10.79 + 6.02p . (12.32)

From relations Eq. (12.29) and Eq. (12.31), it is clear that the SNR improves as the
number of bits in the mantissa is increased. It is also clear that for the floating-
point quantizer, the SNR does not depend on E{x2} (as long as ν and νEXP act like
PQN). The quantization noise power is proportional to E{x2}. This is a very different
situation from that of the uniform quantizer, where SNR increases in proportion to
E{x2} since the quantization noise power is constant at q2/12.

When ν satisfies a PQN model, νFL is uncorrelated with x . The floating-point
quantizer can be replaced for purposes of least-squares analysis by an additive inde-
pendent noise having a mean of zero and a mean square bounded by (12.27). If in ad-
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dition νEXP satisfies a PQN model, the mean square of ν will be given by Eq. (12.24).
Section 12.6 discusses the question about νEXP satisfying a PQN model. This does
happen in a surprising number of cases. But when PQN fails for νEXP, we cannot
obtain E{ν2

FL} from Eq. (12.24), but we can get bounds on it from (12.27).

12.6 HOW GOOD IS THE PQN MODEL FOR THE EXPONENT
QUANTIZER?

The PQN model for the hidden quantizer turns out to be a very good one when the
mantissa has 8 bits or more, and: (a) the dynamic range of x extends over at least
several times 	, (b) for the Gaussian case, σx is at least as big as 	/2. This model
works over a very wide range of conditions encountered in practice. Unfortunately,
the range of conditions where a PQN model would work for the exponent quantizer
is much more restricted. In this section, we will explore the issue.

12.6.1 Gaussian Input

The simplest and most important case is that of the Gaussian input. Let the input x
be Gaussian with variance σ 2

x , and with a mean µx that could vary between zero and
some large multiple of σx , say 20σx . Fig. 12.16 shows calculated plots of the PDF of
νEXP for various values of µx . This PDF is almost perfectly uniform between ±1

2 for
µx = 0, 2σx , and 3σx . For higher values of µx , deviations from uniformity are seen.

The covariance of νEXP and x , shown in Fig. 12.17, is essentially zero for
µx = 0, 2σx , and 3σx . But for higher values of µx , significant correlation devel-
ops between νEXP and x . Thus, the PQN model for the exponent quantizer appears
to be intact for a range of input means from zero to 3σx . Beyond that, this PQN
model appears to break down. The reason for this is that the input to the exponent
quantizer is the variable |x |/	 going through the logarithm function. The greater the
mean of x , the more the logarithm is saturated and the more the dynamic range of
the quantizer input is compressed.

The point of breakdown of the PQN model for the exponent quantizer is not
dependent on the size of the mantissa, but is dependent only on the ratios of σx to 	
and σx to µx .

When the PQN model for the exponent quantizer is applicable, the PQN model
for the hidden quantizer will always be applicable. The reason for this is that the
input to both quantizers is of the form log2(x), but for the exponent quantizer x
is divided by 	, making its effective quantization step size 	, and for the hidden
quantizer, the input is not divided by anything and so its quantization step size is q.
The quantization step of the exponent quantizer is therefore coarser than that of the
hidden quantizer by the factor

	

q
= 2p . (12.33)
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Figure 12.16 PDFs of noise of exponent quantizer, for Gaussian input x , with σx = 512	:
(a) µx = 0; (b) µx = σx ; (c) µx = 2σx ; (d) µx = 3σx ; (e) µx = 5σx ; (f) µx = 9σx .
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Figure 12.17 Correlation coefficient between νEXP and x versus µx/σx , for Gaussian
input x with σx = 512	.

With an 8-bit mantissa, this ratio would be 256. So if the conditions for PQN are met
for the exponent quantizer, they are easily met for the hidden quantizer.

For the Gaussian input case, the PQN model for the exponent quantizer works
to within a close approximation for 0 ≤ µx < 3σx . The correlation coefficient be-
tween νEXP and x , plotted versus µx/σx in Fig. 12.17, indicates very small correlation
with µx in this range. One would therefore expect formula (12.24) for E{ν2

FL} to be
very accurate in these circumstances, and it is.

Eq. (12.24) may be rewritten in the following way:

0.180 = 22p
(

E{ν2
FL}

E{x2}

)
. (12.34)

This form of (12.24) suggests a new definition:⎛⎜⎜⎜⎝
normalized

floating-point

quantization

noise power

⎞⎟⎟⎟⎠ 	= 22p
(

E{ν2
FL}

E{x2}

)
. (12.35)

The normalized floating-point quantization noise power (NFPQNP) will be equal to
the “magic number” 0.180 when a PQN model applies to the exponent quantizer
and, of course, another PQN model applies to the hidden quantizer. Otherwise the
NFPQNP will not be exactly equal to 0.180, but it will be bounded. From Eq. (12.27),
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Figure 12.18 Normalized floating-point quantization noise power (NFPQNP) versus
µx/σx , for Gaussian input x with σx = 512	 and 8-bit mantissas.

1

12
≤

⎛⎜⎜⎜⎝
normalized

floating-point

quantization

noise power

⎞⎟⎟⎟⎠ ≤ 1

3
. (12.36)

These bounds rely on the applicability of a PQN model for the hidden quantizer.
For the Gaussian input case, the NFPQNP is plotted versus the ratio of input

mean to input standard deviation in Fig. 12.18. The value of NFPQNP is very close
to 0.180 for 0 ≤ (µx/σx ) < 3. When µx is made larger, the NFPQNP departs from
its nominal value but, in any event, stays within the bounds.

Now that we have a good idea about the floating-point quantization noise power,
we need to determine the mean of the floating-point quantization noise and its cor-
relation with the input x . Fig. 12.19 is a plot of E{νFL}, normalized with respect to
E{x}, versus µx/σx , and Fig. 12.20 is a plot of the correlation coefficient ρνFL,x ver-
sus µx/σx . When the mean of x is not zero, the mean of νFL remains very close to
zero, never more than a tiny fraction of µx , less than one part in 105. The correlation
between νFL and x also remains very close to zero, generally less than 0.5% when µx
varies between zero and 20σx .

That the mean of νFL is very close to zero and that the correlation between νFL

and x is very close to zero results from the hidden quantizer behaving in accord with
the PQN model. This is illustrated in Figs. 12.21 and 12.22.
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Figure 12.19 Relative mean of the floating-point noise: µνFL/µx versus µx/σx , for
Gaussian input x , with σx = 512	, and 8-bit mantissas.
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Figure 12.20 Correlation coefficient of floating-point quantization noise and input x :
ρνFL,x versus µx/σx , for Gaussian input x , with σx = 512	, and 8-bit mantissas.
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Figure 12.21 Correlation coefficient of the hidden quantization noise and input y: ρν,y
versus µx/σx , for Gaussian input x , with σx = 512	, and 8-bit mantissas.

For purposes of analysis, it is clear that the floating-point quantizer can be
replaced by a source of additive independent noise with zero mean and mean square
given by Eq. (12.24) or bounded by (12.27).

12.6.2 Input with Triangular Distribution

A similar set of calculations and plots have been made for an input x having a triangu-
lar PDF with variable mean. The results are shown in Figs. 12.23–12.28. Fig. 12.23
shows PDFs of νEXP for various mean values of input x . The amplitude range of x
is ±A + µx . The correlation coefficient between νEXP and x is moderately small for
0 ≤ µx < A, the PDFs of νEXP are close to uniform in that range, and they become
non uniform outside this range.

Thus, the PQN model works well for the exponent quantizer in the range 0 ≤
µx < A. Outside this range, the PQN model begins to break down. This is confirmed
by inspection of the normalized floating-point quantization noise power which has
been calculated and plotted in Fig. 12.25.

The mean of νFL is very close to zero. When normalized with respect to the
mean of x , the relative mean remains less than a few parts per 105 over the range of
input means from 0 < µx < 20A. The correlation coefficient between νFL and x is
of the order of 1% over the same range of input means.

With a triangular input PDF, the floating-point quantizer may be replaced for
purposes of moment analysis by an independent source of additive noise having zero
mean and a mean square given by Eq. (12.24) or otherwise bounded by (12.27).
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Figure 12.22 Noise PDFs for hidden quantizer, Gaussian input PDF with σx = 512	, and
8-bit mantissas, (a) µx = 0; (b) µx = 5σx ; (c) µx = 14.5σx ; (d) µx = 17σx .

12.6.3 Input with Uniform Distribution

A more difficult case is that of input x having a uniform PDF. The abrupt cutoffs
at the edges of this PDF cause the CF of x to have wide “bandwidth.” A study of
the floating-point quantizer having an input of variable mean and a uniform PDF has
been done, and results are shown in Figs. 12.29–12.35. The width of the uniform
PDF is 2A.

Fig. 12.29 gives PDFs of the noise of the exponent quantizer for various mean
values of x . Fig. 12.30 shows the correlation coefficient of νEXP and input x for µx
in the range 0 < µx < 20A. Both the PDFs and the correlation coefficient show that
the PQN model for the exponent quantizer works for a zero-mean input. However,
even with a mean of µx = A, the exponent quantizer’s PQN model begins to break
down. This is confirmed by inspection of Fig. 12.31. The normalized floating-point
quantization noise power is reasonably close to the “magic value” of 0.180 for µx =
0, and this is reasonably so even for µx = A. Beyond that range, the values of
NFPQNP can differ significantly from 0.180, although they are still bounded.

The relative mean of νFL is plotted in Fig. 12.32 versus µx/A. The values are
larger than for the Gaussian and triangular cases, but are still very small, less than 6
parts per 105. The correlation coefficient between νFL and x , shown in Fig. 12.33, is
of the order of 2% or less until µx/A ≈ 6, but then it becomes quite a bit larger. To
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Figure 12.23 PDFs of noise of exponent quantizer, for triangular input PDF, with A =
400	: (a) µx = 0; (b) µx = A; (c) µx = 2A; (d) µx = 2.5A.

explore this, we plotted the correlation coefficient between the hidden quantization
noise ν and the hidden quantizer input y. This is shown in Fig. 12.34. The correlation
coefficient is less than 2% until µx/A ≈ 6. It appears that PQN for the hidden
quantizer is beginning to breakdown when µx/A becomes greater than 6.

PDFs of ν have been plotted to study the break down of PQN, and the results are
shown in Fig. 12.35. The PDFs are perfectly uniform or close to uniform, but irreg-
ularities appear for µx/A higher than 6. The correlation coefficients ρν,y and ρνFL,x
also indicate PQN break down for µx/A greater than 6. By increasing the number
of mantissa bits by a few, these breakdown indicators, which are slight, disappear
altogether.

For purposes of moment analysis, the floating-point quantizer can be replaced
by a source of additive zero-mean independent noise whose mean square is given by
Eq. (12.24) or is bounded by (12.27). One must be sure, however, that the mantissa
has enough bits to allow the PQN model to apply to the hidden quantizer. Then νFL

is uncorrelated with x , and the quantizer replacement with additive noise is justified.
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Figure 12.24 Correlation coefficient between νEXP and x versus µx/A, for triangular input
PDF with A = 400	.
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Figure 12.25 Normalized floating-point quantization noise power (NFPQNP) versus
µx/A, for triangular input PDF with A = 400	, and 8-bit mantissas.
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Figure 12.26 Relative mean of the floating-point noise: µνFL/µx versus µx/A, for trian-
gular input PDF with A = 400	, and 8-bit mantissas.
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Figure 12.27 Correlation coefficient of floating-point quantization noise and input x :
ρνFL,x versus µx/A, for triangular input PDF with A = 400	, and 8-bit mantissas.
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Figure 12.28 Correlation coefficient of the hidden quantization noise and input y: ρν,y
versus µx/A, for triangular input PDF with A = 500	, and 8-bit mantissas.

12.6.4 Sinusoidal Input

The PDF of the sinusoidal input, like the uniform PDF, has abrupt cutoff at its edges.
Its shape is even worse than that of the uniform PDF from the point of view of
satisfying conditions for PQN. Results of a study of a floating-point quantizer with
a sinusoidal input and a variable mean are shown in Figs. 12.36–12.42. The zero-to-
peak amplitude of the sinusoidal input is A.

Fig. 12.36 gives PDFs of the noise of the exponent quantizer for various mean
values of x . None of these PDFs suggest PQN conditions for the exponent quantizer,
even whenµx = 0. This is testimony to the difficulty of satisfying PQN condition for
the case of the sinusoidal input. Fig. 12.37 shows the correlation coefficient between
νEXP and input x for various values of the input mean µx . The correlation coefficient
is most often very far from zero, further indicating that PQN conditions are not met
for the exponent quantizer. Accordingly, it will not be possible to get an accurate
value of E{ν2

FL} from Eq. (12.34), but it will be possible to bound E{ν2
FL} by using

(12.36).
Fig. 12.38(a) shows the normalized floating-point quantization noise power for

a variety of input mean values. The mantissa has p = 8 bits. As long as PQN
is satisfied for the hidden quantizer, the normalized quantization noise power stays
within the bounds. This seems to be the case. With the mantissa length doubled
to p = 16 bits, the normalized floating-point noise power measurements, plotted in
Fig. 12.38(b), came out the same. PQN is surely satisfied for the hidden quantizer
when given such a long mantissa. More evidence will follow.
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Figure 12.29 PDFs of noise of exponent quantizer, for uniform input PDF with A =
400	: (a) µx = 0; (b) µx = 1.5A; (c) µx = 2.5A; (d) µx = 4A.
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Figure 12.30 Correlation coefficient between νEXP and x versus µx/A, for uniform input
PDF with A = 400	.
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Figure 12.31 Normalized floating-point quantization noise power (NFPQNP) versus
µx/A, for uniform input PDF with A = 400	 and 8-bit mantissas.
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Figure 12.32 Relative mean of the floating-point noise: µνFL/µx versus µx/A, for uni-
form input PDF with A = 400	 and 8-bit mantissas.
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Figure 12.33 Correlation coefficient of floating-point quantization noise and input x :
ρνFL,x versus µx/A, for uniform input PDF with A = 400	 and 8-bit mantissas.
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Figure 12.34 Correlation coefficient of hidden quantization noise ν and hidden quantizer
input y: ρν,y versus µx/A, for uniform input PDF with A = 400	 and 8-bit mantissas.
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Figure 12.35 Noise PDFs for hidden quantizer, uniform input PDF with A = 200	, 8-bit
mantissas, (a) µx = 0; (b) µx = 10A; (c) µx = 15A; (d) µx = 16A.
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Figure 12.36 PDFs of noise of the exponent quantizer, for sinusoidal input with A =
400	: (a) µx = 0; (b) µx = A; (c) µx = 2A; (d) µx = 4A.
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Figure 12.37 Correlation coefficient between νEXP and x versus µx/A, for sinusoidal
input, A = 400	.

The relative mean of νFL with an 8-bit mantissa is plotted in Fig. 12.39(a) for a
variety of input mean values. The relative mean is very small, a few parts in 10 000
at worst. The mean of νFL being close to zero is consistent with PQN being satisfied
for the hidden quantizer. Doubling the length of the mantissa to 16 bits, the relative
mean, plotted in Fig. 12.39(b), becomes very very small, a few parts in 10 000 000,
for a range of input mean values.

Fig. 12.40 shows the correlation coefficient of νFL and x for various mean val-
ues of x . Fig. 12.40(a) corresponds to p = 8 bits. The correlation coefficient is
highly variable as µx is varied, and at worst could be as high as 25%. As such, one
could not replace the floating-point quantizer with a source of additive independent
noise. PQN for the hidden quantizer fails. So the correlation coefficient was re-
evaluated with a 16-bit mantissa, and the result, shown in Fig. 12.40(b), indicates a
corresponding worst-case correlation coefficient of the order of 1%. With this man-
tissa, it seems reasonable that one could replace the floating-point quantizer with a
source of additive independent noise. The resulting analysis would be a very good
approximation to the truth. PQN for the hidden quantizer is a good approximation.

Fig. 12.41 shows correlation coefficients between the hidden quantization noise
and the hidden quantizer input for various values of µx . These figures are very
similar to Figs. 12.40(a)-(b), respectively. Relationships between ρνFL,x and ρν,y
will be discussed below.

One final check will be made on the PQN hypothesis for the hidden quantizer.
Fig. 12.42 shows the PDF of ν for the hidden quantizer for various values of input
mean. These PDFs are not quite uniform, and in some cases they are far from uni-
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Figure 12.38 Normalized floating-point quantization noise power (NFPQNP) vs. µx/A,
for a sinusoidal input with A = 400	: (a) 8-bit mantissa; (b) 16-bit mantissa.
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Figure 12.39 Relative mean of the floating-point noise, νFL/µx versus µx/A, for sinu-
soidal input with A = 400	: (a) 8-bit mantissa; (b) 16-bit mantissa.
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Figure 12.40 Correlation coefficient of floating-point quantization noise and input x ,
ρνFL,x versus µx/A for sinusoidal input, with A = 400	: (a) 8-bit mantissa; (b) 16-bit
mantissa.
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Figure 12.41 Correlation coefficient of hidden quantization noise ν and hidden quantizer
input y, ρν,y versus µx/A for sinusoidal input with A = 400	: (a) 8-bit mantissa; (b) 16-
bit mantissa.
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Figure 12.42 Noise PDFs for the hidden quantizer, sinusoidal input, A = 400	, 8-bit
mantissas: (a) µx = 0; (b) µx = 1.75A; (c) µx = 6.5A; (d) µx = 12A.
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Figure 12.43 Noise PDFs for the hidden quantizer, sinusoidal input, A = 400	, 16-bit
mantissas: (a) µx = 0; (b) µx = 1.75A; (c) µx = 9.5A; (d) µx = 12A.

form. PQN is not really satisfied. Fig. 12.43 shows PDFs of ν with a 16-bit mantissa.
These PDFs are almost perfectly uniform, and it is safe to say that the PQN hypoth-
esis for the hidden quantizer is very close to being perfectly true. Using it will give
excellent analytical results.

12.7 A FLOATING-POINT PQN MODEL

When the hidden quantizer behaves in accord with a PQN model, the floating-point
quantization noise νFL has zero mean, zero crosscorrelation between νFL and x , and
a mean square value bounded by Eq. (12.27). For purposes of analysis, the floating-
point quantizer can be replaced by a source of additive noise, i.e. floating-point PQN.
This comprises a PQN model for the floating-point quantizer.

When the input x is zero-mean Gaussian, the mean square of νFL is given by
Eq. (12.24). The normalized floating-point quantization noise power (NFPQNP),
defined by Eq. (12.35), is equal to the “magic number” 0.180. When the input x
is distributed according to either zero-mean triangular, zero-mean uniform, or zero-
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mean sinusoidal, the NFPQNP is close to 0.180. For other cases, as long as the
floating-point PQN model applies, the NFPQNP is bounded by

1/12 ≤ NFPQNP ≤ 1/3 . (12.37)

Comparing the PQN model for floating-point quantization with that for uniform
quantization, two major differences are apparent: (a) With floating-point quantiza-
tion, νFL has a skyscraper PDF, while with uniform quantization, ν has a uniform
PDF. Both PDFs have zero mean. (b) With floating-point quantization, E{ν2

FL} is pro-
portional to E{x2}, while with uniform quantization, E{ν2} = q2/12, which is fixed.
Both νFL and ν are deterministically related to their respective quantizer inputs, but
they are both uncorrelated with these inputs. The fact that the quantization noises
are uncorrelated with the quantizer inputs allows the quantizers to be replaced with
additive PQN for purposes of calculating moments such as means, mean squares,
correlation coefficients, and correlation functions.

12.8 SUMMARY

By modeling the floating-point quantizer as a compressor followed by a uniform
quantizer followed by an expander, we have been able to analyze the quantization
noise of the floating-point quantizer. Quantizing theorems, when satisfied, allow the
use of a PQN model. When conditions for the PQN model are met, floating-point
quantization noise has zero mean and it is uncorrelated with the input to the floating-
point quantizer. Its mean square value is bounded by

1

12
· 2−2p · E{x2} ≤ E{ν2

FL} ≤ 1

3
· 2−2p · E{x2} . (12.27)

When, in addition, PQN conditions are met for the “exponent quantization”

Q1
(

log2(|x |/	)+ 0.5
)
,

the actual mean square of the floating-point quantization noise is given by

E{ν2
FL} = 0.180 · 2−2p · E{x2} . (12.24)

When the input signal to a floating-point quantizer occupies a range of values so that
the quantizer is neither underloaded or overloaded, PQN conditions are almost al-
ways met very closely. The bounds (12.27) will therefore apply. When the mantissa
is sufficiently long, for example 16 bits or more, the exponent quantization condition
will be almost always met very closely, and equation (12.24) will closely approxi-
mate E{ν2

FL}.
The signal-to-noise ratio of the floating-point quantizer is defined by

SNR
	= E{x2}

E{ν2
FL}
. (12.28)
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When the bounds (12.27) apply, the SNR is bounded by

12 · 22p ≥ SNR ≥ 3 · 22p . (12.31)

When the more exact equation (12.24) applies, the SNR is given by

SNR = 5.55 · 22p . (12.29)

12.9 EXERCISES

12.1 Two floating-point numbers are added. The first one is approximately 2, the other one is
approximately 1. What is the probability that before roundoff for storage the fractional
part of the sum exactly equals 0.5 times the least significant bit (LSB)? What is the
probability of this when both numbers are approximately equal to 1.5?

12.2 For zero-mean Gaussian noise with σ = 12.5	 applied to the input of the floating-
point quantizer with an 8-bit mantissa (see page 343), determine numerically

(a) the PDF of y,

(b) the PDF of ν,

(c) the variance of ν,

(d) the correlation coefficient of y and ν,

(e) from the results of (b)–(d), does the PQN model apply to the hidden quantizer?

12.3 Verify the results of Exercise 12.2 by Monte Carlo.

12.4 For zero-mean Gaussian noise with σ = 12.5	 applied to the input of the floating-
point quantizer with an 8-bit mantissa, determine numerically

(a) the PDF of νFL,

(b) the PDF of νEXP.

Do these correspond to PQN?

12.5 Verify the results of Exercise 12.4 by Monte Carlo.

12.6 Repeat Exercise 12.2 with µ = 15	.

12.7 Verify the results of Exercise 12.6 by Monte Carlo.

12.8 Repeat Exercise 12.4 with µ = 150	.

12.9 Verify the results of Exercise 12.8 by Monte Carlo.

12.10 Is it possible that the distribution of νFL is uniform, if x extends to more than one linear
section of the compressor (that is, its range includes at least one corner point of the
piecewise linear compressor)? If yes, give an example.

Is it possible that both x and νFL have uniform distributions at the same time ?

12.11 How large is the power of νFL when an input with normal distribution having parameters
µ = 2p+1 and σ = 2p+3 is applied to a floating-point quantizer with 6-bit mantissa
(p = 6)? Determine this theoretically. Verify the result by Monte Carlo.
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12.12 The independent random variables x1 and x2 both are uniformly distributed in the in-
terval (1,2). They are multiplied together and quantized. Determine a continuous ap-
proximation of the distribution of the mantissa in the floating-point representation of
the product x1x2. Note: this non-uniform distribution illustrates why the distribution
of mantissas of floating-point calculation results usually cannot be accurately modeled
by uniform distribution.





Chapter 13

More on Floating-Point
Quantization

Chapter 12 introduced the idea of floating-point quantization and developed ana-
lytical techniques for the study of floating-point quantization noise. The methods
developed in previous chapters for the analysis of uniform quantization have been
extended to apply to the more complicated floating-point case. We have found that
when a floating-point PQN model applies, the quantization noise is uncorrelated with
the signal being quantized, and has a mean square which is predictable and propor-
tional to the mean square of the quantizer input.

This chapter develops further analytical techniques for floating-point quantiza-
tion noise, and goes deeper into the subject.

13.1 SMALL DEVIATIONS FROM THE FLOATING-POINT
PQN MODEL

If the PQN model for the hidden quantizer is close to being true, but not quite perfect,
it is possible that ν will have a small mean value, that E{ν · y} will have a value not
exactly zero, and that E{ν2} will be somewhat different from q2/12. These deviations
will cause deviations in E{νFL},E{ν2

FL}, and in E{νFL · x}.
Suppose that input x has a bias µx , and that this causes a small bias to develop

in ν equal to µν . The question is, what bias in νFL will there be as a result? Using
Eq. (12.17),

E{νFL} = E

{√
2(ν)

|x |
	

2νEXP

}
=

√
2E{ν}E

{ |x |
	

2νEXP

}
=

√
2µνE

{ |x |
	

2νEXP

}
. (13.1)
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The expectation is factorable since ν and x are, from the standpoint of moments,
basically independent. Since |νEXP| ≤ 0.5, the magnitude of the mean of νFL can be
bounded by

∣∣E{νFL}
∣∣ ≤ 2 |µν | E

{ |x |
	

}
. (13.2)

This can be written as

|E{νFL}| ≤ 2

∣∣∣∣µνq
∣∣∣∣ · q

	
· E{|x |}, or

|E{νFL}| ≤ 2

∣∣∣∣µνq
∣∣∣∣ (2−p)E{|x |} . (13.3)

The case of interest is where x has a nonzero mean value. Dividing by
∣∣E{x}

∣∣ yields∣∣∣∣E{νFL}
E{x}

∣∣∣∣ ≤ 2

∣∣∣∣µνq
∣∣∣∣ 2−p E{|x |}

|E{x}| . (13.4)

If the positive or the negative size of the PDF dominates, that is, x is mostly positive
or mostly negative, e.g.

∣∣E{x}
∣∣ ≥ σx , then E{|x |}/|E{x}| ≈ 1. Assuming this to be

the case, ∣∣∣∣E{νFL}
E{x}

∣∣∣∣ ≤ 2

∣∣∣∣µνq
∣∣∣∣ (2−p) . (13.5)

Since PQN applies approximately to the hidden quantizer, |µν/q| will be very small
and |E{νFL}/E{x}| will be even smaller. If for example the mean of the input is suf-
ficient to cause |µν/q| to be 10−3, and the mantissa has 8 bits, the relative mean of
the floating-point quantization noise will be of the order of 2 · 10−3 · 2−8 ≈ 10−5.
These numbers have been checked and are quite reasonable for Gaussian inputs. Re-
lation (13.3) will work for any PDF of x , as long as PQN for the hidden quantizer is
approximately correct. Relation (13.5) will work if, in addition, E{|x |}/

∣∣E{x}
∣∣ ≈ 1.

The effect of a small bias in ν upon E{ν2
FL} will be determined next. We begin

by noting that

E{ν2} = q2

12
+ µ2

ν . (13.6)

Combining Eq. (13.6) and Eq. (12.18), we have

E{ν2
FL} = 2

(
q2

12
+ µ2

ν

)
E

{(
x2

	2

)
22νEXP

}
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= 2 · q2

	2
·
(

1

12
+
(
µν

q

)2
)

E{x2 · 22νEXP} . (13.7)

A small value of |µν/q| has a second-order effect on E{ν2
FL}, and this is negligible.

Therefore the value of E{ν2
FL} is unaffected by a small bias in ν.

The effect of a small value of |µν/q| on the correlation between νFL and x will
be calculated next. Referring to Eqs. (12.1) and (12.17), we have

E{νFL · x} = E

{√
2ν · |x |

	

(
2νEXP

)
x

}
=

√
2E{ν}E

{
x |x |
	

(
2νEXP

)}
=

√
2

(
µν

q

)( q

	

)
E
{

x |x | (2νEXP
)}

=
√

2

(
µν

q

) (
2−p)E

{
x |x | · 2νEXP

}
. (13.8)

The expectation of the product of x and |x | can be bounded:

−E{x2} ≤ E{x |x |} ≤ E{x2} . (13.9)

Now,
∣∣E{νFL · x}

∣∣ can be bounded. Using the largest value of 2νEXP =
√

2, we have∣∣E{νFL · x}
∣∣ ≤ 2

∣∣∣∣µνq
∣∣∣∣ 2−pE{x2} (13.10)

or ∣∣E{νFL · x}
∣∣

E{x2} ≤ 2

∣∣∣∣µνq
∣∣∣∣ 2−p . (13.11)

The correlation coefficient between νFL and x is

ρνFL,x
	= E{νFL · x} − µνFL · µx√

(E{ν2
FL} − µ2

νFL
)(E{x2} − µ2

x )

. (13.12)

We know that µνFL is very small. Assume for simplicity that µx is small. The
correlation coefficient can be approximated by

ρνFL,x ≈ E{νFL · x}√
E{ν2

FL}E{x2}
. (13.13)

Combining Eqs. (13.11) and (13.13), the magnitude of the correlation coefficient can
be bounded as follows.
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|ρνFL,x | ≤ 2

∣∣∣∣µνq
∣∣∣∣ 2−p

√
E{x2}√
E{ν2

FL}
. (13.14)

Now from Eq. (12.19) we obtain√
E{x2}
E{ν2

FL}
≤ 	√

E{ν2}
=

√
12

(
	

q

)
. (13.15)

Using Eq. (13.15) with Eq. (13.14), we can bound the magnitude of the correlation
coefficient by

|ρνFL,x | ≤ 4
√

3

∣∣∣∣µνq
∣∣∣∣ . (13.16)

Although this is not a tight bound, it does give reasonable numbers. For example,
with |µν/q| approximately equal to 10−3, this bound is about 0.7%.

Now we are interested in finding the effects upon E{νFL},E{ν2
FL}, and E{νFL · x}

due to small deviations in E{ν2} from q2/12. Eq. (13.1) is an expression for E{νFL}.
This depends upon E{ν} = µν , and not on E{ν2}. Therefore small changes in E{ν2}
will have no effect upon E{νFL}.

Eq. (12.18) is an expression for E{ν2
FL}. This can be written as

E{ν2
FL} = 2

(
q2

12

)
E

{(
x2

	2

)
22νEXP

}
. (13.17)

Any deviation of E{ν2} from q2/12 will directly affect E{ν2
FL}. For example, a 5%

deviation in q2/12 will cause a 5% deviation in E{ν2
FL}. And so forth.

Eq. (13.8) is an expression for E{νFL · x}. This correlation depends only on
µν = E{ν}, and does not depend on E{ν2}. Therefore, small deviations in E{ν2}
from q2/12 will have no effect on E{νFL · x}.

Next, we should find the effects of deviations in E{ν · y} from the value zero
upon E{νFL},E{ν2

FL}, and E{νFL · x}. To explore this, we will need an expression for
νFL as a function of ν and y. Refer to Eq. (12.6).

νFL = ν
(

dx ′

dy′

)
y=y′

= ν
(

2
Q1

(
2 |y|
	

− 1
2

))
. (13.18)

The derivative of the expander can be verified by inspection of Fig. 12.8.
The expected value of νFL can be expressed as
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E{νFL} = E

{
ν

(
2

Q1

(
2 |y|
	

− 1
2

))}
. (13.19)

From this relation, one can conclude that if there is some correlation between ν and
y, this may have an effect on E{νFL}. It would be very hard to predict the effect,
however.

The mean square of νFL can be expressed as

E{ν2
FL} = E

{
ν22

2Q1

(
2 |y|
	

− 1
2

)}
. (13.20)

From this one can see that crosscorrelation between ν and y might have an effect on
E{ν2

FL}, but that it would be very difficult to find the effect.
The crosscorrelation E{νFL · x} can be written as

E{νFL · x} = E

{
x · ν · 2

Q1

(
2 |y|
	

− 1
2

)}
. (13.21)

If there were a small correlation between ν and y, this could have an effect on
E{νFL · x}, but once again this would be very hard to evaluate. It is interesting to note
however that when the correlation coefficient ρν,y was plotted in Figs. 12.21, 12.28,
12.34, and 12.41 for Gaussian, triangular, uniform, and sinusoidal input PDFs with
various mean values, and plots were made for ρνFL,x in Figs. 12.20, 12.27, 12.33, and
12.40, the corresponding plots were almost identical. What this tells us is that ρνFL,x
is almost always equal to ρν,y under a very wide range of conditions. This seems to
be true, but it is hard to prove this starting with Eq. (13.21).

13.2 QUANTIZATION OF SMALL INPUT SIGNALS WITH
HIGH BIAS

Sometimes, input signals might contain small dynamic components on top of large
mean values. The dynamic components may be the most useful parts of the input,
containing the information signal. With inputs of this kind, the floating-point quan-
tizer behaves very much like a uniform quantizer whose quantum step size corre-
sponds to that of the floating-point quantizer when biased in the vicinity of the input
mean.

For illustrative purposes, let the mantissa of the floating-point quantizer have 8
bits. Let the input be Gaussian, with mean equal to µx = 50	, and σx = 	/4. The
input mean has a value between 32	 and 64	. We need to calculate the step size in
that range.

Refer to Fig. 12.3 for aid in visualization. In the range from 0 to 	, the step
size is q. From 	 to 2	, the step size is 2q. And so forth. In the range from 32	 to
64	, the step size is 64q. Now since the mantissa has 8 bits, we can relate q to 	 as
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q = 2−p	 = 2−8	 . (13.22)

The step size, 64q, is therefore equal to 1
4	.

The dynamic Gaussian input component was chosen with σx = 1
4	. Therefore,

in the range of the input bias, the floating-point quantizer has a step size equal to the
standard deviation of the Gaussian component. We know from study of uniform
quantization that the PQN model is almost perfect under these circumstances.1

Therefore, the mean of νFL is essentially zero, and its mean square is

E{ν2
FL} =

(
1

12

)(
1

4
	

)2

= 	2/192 . (13.23)

The total mean square of the input x is

E{x2} = (50	)2 + σ 2
x

= (50	)2 +
(

1

4
	

)2

≈ 2500	2 . (13.24)

The signal-to-noise ratio is therefore

SNR ≈ 2500	2

	2/192
= 480 000 . (13.25)

This is the SNR of the entire input signal, when the dynamic component and the bias
are all of interest.

If only the dynamic component of the input is of interest, its mean square is
σ 2

x = (1
4	)

2. The SNR for the Gaussian component is therefore

SNR =
1
16	

2

	2/192
= 12 . (13.26)

This is a very poor SNR. The Gaussian signal will experience severe distortion.
It is interesting to note that when ν obeys a PQN model, as is the case here,

the SNR of the entire input signal is approximated by Eq. (12.29) and is bounded by
Eq. (12.31). Using Eq. (12.31),

12 · 22p ≥ SNR ≥ 3 · 22p

1The PQN model works well for this example. But if on the other hand the bias were four times
larger or more, the step size would be four times larger or more, and the PQN model would break down.
If the small input signal were non-Gaussian yet had the same σx as this example, and the bias were the
same as for this example, the PQN model might once again break down.
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12 · 216 ≥ SNR ≥ 3 · 216

786 000 ≥ SNR ≥ 197 000 . (13.27)

We may note that the SNR for the total input, given by Eq. (13.25), falls within the
bounds, as it should.

There is a lesson to be learned from this example: The theoretical SNR for
an 8-bit floating-point quantizer is bounded between 197 000 and 786 000. When
using this quantizer with a small Gaussian input signal riding on top of a large input
bias, the SNR is 12 for the Gaussian component. It would be a great disappointment
to expect an SNR of the order of a half million, and find that the actual SNR is
12. Floating-point quantization is not a panacea. One could have trouble with it,
especially when the signal sits on top of a large bias. Something like this could occur
in digital music recording, when a small high-frequency tone is superposed on top of
a very large, very low frequency tone. One must be careful. It may be noted that this
kind of trouble would not occur with uniform quantization.

13.3 FLOATING-POINT QUANTIZATION OF TWO OR MORE
VARIABLES

When quantizing two or more variables that are correlated with each other, we are
concerned with the correlations between the respective quantization noises. For sim-
plicity, assume that all of the variables are quantized by identical floating-point quan-
tizers.

Let two variables, x1 and x2, be quantized. We can express the crosscorrelation
between their respective quantization noises by making use of Eq. (12.17).

E{νFL1 · νFL2} = E

{(√
2
)2
ν1

|x1|
	
ν2

|x2|
	

2νEXP1+νEXP2

}
. (13.28)

If we assume that the hidden quantization noises ν1 and ν2 obey a 2-variable PQN
model, then ν1 and ν2 will have zero means and will be uncorrelated with each other
and with their respective inputs, x1 and x2. From the point of view of moment calcu-
lations, ν1 and x1 can be treated as if they are independent of each other. The same
with ν2 and x2. The noises ν1 and ν2 may be treated as independent of each other,
while x1 and x2 are correlated with each other. Accordingly, Eq. (13.28) becomes

E{νFL1 · νFL2} = 2

(
1

	2

)
E{ν1}E{ν2}E{|x1||x2|2νEXP1+νEXP2 } . (13.29)

Since E{ν1} = 0, and E{ν2} = 0, νFL1 and νFL2 will be mutually orthogonal and
since their means are zero, they will be uncorrelated. The same arguments can be
generalized for the quantization of more than two variables.
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Although the quantization noises will be essentially uncorrelated in most cases,
it is possible that ν1 and ν2 could be correlated and as such νFL1 and νFL2 would be
correlated. It would be useful to express the correlation coefficient of νFL1 and νFL2

in terms of the correlation coefficient of ν1 and ν2.
Assume that the hidden quantization noises ν1 and ν2 individually satisfy one-

variable PQN models, but that the two-variable PQN model does not exactly apply
to ν1 and ν2 jointly, since ν1 and ν2 are correlated with each other. For this situation,
we assume that Eq. (13.28) can be approximated by

E{νFL1 · νFL2} = 2

(
1

	2

)
E{ν1 · ν2}E{|x1||x2|2νEXP1+νEXP2 } . (13.30)

Since E{νFL1} = E{νFL2} = 0, and since E{ν1} = E{ν2} = 0, the correlation coeffi-
cient of νFL1 and νFL2 is

ρνFL1 ,νFL2
= E{νFL1 · νFL2}√

E{ν2
FL1

}E{ν2
FL2

}
, (13.31)

and the correlation coefficient of ν1 and ν2 is

ρν1,ν2 = E{ν1 · ν2}√
E{ν2

1}E{ν2
2}
. (13.32)

Combining Eq. (13.30), Eq. (13.31), and Eq. (13.32), we obtain

ρνFL1 ,νFL2
=

2 · 1

	2
ρν1,ν2

√
E{ν2

1}E{ν2
2}E{|x1||x2|2νEXP1+νEXP2 }√

E{ν2
FL1

}E{ν2
FL2

}
. (13.33)

Expressing E{ν2
FL1

} and E{ν2
FL2

} in accord with Eq. (12.18), we can simplify Eq. (13.33):

ρνFL1 ,νFL2
= ρν1,ν2

⎛⎝ E{|x1||x2|2νEXP1+νEXP2 }√
E{x2

1 · 22νEXP1 }E{x2
2 · 22νEXP2 }

⎞⎠ . (13.34)

Since the right-hand factor is always positive, ρνFL1 ,νFL2
will always have the same

sign as ρν1,ν2 .
We can bound |ρνFL1 ,νFL2

| by making use of the bounds 1√
2

≤ 2νEXP1 ≤
√

2,

and 1
2 ≤ 22νEXP2 ≤ 2. Accordingly,
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|ρν1,ν2 |
1

4
E{|x1||x2|}√
E{x2

1}E{x2
2}

≤ |ρνFL1 ,νFL2
| ≤ |ρν1,ν2 |

4E{|x1||x2|}√
E{x2

1}E{x2
2}
. (13.35)

Significant correlations will develop in ν1 and ν2 only if x1 ≈ ±x2, so we will
assume that this is the case. As such, E{x2

1} ≈ E{x2
2}. The bounds of Eq. (13.35) can

now be simplified:

1

4
|ρν1,ν2 | ≤ |ρνFL1 ,νFL2

| ≤ 4|ρν1,ν2 | . (13.36)

When the two variables x1 and x2 are identical, ρx1,x2 = 1. It is obvious that the
two quantization noises νFL1 and νFL2 will be identical and so ρνFL1 ,νFL2

= 1. On
the other hand, when x1 and x2 are uncorrelated, ρx1,x2 = 0. Then, ρν1,ν2 = 0 and
ρνFL1 ,νFL2

= 0.
Making use of (13.34), we can plot the correlation coefficient of the floating-

point noises ρνFL1 ,νFL2
versus the correlation coefficient of the inputs ρx1,x2 . Let the

inputs x1 and x2 be zero mean Gaussian. Let the mantissa have 4 bits. It is clear
from the plot of Fig. 13.1 that ρx1,x2 must be almost 1 before ρνFL1 ,νFL2

has any value
significantly greater than zero. The noises νFL1 and νFL2 are basically uncorrelated
with each other, even though the quantizer inputs x1 and x2 may be highly correlated
with each other. To watch ρνFL1 ,νFL2

rise up from zero, it is necessary to “zoom-in”
on the most right-hand part of the curve. This is done in Fig. 13.2. It can be seen
that ρx1,x2 needs to have the extremely high value of 0.9975 in order for ρνFL1 ,νFL2

to
reach the tiny value of 0.05. A corresponding curve of ρν1,ν2 versus ρx1,x2 is plotted
in Fig. 13.3. Notice the similarities in these curves, and notice that they are related
by the bounds of Eq. (13.36).
In both Figs. 13.2 and 13.3 a value is marked by a vertical dotted line. This corre-
sponds to the ρx1,x2 value for which ρνFL1,νFL2 begins to rise to a noticeable level,
roughly in the range from 5% to 10%. The dotted line was determined from an
approximate expression that we will derive here.

Let us investigate the case when x1 and x2 are highly correlated almost identical
zero-mean Gaussian variables. Let us represent them as

x1 = x0 + x̆1 ,

x2 = x0 + x̆2 ,
(13.37)

where x0, x̆1 and x̆2 are independent, zero-mean Gaussian variables, and

var{x̆1} = var{x̆2} � var{x0} . (13.38)

With these conditions, the correlation coefficient of x1 and x2 can be expressed as
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Figure 13.1 ρνFL1 ,νFL2
versus ρx1,x2 for zero-mean Gaussian inputs. 4-bit mantissa,

σx = 128	.
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Figure 13.2 ρνFL1 ,νFL2
versus ρx1,x2 for zero-mean Gaussian inputs. 4-bit mantissa,

σx = 128	.
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Figure 13.3 ρν1,ν2 versus ρx1,x2 for zero-mean Gaussian inputs. 4-bit mantissa,
σx = 128	.

ρx1,x2 = E{x1x2}√
E{x2

1}E{x2
2}

= E{x2
0}

E{x2
0} + E{x̆2

1}

≈ 1 − E{x̆2
1}

E{x2
0} = 1 −

σ 2
x̆1

σ 2
x0

. (13.39)

Controlling the amplitude of the small additive Gaussian variables x̆1 and x̆2 allows
precise control of the ratio σ 2

x̆1
/σ 2

x0
, which in turn allows precise control of ρx1,x2 ,

even when this correlation coefficient is very close to one. From Eq. (13.39), the
ratio of the standard deviations can be expressed as

σx̆1

σx0

≈
√

1 − ρx1,x2 . (13.40)

Let us assume now that x0 is in the range 2k−1	 < x0 < 2k	. The derivative
of the compressor characteristic is 2−k in this range, therefore

y1 = y0 + 2−k x̆1, y2 = y0 + 2−k x̆2 , (13.41)

where y0 is the value of y that would be obtained if x0 alone were applied to the
piecewise linear compressor (see Fig. 12.7). For the above range of x0, the value of
y0 is in the range k

2	 < y0 <
k+1

2 	. The hidden quantizer has 2p−1 steps in this
range.
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The correlation between ν1 and ν2 will be small when the standard deviation of the
difference between y1 and y2 is not too small compared to the step size of the hidden
quantizer. Let this standard deviation be conditioned by

std{y2 − y1} > 0.5

(
	

2p

)
, (13.42)

with
std{y2 − y1} =

√
2σy̆1 = 2−k+0.5σx̆1 . (13.43)

Condition (13.42) is usually amply fulfilled in practice, but can be violated for large
k values.

When σx̆ is large compared to the quantum step size q, the correlation between
ν1 and ν2 will be small. By increasing σx̆ from zero, the correlation between ν1 and
ν2 will at some point begin to drop. If we can determine when this happens, we have
a condition of uncorrelatedness related to a minimum value of σx̆ .

For the sake of simplicity, let us assume that the PDF of the zero-mean Gaussian
variable x0 extends approximately to the value 2kN	. Accordingly,

2σx0 = 2kN	 . (13.44)

By substituting 	 = σx0/2
kN −1 into (13.42), we obtain the condition

2−kN +0.5σx̆1 > 0.5
σx0

2kN 2p−1
, (13.45)

or

σx̆1

σx0

> 2−(p+0.5) . (13.46)

Combining this with (13.40), the condition for uncorrelatedness of ν1 and ν2 that we
are seeking is

ρx1,x2 < 1 − 2−(2p+1) . (13.47)

This is a remarkably simple expression. When it is fulfilled, the quantization noises
of the hidden quantizer will be essentially uncorrelated. We derived it for a Gaussian
input, but we did not really use the Gaussian properties, except that P(|x | < 2σx ) ≈
1, so we may expect condition (13.47) to work for any other signal which can be
represented with a perturbation model like (13.37).

We have obtained a condition for uncorrelatedness of the hidden quantizer noise
samples, but we are interested in the correlation of the floating-point quantization
noise. It is very reasonable to assume that for uncorrelated ν1 and ν2, the floating-
point noises νFL1 and νFL2 will also be uncorrelated. This is supported by the expres-
sions Eq. (13.34) and Eq. (13.36).
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Figure 13.4 ρνFL1 ,νFL2
versus ρx1,x2 for zero-mean Gaussian inputs. 8-bit mantissa,

σx = 128	.

Condition (13.47) is verified for Gaussian inputs in Figs. 13.2, 13.3, 13.4, and
13.5 (it is marked as a vertical dotted line). This condition is also verified for sinu-
soidal inputs in Figs. 13.7 and 13.9. The slight difference between the behavior of
ρν1,ν2 and ρνFL1 ,νFL2

(see Figs. 13.9 and 13.10) is discussed in Section 13.3.1.
With an 8-bit mantissa, an even higher correlation between x1 and x2 is needed

than with a 4-bit mantissa before correlation develops in νFL1 and νFL2 . Fig. 13.4
illustrates this. With a 16-bit mantissa, the correlation coefficient between x1 and x2
needs to be 0.999 999 999 85 before 5% correlation develops between νFL1 and νFL2 .
See Fig. 13.5.

With a zero-mean sinusoidal signal sampled with a period which is very small
compared to the period of the sinusoid, adjacent sample pairs can comprise the inputs
x1 and x2. Fig. 13.6 shows ρνFL1 ,νFL2

versus ρx1,x2 with an 8-bit mantissa. The scale
for ρx1,x2 runs between 0.98 and 1. Fig. 13.7 zooms in with a scale from 0.99985
to 1. These plots show that ρνFL1 ,νFL2

can vary between 3 to 7% before the final
rise toward 100% that occurs when ρx1,x2 reaches 0.99999. With a 16-bit mantissa,
Fig. 13.8 shows ρνFL1 ,νFL2

versus ρx1,x2 with a scale for ρx1,x2 ranging from 0.999 999
to 1. Fig. 13.9 zooms in with a scale from 0.999 999 998 to 1. These plots show that
ρνFL1 ,νFL2

can vary between 1–5% before the final rise toward 100%. Corresponding
to Fig. 13.9 is the plot of Fig. 13.10, which shows ρν1,ν2 versus ρx1,x2 . These curves
are once again related by the bounds of Eq. (13.36).

Although the inputs to the floating-point quantizer may be extremely highly
correlated, the quantization noises are generally highly uncorrelated. If a sampled
signal is the input to a floating-point quantizer, the quantization noise will be essen-
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Figure 13.5 ρνFL1 ,νFL2
versus ρx1,x2 for zero-mean Gaussian inputs. 16-bit mantissa,

σx = 128	.
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Figure 13.6 ρνFL1 ,νFL2
versus ρx1,x2 for zero-mean sinusoidal inputs. 8-bit mantissa,

A = 50	.
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Figure 13.7 ρνFL1 ,νFL2
versus ρx1,x2 for zero-mean sinusoidal inputs. 8-bit mantissa,

A = 50	.
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Figure 13.8 ρνFL1 ,νFL2
versus ρx1,x2 for zero-mean sinusoidal inputs. 16-bit mantissa,

A = 50	.
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Figure 13.9 ρνFL1 ,νFL2
versus ρx1,x2 for zero-mean sinusoidal inputs. 16-bit mantissa,

A = 50	.
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Figure 13.10 ρν1,ν2 versus ρx1,x2 for zero-mean sinusoidal inputs. 16-bit mantissa,
A = 50	.
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(a) (b) (c)

Figure 13.11 Illustration of the sampled autocorrelation function of the floating-point
quantization error with a sinusoidal input: (a) Autocorrelation function of a sinusoidal
signal; (b) Autocorrelation function of the floating-point quantization noise, with 16-bit
mantissa. Ratio of sampling frequency to signal frequency cannot be expressed by ratio of
small integers; (c) Autocorrelation function of the floating-point quantization noise, with
16-bit mantissa. Ratio of sampling frequency to signal frequency is exactly equal to 200.

tially uncorrelated over time, i.e., essentially white. For this to be true however, the
mantissa must be long enough to allow a multivariable PQN model to apply to the
hidden quantizer with good approximation. A 4-bit mantissa is adequate to meet this
requirement for a Gaussian input. For a sinusoidal input, an 8-bit mantissa is rea-
sonable but a 16-bit mantissa will allow the PQN model to apply very well. With a
mantissa having 16 bits or more, the floating-point quantization noise will be white
in almost all cases. With a 24-bit mantissa following the IEEE single-precision stan-
dard (Section 13.8), the quantization noise will almost invariably be white.

A sinusoidal signal may be sampled and quantized, and various correlation
functions may be computed. Fig. 13.11(b) shows a plot of the autocorrelation func-
tion of the sampled floating-point quantization noise. This represents white noise.
The sampling frequency was 199.97 times the signal’s frequency. This frequency
ratio cannot be expressed as a ratio of small integers. In the range we calculate the
discrete autocorrelation, we do not sample the continuous autocorrelation function at
its very narrow repetitive peaks.

Figure 13.11(c) shows a plot of the autocorrelation function of the sampled
floating-point quantization noise when the frequency ratio is equal to the ratio of an
integer to a small integer. Here the sampling rate was exactly 200 times the signal’s
frequency. For this case the quantization noise is periodic at the signal’s frequency.
The autocorrelation function is periodic. It is zero except at zero lag and at lags
which are integer multiples of half the signal’s period. While this theoretical result
is correct, a small additive noise or a small dither (in the order of magnitude of the
LSB at the minima/maxima of the sine wave) is enough to eliminate these peaks.

Floating-point quantization noise really “wants to be white.” It is almost per-
fectly white in every case except when the signals x1 and x2 being quantized have
equal values or opposite values.
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13.3.1 Relationship between Correlation Coefficients ρν1,ν2 and
ρνFL1 ,νFL2

for Floating-Point Quantization

In Section 13.3 it was demonstrated that ρν1,ν2 and ρνFL1,νFL2 are closely related quan-
tities. The purpose here is to explore their relationship, and explain their slightly
different dependence on ρx1,x2 .

ρνFL1 ,νFL2
= cov{νFL1, νFL2}√

var{νFL1} var{νFL2}
. (13.48)

Both the numerator and the denominator can be expressed by the corresponding
quantities calculated for each interval where the piecewise linear characteristic of
the expander has a linear fragment, assuming that the floating-point noises have zero
means. Accordingly,

ρνFL1 ,νFL2
=

N∑
k=0

N∑
m=0

Pkm covkm{νFL1, νFL2}√
N∑

k=0
Pk vark{νFL1}

N∑
m=0

Pm varm{νFL2}
, (13.49)

where Pk denotes the probability that 2k−1	 ≤ |x1| < 2k	 (0 ≤ |x1| < 	 for
k = 0), Pm denotes the probability that 2m−1	 < x2 < 2m	 (0 ≤ |x2| < 	 for
m = 0), Pkm denotes the probability that 2k−1	 < |x1| < 2k	 (0 ≤ |x1| < 	 for
k = 0) and 2m−1	 < x2 < 2m	 (0 ≤ |x2| < 	 for m = 0), vark denotes the con-
ditional variance calculated within this interval, and covkm denotes the conditional
covariance calculated within these intervals, respectively. It is easy to see that since
the derivative of the expander is 2k , and 2m , respectively,

ρνFL1 ,νFL2
=

N∑
k=0

N∑
m=0

Pkm2k+m covkm{ν1, ν2}√
N∑

k=0
2k Pk vark{ν1}

N∑
m=0

2m Pm varm{ν2}

=

N∑
k=0

N∑
m=0

Pkm2k+m√
vark{ν1} varm{ν2}ρkm{ν1, ν2}√

N∑
k=0

2k Pk vark{ν1}
N∑

m=0
2m Pm varm{ν2}

. (13.50)

By similar considerations, the correlation coefficient of the hidden quantizer noises
can be expressed as
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ρν1,ν2 =

N∑
k=0

N∑
m=0

Pkm
√

vark{ν1} varm{ν2}ρkm{ν1, ν2}√
N∑

k=0
Pk vark{ν1}

N∑
m=0

Pm varm{ν2}
. (13.51)

By comparing Eqs. (13.50) and (13.51), we recognize that their structure is very
similar. The main difference is that in the expression of ρνFL1,νFL2 , the ρk values
belonging to larger k’s have much larger relative weight. We have seen earlier that
with an increasing ρx1,x2 the correlation appears first in the rightmost interval (see
Figs. 13.9 and 13.10), and this has more emphasis in the expression of ρνFL1 ,νFL2

.
This explains why the correlation builds up quicker for ρνFL1 ,νFL2

than for ρν1,ν2 .
However, the starting points of the increases are close to each other.

13.4 A SIMPLIFIED MODEL OF THE FLOATING-POINT
QUANTIZER

A simple analysis of the floating-point quantizer is possible based on a smooth but
approximate model of the compressor/expander. This development gives further in-
sight into the statistical behavior of the floating-point quantizer, and provides a means
for analysis of certain communication systems to be described in the next section.

The piecewise linear compressor and the piecewise linear expander of the floating-
point quantizer can be approximately represented by the functions sinh−1 and sinh
respectively. Using these smooth but good approximations, we can approximately
relate the moments of νFL and its joint moments with x to corresponding moments
of ν and y. If ν behaves like PQN, then νFL behaves like a floating-point version of
PQN.

Let the compressor of Eq. (12.4) be represented approximately by

y

	
≈ 1

2

sinh−1
(

x

	/2

)
ln 2

. (13.52)

In (Abramowitz and Stegun, 1972, Eq. 4.6.20), the function sinh−1(x) is expressed
as

sinh−1(x) = ln
(

x +
√

x2 + 1
)
. (13.53)
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Using this, we can now write Eq. (13.52) as

y

	
≈ 1

2

ln

⎛⎝2
x

	
+
√

4
x2

	2
+ 1

⎞⎠
ln 2

. (13.54)

Next, let the expander of Eq. (12.5) be approximated by

x ′

	
≈ 1

2
sinh

(
ln(2) · 2

y′

	

)
= 22y′/	 − 2−2y′/	

4
. (13.55)

This function is the inverse of Eq. (13.54).
Figure 13.12 shows the approximate function (13.54) plotted together with the

exact piecewise linear compressor function Eq. (12.4). The fit is very close but not
quite perfect. The further away from the origin that one goes, the closer the ap-
proximate curve comes to the piecewise linear function, and the closer it comes to
touching the piecewise linear function at its corners.

Fig. 13.13 shows the approximate function Eq. (13.55) plotted together with
the exact piecewise linear expander function of Eq. (12.5). The fit here is also very
close but not quite perfect. The approximate curve comes closer to the piecewise
linear function at its corners as one goes further away from the origin.

With a 3-bit mantissa, the true input–output staircase function of the floating-
point quantizer has been calculated and it is plotted in Fig. 13.14(a). Using the
simplified model of the compressor Eq. (13.54) followed by the hidden quantizer,
followed by the simplified model of the expander Eq. (13.55), the approximate input–
output function of the floating-point quantizer has been calculated, and this is plotted
in Fig. 13.14(b). The two input–output staircase functions are similar, but careful
study shows that they are not identical. The steps of the approximate function grad-
ually increase from the origin, and no two steps are alike. This is not the case for the
true function. Derivations based on the approximate simplified model will therefore
not be perfect, but they will be useful.

Refer to Fig. 12.6, showing the exact model of the floating-point quantizer. If
the hidden quantizer were to have an infinitesimal quantum step size q, then the
small noise injected by this quantizer would appear in the output x ′ multiplied by the
derivative dx ′/dy′, the slope of the expander. This derivative would be a function of
y′. Accordingly, the output noise would be

νFL = ν dx ′

dy′ . (13.56)
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Figure 13.12 The exact compressor characteristic (continuous line), and the sinh−1 ap-
proximation (dotted line). The two curves are so close to each other that it is hard to see
the difference.

The derivative can be obtained approximately by differentiating Eq. (13.55). There-
fore,

νFL = ν ln 2

2

(
22y′/	 + 2−2y′/	

)
. (13.57)

Since |y′/	| is almost always very much greater than 1 (otherwise the floating-point
quantizer would experience serious underflow), we can write the following as a close
approximation:

22y′/	 + 2−2y′/	 ≈ 22|y′/	| − 2−2|y′/	| . (13.58)

Now referring to Eq. (13.55), we may write∣∣∣∣ x ′

	

∣∣∣∣ ≈ 22|y′/	| − 2−2|y′/	|
4

. (13.59)

Combining Eq. (13.57) and Eq. (13.58) with Eq. (13.59), we have
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Figure 13.13 The exact expander characteristic (continuous line), and the sinh approxi-
mation (dotted line). The two curves are so close to each other that it is hard to see the
difference.

νFL ≈ ν(ln 2) · 2

∣∣∣∣ x ′

	

∣∣∣∣ . (13.60)

It is more convenient to express νFL in terms of x rather than x ′. Using Eq. (12.2),
we have

νFL ≈ ν · |νFL + x | · 2 ln 2

	
. (13.61)

When the floating-point quantizer has input x of sufficient magnitude so that there
is no underflow, the quantization noise νFL is very much smaller than the input x .
Accordingly, Eq. (13.61) can be written as

νFL ≈ ν · |x | ·
(

2
ln 2

	

)
. (13.62)
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Figure 13.14 Input–output function for a floating-point quantizer with a 3-bit mantissa:
(a) exact characteristic; (b) approximation using a sinh−1/sinh compressor/expander pair.
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This approximation is very simple and insightful. The exact relation between νFL and
ν is given by Eq. (12.17).

The PQN model requires that ν be uncorrelated with y. Since y is determinis-
tically related to x, ν will be uncorrelated with x . The PQN model further requires
that the moments of ν and the joint moments between ν and y can be calculated as if
ν were independent of y. Therefore, from Eq. (13.62) we have

E{νFL} = E

{
ν

2|x |
	

ln 2

}
= E{ν}E

{
2|x |
	

ln 2

}
= 0 . (13.63)

E{ν2
FL} = E{ν2}E

{
4x2

	2

}
(ln 2)2

= (ln 2)2
q2

3	2
E{x2}

= (ln 2)2
q2

3(	2)
E{x2}

= (ln 2)2

3
2−2pE{x2}

= 0.160 · 2−2pE{x2} . (13.64)

E{νFLx} = E

{
ν

2|x |
	

ln 2 · x

}
= E{ν}E

{
x

2|x |
	

ln 2

}
= 0 . (13.65)

These are remarkably simple results. Notice that Eq. (13.64) gives a “magic number”
of 0.160, which differs a bit from 0.180 of Eq. (12.24).

The signal-to-noise ratio of the floating-point quantizer can be readily calcu-
lated. This is defined as the ratio of the input signal power to the quantization noise
power. Accordingly, from Eq. (13.64) we have

SNR
	= E{x2}

E{ν2
FL}

= 3

(ln 2)2
22p . (13.66)

The SNR only depends on the number of bits in the mantissa. With a 4-bit mantissa,
formula (13.66) indicates an SNR of 1.60 · 103. With an 8-bit mantissa, the SNR is
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4.09 · 105. With a 24-bit mantissa, the SNR is 1.56 · 1015. Small wonder that people
like to use floating-point numbers!

Expressed in dB, the SNR based on Eq. (13.66) is

SNR, dB = 10 log

(
3

(ln 2)2
22p
)

= 10 log
3

(ln 2)2
+ 20p log 2

= 7.95 + 6.02p . (13.67)

Equation (12.30) gives a very similar result for the exact analysis, 7.44 + 6.02p, but
Eq. (12.30) depends on both ν and νEXP obeying PQN models. On the other hand,
Eq. (13.67) is approximate but it only depends on ν obeying a PQN model.

Floating-point quantization of multiple variables is of great interest. Let two
input variables x1 and x2 be quantized. We assume that the two-variable PQN model
is valid. This assumption precludes the case of very high or perfect input correla-
tion. The hidden quantization noises ν1 and ν2 will be uncorrelated. Making use of
(13.62), we have

E
{
νFL1 · νFL2

}= E

{
ν1

2|x1|
	1

ln 2 · ν2
2|x2|
	2

ln 2

}
= 4E{ν1}E{ν2}E{|x1||x2|}

(ln 2)2

	1	2
= 0 . (13.68)

With many variables being quantized, the floating-point quantization noises will be
mutually uncorrelated if the multivariable PQN model is valid for the hidden quan-
tizer. This works in a wide variety of cases.

13.5 A COMPARISON OF EXACT AND SIMPLIFIED MODELS
OF THE FLOATING-POINT QUANTIZER

One may wonder how in general the above described approximate model relates to
the exponent quantizer model described in Section 12.5. In fact, they are very similar.

When PQN for the exponent quantizer holds (see Section 12.3, Eq. (12.5)), the
expander characteristic can be approximated by

x ′ ≈ sign(y′)	 · 2(2|y′|/	)−2 . (13.69)

This is approximately equal to Eq. (13.59) for |y′| � 	. For small values of y′,
the exponential model is not usable. It must be represented by a linear characteristic
through the origin, so we need to deal with the compressor and the expander in
different ways in three separate intervals.
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With the sinh approximation, the compressor and expander are represented by
one single smooth function along the whole axis. The only noticeable deviation is
that the derivative of the sinh−1 compressor model is 1/ ln(2) ≈ 1.44 at zero, instead
of the correct value 1. This model performs a little less compression around zero than
the piecewise linear one, but since we are usually interested in the large-amplitude
case, this is not a serious error.

13.6 DIGITAL COMMUNICATION WITH SIGNAL
COMPRESSION AND EXPANSION: “µ-LAW” AND
“A-LAW”

Digital recording, storage, and transmission of audio, video, and data signals is be-
coming universal. To obtain the highest fidelity of reproduction with minimal bit
usage, a variety of data compression techniques have been devised. For commu-
nications, the most straightforward approach simply uses an analog compressor for
the signal of interest, followed by analog-to-digital conversion with uniform quan-
tization all at the transmitter, followed by digital-to-analog conversion, followed by
an analog expander at the receiver. The block diagram of a communication system
incorporating this idea is shown in Fig. 13.15. Nowadays this is already realized
digitally, but the figure well illustrates the basic principle.

The communication system of Fig. 13.15 has the capability of low distortion,
large dynamic range, and low bit usage. The system can be analyzed using the simpli-
fied model developed in Section 13.4. This is appropriate when the actual expander
and compressor are smooth and follow the sinh−1 and sinh functions respectively.

In the worldwide telecommunications industry, various standards have evolved
for the design of compressors and expanders. (The combination is called compan-
der.) An international body, the International Telegraph and Telephone Consultative
Committee (CCITT), establishes these standards. In the USA, a piecewise linear ap-
proximation of the so-called “µ-law” is used; in Europe, a similar approximation of
the so-called “A-law” is used. The formulas are described in CCITT Recommenda-
tions G.711 (CCITT, 1984). These laws are very similar to each other, and to the

Analog
input
signal

Reproduced
analog signalSampler

Uniform quantizer
(AD conv.)

Compressor Expander0-order hold
(DA conv.)

Digital
channel

0 T

Figure 13.15 A communication system incorporating simple analog compression tech-
niques.
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sinh−1, sinh functions. Some discussion of these standards is given in (Gersho and
Gray, 1992) and (Kontro, Kalliojärvi and Neuvo, 1992).

The µ-law compressor is given by

Gµ(x) = V
ln(1 + µ|x |/V )

ln(1 + µ) · sign(x), for |x | ≤ V . (13.70)

Its expander is the inverse of this function.
The A-law compressor is specified by

G A(x) =
{

A
1+ln A x for 0 ≤ |x | ≤ V/A
V (1+ln(A|x |/V ))

1+ln A sign(x) for V/A ≤ |x | ≤ V .
(13.71)

Once again, its expander is the inverse of this function.
The parameters µ, A and V control the ratio of the smallest to the largest step

sizes. Both the µ-law and the A-law functions are scaled to give ±V at the end-
points, where x = ±V .

If the µ-law, A-law, and sinh−1 compressor curves are plotted together, for
example for µ = 255, A = 87.6 and V = 128, and with appropriate scaling,2

one can hardly distinguish them. This is illustrated in Fig. 13.16. The small-signal
behavior of the A-law compressor is the closest to the piecewise linear one, having a
slope 1 at the origin.

Since the µ-law and A-law companding functions are very similar to the
sinh−1/sinh combination, quantization noise in A-law and µ-law systems is very
similar to floating-point quantization noise and it can be closely analyzed by making
use of relations (13.62)–(13.68).

Statistical analysis of either µ-law or A-law systems can be made with high
accuracy by using the formulas developed in Section 13.4 for the sinh−1 compressor
and the sinh expander.

13.7 TESTING FOR PQN

We have demonstrated in the previous sections that the floating-point PQN model can
generally describe with high accuracy the properties of floating-point noise. How-
ever, it was also shown that in extreme cases, like for very high input mean, the
behavior of the noise can seriously deviate from this model. Therefore, the deriva-
tion of a general condition for the applicability of the PQN model is of interest.

The basic assumption that we would like to make is that PQN is applicable
to the hidden quantizer. The applicability of PQN to the exponent quantizer is also

2By definition, both the µ-law and the A-law functions are scaled to the value V at the end-points
at x = V . For sake of comparison with the earlier defined sinh−1 function, we have rescaled them by
(1 + log2(V ))/V = 1/16, setting the end-points to the value of the sinh−1 compressor.
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Figure 13.16 A superposed plot of the µ-law, A-law, and sinh−1 compressor func-
tions, for µ = 255, A = 87.6 and V = 128, with the first two outputs rescaled by
(1+log2(V ))

V · G(x) = G(x)
16 . The three curves are so close to each other that one cannot see

the difference.

important, but we do not require this in general since a study of the exponent quan-
tizer allowed us to obtain bounds on the noise variance. Thus, for present purposes,
we need only be concerned with the applicability of the PQN model to the hidden
quantizer.

The exact analysis and the development of precise conditions for PQN is ex-
tremely difficult to make because of the nonlinearity of the compressor/expander pair.
These are not only nonlinear, but they have discontinuous first derivatives and there-
fore the transformations of the PDF through the nonlinearities are very complicated
(see e.g. Figs. 12.11-12.14).

A simple way to check PQN for the hidden quantizer would be to numerically
calculate the PDF and the CF of the compressed signal y, and check to determine
if the CF is sufficiently bandlimited. This can be done numerically, but the process
generally gives little insight. To simplify the problem and gain some perspective,
we will develop another approximate model of the compressor that accounts for the
most important features of the PDF of y.
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Figure 13.17 PDFs of the input signal x , the compressed signal y, and the quantization
noises ν and νFL. The input PDF is in the range (62,65.75). The exponent is 4-bit, that
is, the minimum value of the exponent is Emin = −6, 	 = 2Emin+1 = 2−5. p = 6,
q = 2−p	 = 2−11. (a) fx (z); (b) fy(z); (c) fν(z); (d) fνFL

(z).

In order to get a feeling for the problem, we may consider a simple example.
Let the input signal x be uniformly distributed in the interval (62, 65.75). The PDF is
shown in Fig. 13.17(a). Let the input x be quantized using a floating-point quantizer
with parameters 	 = 2−5 and p = 6. The PDF of the compressed signal y contains
a large jump at y = 6.5	, where the compressor characteristic has a breakpoint
(see Fig. 13.17(b)). Similar jumps also appear at zero in the PDFs of the hidden
quantization noise and of the floating-point quantization noise (Fig. 13.17(c)–(d)).
The conditions of PQN are clearly not met.

By calculating the PDF of y for a few more cases, it can be observed that when
the quantum step size becomes relatively smaller, or the range of the input signal
becomes relatively wider, the corresponding amplitudes of the jumps in the noise
PDFs become smaller and more numerous, and the conditions for PQN are closer to
being met. We saw an example of this illustrated in Fig. 12.11 for a Gaussian input.

The absolute value of the characteristic function of y is plotted in Fig. 13.18
for two different cases. The first one corresponds to the CF shown in Fig. 12.11
(µx = 0, σx = 50	), and the second one is calculated for very different values, i.e.,
µx = 250	, σx = 500	 (a case similar to that illustrated in Fig. 12.13, but with µx
and σx increased by a factor of 5).

It is a surprise that the envelopes of the CFs of Figs. 13.18(a) and Figs. 13.18(b)
practically coincide! This illustrates that the PQN conditions are similarly approxi-
mated, despite the very different input PDF parameters. Why is this so? Something
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Figure 13.18 Absolute values of the characteristic functions of the compressed signals for
Gaussian input. 	 = 2, p = 8. (a) µx = 0, σx = 50	; (b) µx = 250	, σx = 250	.

must be common in the two cases. The PDFs shown in Figs. 12.11(a)–12.13(a) are
very different from each other, but they all contain significant jumps. It is reasonable
to assume that the bandwidths of the envelopes of the CFs will be determined primar-
ily by the structure of the jumps. We need to examine the effect of the compressor
more closely to gain a better understanding of the PDF of y and its jumps.
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The effects of the compressor can be accounted for by writing the expression for the
PDF of the compressed signal. When a nonlinear transformation y = g(x) is applied
to a random variable, the PDF is given by

fy(y) = fx
(

g−1(y)
) ∣∣∣∣∣d

(
g−1(y)

)
dy

∣∣∣∣∣ , (13.72)

see (Papoulis, 1991). In our case y = g(x) denotes the compressor characteristic,
and x = g−1(y) is the expander characteristic. The above described jumps are
due to the discontinuities of the derivative of the compressor characteristic. Since
all of the jumps of the derivative correspond to changes in slope of the compressor
characteristic by a factor of 2 (see Fig. 12.15), the jumps in the amplitude of the
compressed PDF will also be of a factor of 2, and therefore they will always be
significant features even when the PDF of x is smooth. Under Fourier transformation,
these jumps will usually dominate the features of the CF and will mask its other
properties.

The jumps are the most apparent effects of the piecewise linear compressor, but
they are not the only ones. In Eq. (13.72) g−1(y) appears twice. The derivative fac-
tor causes the strongest effects. The transformation fx

(
g−1(y)

)
has a less dramatic

effect, since it is continuous, but it still introduces breakpoints into the result, thus
increasing the CF bandwidth.

Although the jumps and breakpoints mask the properties of the PDF, it is pos-
sible to “look behind the mask” to gain a better understanding of the PDF and CF
at the input to the hidden quantizer. Let us apply the transformation described by
Eq. (13.72) using the smooth “sinh” compressor characteristic of Eq. (13.52). This
will give us an approximate version of the PDF of y, a smooth approximation without
the jumps. We will re-introduce the jumps subsequently.

Fig. 13.19(a) is a plot of the exact PDF of y coming from the true piecewise
linear compressor, for the example where the PDF of x is Gaussian with µx = 0 and
σx = 50	. Fig. 13.19(b) is a plot of the approximate smooth PDF of y coming from
the sinh compressor, given the same PDF of x . The ratio of these PDFs is plotted in
Fig. 13.19(c).

This ratio is an interesting function. Although the plot of Fig. 13.19(c) illus-
trates the ratio for a simple Gaussian example, this ratio turns out to be a very similar
function for a wide variety of input PDFs.

There is no perfect explanation for this, but a heuristic explanation can be de-
veloped as follows. From Eq. (13.72) we have for the ratio
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Figure 13.19 PDFs of y and their ratio for fx (x) Gaussian with µx = 0, σx = 50	:
(a) true PDF of y; (b) approximate PDF of y; (c) the ratio.
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fy(y)

fysh
(y)

= fx (g
−1(y))

fx (g
−1
sh (y))

∣∣∣∣dg−1(y)

dy

∣∣∣∣∣∣∣∣∣dg−1
sh (y)

dy

∣∣∣∣∣
, (13.73)

where g(y) is the characteristic of the true piecewise linear compressor and gsh(y) is
the characteristic of the approximate sinh compressor. The first factor of the right-
hand side of Eq. (13.73) will be essentially equal to 1 for almost any input PDF,
since the approximate compressor behaves quite similarly to the piecewise linear
compressor. But the derivatives in the second factor accentuate the differences, and
this ratio is not 1. We will define the second factor as λ(y),

λ(y)
	=

∣∣∣∣dg−1(y)

dy

∣∣∣∣∣∣∣∣∣dg−1
sh (y)

dy

∣∣∣∣∣
. (13.74)

This ratio is plotted in Fig. 13.20(a), and it is completely independent of the input
PDF. Its Fourier transform �(u) will be useful, and an approximate version of its
magnitude is plotted in Fig. 13.20(b). The approximation is necessary because λ(y)
is infinitely wide, and the Fourier transform even contains a Dirac delta, and infinite
peaks at integer multiples of 4π/	. However, when an appropriate window function
is applied to it, its Fourier transform is now finite and has a characteristic shape.
Figure 13.20(b) was obtained using a Hanning window of width ±25	.

The ratio of PDFs shown in Fig. 13.19(c) may be compared with the ratio of
derivative magnitudes shown in Fig. 13.20(a). It is no surprise to see that these plots
are essentially identical. So, what we learn from this is that the PDF of y, fy(y),
can be obtained from the approximate PDF of y multiplied by the ratio of derivative
magnitudes λ(y), plotted in Fig. 13.20(a). Accordingly, we conclude that the CF of
y,�y(u), can be approximated by convolving the Fourier transform of the ratio of
derivative magnitudes �(u), plotted in Fig. 13.20(b), by the Fourier transform of the
approximate PDF of y.

For the simple example where the PDF of x is Gaussian with µx = 0 and σx =
50	, the true CF of y,�y(u), is plotted in Fig. 13.21(a). The Fourier transform of the
approximate PDF of y, the CF of the output of the sinh compressor, is �ysh(u). It is
plotted in Fig. 13.21(b). Notice how narrow the bandwidth of�ysh(u) is compared to
that of the true CF. This occurs because the true PDF has jumps and the approximate
PDF is smooth. �ysh(u) is essentially an impulse in the interval ±2π/q. The true
CF can be obtained to a close approximation by convolving�ysh(u) with the Fourier
transform of the ratio, which is plotted in Fig. 13.20(b). The convolution will look
just like the plot of Fig. 13.20(b) because �ysh(u) is basically an impulse. When
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Figure 13.20 Derivative magnitude ratio and its Fourier transform: (a) the ratio; (b) mag-
nitude of the Fourier transform, scaled to 1 at y = 0. For numerical calculations, a Hanning
window of width ±25	 was applied. 	 = 2, p = 8.
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Figure 13.21 The true CF,�y(u), and the CF of the smoothly compressed signal,�ysh(u):
(a) true CF; (b) CF of y. 	 = 2, p = 8.

this convolution was done, the result was almost identical to the true CF plotted in
Fig. 13.21(a).

We have found that for a wide variety of input PDFs, mapping them through
the sinh compressor yields a smooth PDF whose Fourier transform is essentially
impulsive. The consequence of this is that the true�y(u) has an envelope that closely
approximates the envelope of �(u), plotted in Fig. 13.20(b), regardless of the input
PDF. Accordingly,
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TABLE 13.1 Envelope of �(2π/q), approximately equal to the envelope of �y(2π/q).

p env{�(2π/q)} Remark

4 8.1 · 10−3

8 5.0 · 10−4

16 2.0 · 10−6

24 7.7 · 10−9 IEEE single precision

53 1.4 · 10−17 IEEE double precision

env{�y(u)} ∼ env

{
F

{∣∣∣∣d(g−1(y))

dy

∣∣∣∣/
∣∣∣∣∣d(g−1

sh (y)

dy

∣∣∣∣∣
}}

= env{�(u)} . (13.75)

To test for satisfaction of PQN, one must test the bandwidth of �y(u). This can
be done in almost every case by simply testing env{�(u)}. This function, plotted in
Fig. 13.20(b), needs to be studied more carefully. It is not purely bandlimited, but its
magnitude goes down rapidly with u. The vertical dotted lines indicate u = ±2π/q.
We would like the magnitude of the characteristic function and the magnitude of
its derivatives to be very small at ±2π/q and integer multiples thereof in order for
PQN to apply to the hidden quantizer. The values marked by the dotted lines in
Fig. 13.20(b) correspond to quantization with an 8-bit mantissa. The magnitude of
the CF of y is approximately 5·10−4 for these values. The spacing between the dotted
lines doubles with the addition of each bit to the mantissa, since q = 2−p	 (see
Eq. (12.1)). Table 13.1 gives env{�(2π/q)} ≈ env{�y(2π/q)} for various mantissa
sizes. Numerical evaluation of the Fourier transform shows that the envelope of�(u)
decreases with close approximation as 0.8/(	 · u) for increasing values of u. This
gives the value

�y(2π/q) ≈ 0.13 · 2−p . (13.76)

From this study, and from Table 13.1, we may conclude that with an 8-bit mantissa,
the PQN model will work in most cases, almost independently of the input PDF. With
a mantissa length of 16 bits or more, PQN will be the rule with very rare exceptions.
This situation is far different from that of uniform quantization, where the input PDF
has everything to do with the working of the PQN model, and its most important
parameter is generally the ratio of the standard deviation to the quantum step size.
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13.8 PRACTICAL NUMBER SYSTEMS: THE IEEE STANDARD

The Institute of Electrical and Electronics Engineers (IEEE) has established a stan-
dard for floating-point hardware and floating-point computation (IEEE, 1985), for
32-bit single precision and 64-bit double precision floating-point numbers.3 A good
introduction to this can be found in (Goldberg, 1991). The standard includes termi-
nology as well as methodology and provide a basis for the definition of the floating-
point quantizer. Our definitions used in this book have been chosen to comply with
an IEEE standard, and to be compatible as well as possible with the existing literature
on floating-point computation.

Before going into details of the standard, a few important aspects of floating-
point number representation have to be discussed.

13.8.1 Representation of Very Small Numbers

Note that all numbers after the first 16 in Fig. 12.1 have mantissas that begin with a
bit 1. Those numbers whose mantissas begin with 1 are called “normalized numbers.”
If we had to represent only these, the first bit could be spared (this is called then
hidden leading bit), and we could increase the resolution by a factor of 2.4 However,
this causes problems around zero. Exact zero cannot be represented in this scheme,
so zero needs special coding.

It should be noted also that in principle, E could be a negative or a positive
number. Since most calculations involve numbers close to 1, it is reasonable to chose
E in a range which allows representation of numbers much smaller or much larger
than 1.

The smallest exponent on the chosen scale is defined as Emin. The largest ex-
ponent is defined as Emax. The step size in the first cycle of counting in Fig. 12.1
is 2Emin . Without the denormalized numbers (the numbers whose mantissas begin

3The standard also defines extended single- and double-precision numbers with minimum format
widths of at least 43 and 79 bits, respectively (this means 44 and 80 stored bits, respectively, when the
leading bit is shown, as usual with extended precision). The corresponding bit lengths without the sign
bit are p = 44 − 8 − 1 = 35, and p = 80 − 11 − 1 = 68, respectively. Most programming languages
do not allow direct access to the extended precision operations, however.

4In general, a binary floating-point number is equal to binary ±b.bb...b · 2E , where b.bb...b is the
mantissa (sometimes also called significand), and has p bits. In this book, the mantissa is defined as
not containing the sign bit. The first bit of the mantissa is either stored, or not stored (in the latter case
it is otherwise known, it typically equals 1, sometimes equals 0).

p is called precision. This is defined in the IEEE standard as the number of significand bits,
where the significand is “the component of a binary floating-point number that consists of an explicit or
implicit leading bit to the left of its implied binary point and a fraction field to the right.” The precision
equals for IEEE single and double precisions p = 24 and p = 53, respectively. The sign bit is thus not
included in the precision.

Bit 1 at the rightmost place of the mantissa is called LSB (least significant bit). The value of 1 LSB
is equal for a given exponent E to 0.00...01 · 2E = 1 · 2−(p−1)+E .
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Figure 13.22 Floating-point numbers, corresponding to Fig. 12.1: (a) normalized numbers
only (flush to zero); (b) use of denormalized numbers (gradual underflow to zero).

with 0), the step between zero and the first number in Fig. 12.1 would be much larger
than that, i.e., 16 · 2Emin . The denormalized numbers provide a so-called gradual un-
derflow to zero (Fig. 13.22). Fig. 13.22(a) shows a number scale with normalized
numbers only. Fig. 13.22(b) shows a number scale with both normalized and denor-
malized numbers represented. We used this type of scale exclusively in our study
of floating-point quantization (see e.g. Fig. 12.3), and we should note that the IEEE
standard calls for this type of scale.

The denormalized numbers are very small numbers that begin with a leading 0.
If the leading bit is hidden, its zero value must be coded somewhere in the number
representation. Therefore, a special value of the exponent, Emin − 1 can be reserved
for coding the exponent for the denormalized numbers and zero. This is done in the
IEEE standard. This is however a convenient coding scheme only, and in this case
the code Emin − 1 actually means that the exponent has the value Emin, and that the
leading bit in the mantissa is zero.

13.8.2 Binary Point

We are still free to choose the place of the binary point within the mantissa. With the
quantizer of Fig. 12.1, the binary point is to the right of all bits (these mantissas are
integer numbers). This is a possible choice. However, it seems to be more convenient
to select the value of the smallest normalized mantissa to be equal to 1. This yields
mantissas like 1.0001 .

In accord with the IEEE standard, the numbers of the mantissa should have a
binary point between the two most significant bits. Thus, “IEEE-standard” mantissas
of 5 bits would be scaled from those illustrated in Fig. 12.1 by a factor of 2−4.
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13.8.3 Underflow, Overflow, Dynamic Range, and SNR

Referring to Section 12.1, one can see that for a floating-point quantizer, the smallest
positive number that can be represented in accord with IEEE standard is equal to the
least significant bit of the mantissa multiplied by 2Emin where Emin is the minimum
exponent. This is

0.000 · · · 01︸ ︷︷ ︸
p bits

×2Emin . (13.77)

Therefore, the smallest positive number is

2−(p−1) × 2Emin . (13.78)

This number is used herein to represent the smallest positive step q. Accordingly,
taking Eq. (12.1) into account,⎛⎜⎝ smallest

positive

number

⎞⎟⎠ = q = 	 · 2−p = 2−(p−1) · 2Emin . (13.79)

When trying to represent a number smaller than q/2, it will be rounded to zero, and
the result will be underflow.

The largest number that can be represented is

1.111 · · · 11︸ ︷︷ ︸
p bits

×2Emax . (13.80)

This is (
largest

number

)
= (2 − 2−(p−1))× 2Emax , (13.81)

where Emax is the largest exponent. Trying to represent a number greater than this
by at least 0.5 · 2−(p−1) × 2Emax will result in overflow.

The dynamic range is the ratio of the largest number to the smallest positive
number. This is (

dynamic

range

)
= (2p − 1)× 2Emax−Emin

≈ 2(Emax−Emin+p) . (13.82)
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Expressed in dB, the dynamic range is(
dynamic

range

)
, dB ≈ 20 log

(
2(Emax−Emin+p)

)
= 6.02(Emax − Emin + p) . (13.83)

When the PQN model applies, the signal-to-noise ratio of the floating-point
quantizer can be approximated by Eq. (12.29) as

SNR ≈ 5.55 · 22p . (12.29)

This is the ratio of signal power to quantization noise power. Expressed in dB, the
SNR is

SNR, dB ≈ 10 log
(

5.55 · 22p
)

= 7.44 + 6.02p . (12.30)

13.8.4 The IEEE Standard

The IEEE standard (IEEE, 1985) for single-precision floating-point calls for Emin =
−126 and Emax = +127, with an 8-bit exponent (including one bit for the exponent
sign), a 24-bit mantissa, and a sign bit, making up a 32-bit single format number.5

IEEE double-precision floating-point requires Emin = −1022 and Emax = +1023,
with an 11-bit exponent (including exponent sign bit), a 53-bit mantissa, and a sign
bit, making up a 64-bit double precision format. Other exponents are used to encode
special numbers, such as ±0 and ±∞.

The single precision standard includes 1 bit for sign, 8 bits for exponent (in-
cluding 1 bit for exponent sign), and 24 bits for mantissa. The double precision
standard calls for 1 bit for sign, 11 bits for exponent (including 1 bit for exponent
sign) and 53 bits for mantissa. These bit lengths add up to 33 and 65, respectively.
This is achieved with 32-bit and 64-bit numbers, by applying a special coding. The
idea is that most of the numbers are normalized (see Subsection 13.8.1), that is, the
first (leading) bit of their mantissas is one. This bit need not be stored, therefore 23
bits can be used for representing p = 24-bit normalized mantissas, and 52 bits for
representing p = 53-bit normalized mantissas (hidden leading bit).

This standard provides wide dynamic ranges, and high SNRs. Their character-
istics are summarized in Table 13.2.

In spite of the huge dynamic range, it is still possible to saturate and have
overflow, or to use excessively small scaling and have underflow. It is easy to avoid
these problems, but some caution must always be exercised to prevent them.

It is interesting to compare floating-point quantization with uniform (fixed-
point) quantization. Suppose we represent physical variables with uniformly quan-

5The bits do not seem to add up correctly. But everything stated here is correct. An explanation of
the IEEE standard will be given in the next paragraph, where it will be described more fully.
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TABLE 13.2 Characteristics of the IEEE floating-point standard.

IEEE notation Single precision Double precision

p (precision, see page 343) 24 53

Leading bit hidden hidden

Sign bit 1 1

Mantissa width in bits 24 53

Exponent width in bits 8 11

Format width in bits 32 64

Emax +127 +1023

Emin −126 −1022

q = 2Emin · 2−(p−1) 2−149 ≈ 1.40 · 10−45 2−1074 ≈ 4.94 · 10−324

	 = 2 · 2Emin = q · 2p 2−125 ≈ 2.36 · 10−38 2−1021 ≈ 4.46 · 10−308

Maximal number ≈ 2128 ≈ 3.40 · 1038 ≈ 21024 ≈ 1.80 · 10308

Dynamic range 2277 ≈ 2.43 · 1083 22098 ≈ 3.64 · 10631

Dynamic range, dB ≈ 1668 dB ≈ 12 632 dB

SNR ≈ 1.56 · 1015 ≈ 4.50 · 1032

SNR, dB ≈ 151.9 dB ≈ 326.5 dB

tized 32-bit numbers. What is the dynamic range and SNR? The dynamic range
is (

dynamic

range

)
= 20 log

(
231 · q

q

)
= 187 dB . (13.84)

With uniform quantization, the SNR depends on the signal amplitude. The bigger
the signal, the better the SNR. Let the signal be sinusoidal, of the largest possible
amplitude. The SNR would be⎛⎜⎝ best

sinusoidal

SNR

⎞⎟⎠= 10 log
1
2(2

31 · q)2

1
12q2

= 10 log(6 · 262)

≈ 194 dB . (13.85)
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The poorest SNR would occur with a zero amplitude signal. Accordingly,⎛⎜⎝ worst

sinusoidal

SNR

⎞⎟⎠ = 0 . (13.86)

Comparing 32-bit fixed point with the standard single precision floating-point rep-
resentation, the fixed-point dynamic range is very much smaller, and the SNR is
sometimes larger, but could easily be much smaller, sometimes dangerously small.
The advantages of floating-point representation over fixed-point are apparent.

Using double-precision floating-point numbers, the dynamic range is⎛⎜⎜⎜⎝
double

precision

dynamic

range

⎞⎟⎟⎟⎠= 6.02 · (1023 + 1022 + 53)

= 12 632 dB . (13.87)

This is phenomenal! The SNR is⎛⎜⎝ double

precision

SNR

⎞⎟⎠= 7.44 + 6.02 · 53

≈ 327 dB . (13.88)

When doing signal processing with such an SNR, quantization noise should gen-
erally not be a problem. Quantization noise could be troublesome, however, when
doing certain scientific calculations. How to deal with this issue will be discussed in
Chapter 18 and Appendix K.

13.9 SUMMARY

In Chapter 12, floating-point quantization noise was analyzed by modeling the floating-
point quantizer as a compressor followed by a “hidden” uniform quantizer followed
by an expander. When PQN conditions are met for the hidden quantizer, floating-
point quantization noise νFL has zero mean and it is uncorrelated with x , the input to
the floating-point quantizer. Its mean square is bounded by

1

12
· 2−2p · E{x2} ≤ E{ν2

FL} ≤ 1

3
· 2−2p · E{x2} , (12.27)

and when an “exponent PQN condition” is met, it is equal to

E{ν2
FL} = 0.180 · 2−2p · E{x2} . (12.24)
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When the mantissa has a large number of bits, Eq. (12.24) gives a very accurate
prediction of E{ν2

FL}.
Floating-point number representation is highly advantageous in most cases. It

affords very wide dynamic range for signals, and the signal-to-quantization-noise
ratio is generally very high and independent of the signal amplitude.

There are cases, however, where floating-point representation could be trouble-
some. For example, if the input x has a small standard deviation and a very large
mean, the floating-point quantizer could behave like a uniform quantizer with an
input having a standard deviation that is comparable to a step size of perhaps even
smaller. An example is described in Section 13.2 in which the SNR for the total in-
put is calculated to be 480 000 but the SNR for the fluctuation component is actually
only equal to 12. If the input signal were musical, consisting of a sum of a very large
amplitude low-frequency component and a very small amplitude high-frequency sig-
nal, floating-point quantization could introduce a high level of distortion into the
high-frequency signal component when the low-frequency signal component hits
into peaks. This could occur even if PQN conditions for the hidden quantizer are
met.

Most musical signals are represented by fixed-point numbers, digitized with
uniform quantization. The same is true for most instrumentation and control signals.
Both uniform quantization and floating-point quantization are used in signal process-
ing. Computation and systems simulation are almost always done in floating-point.

Section 13.3 discusses floating-point quantization of two or more variables. For
two variables quantized by identical quantizers, the quantization noises νFL1 and νFL2

will have zero means, will be uncorrelated with x1 and x2, and will be uncorrelated
with each other, if a two-dimensional PQN condition for the hidden quantizers is
met. This condition is almost always met to a close approximation, regardless of
the inputs x1 and x2, when the mantissas have 8 or more bits. The quantization
noises νFL1 and νFL2 can have slight correlation (5% or less) only when the inputs
x1 and x2 have extremely high correlation (very close to 100%). For the floating-
point quantization noises to be essentially uncorrelated (less than a few percent), the
following condition for the correlation coefficient of x1 and x2 needs to be met:

ρx1,x2 < 1 − 2−(2p+1) . (13.47)

Applying this condition to the Gaussian inputs case, with 16-bit mantissas, the cor-
relation coefficient of x1 and x2 would need to be 0.999 999 999 85 before 5% cor-
relation develops between νFL1 and νFL2 . With zero-mean sinusoidal inputs, with
16-bit mantissas, the correlation coefficient of x1 and x2 would need to be about
0.999 999 998 before 5% correlation develops between νFL1 and νFL2 .

When sampling and quantizing a stochastic signal, the floating-point quantiza-
tion noise will almost always be white. When sampling and quantizing a periodic
signal, the sampled floating-point quantization noise will again almost always be
white. An exception occurs when the sampling frequency is an integer multiple of
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the signal’s fundamental frequency, and the signal is exactly periodic with practically
no noise. Then the autocorrelation function of the noise will have periodic peaks at
the fundamental frequency and negative peaks in between if the ratio of the frequen-
cies is even. A similar phenomenon occurs if the ratio of the sampling frequency and
the fundamental frequency equals the ratio of an integer number and a small integer
number.

A simplified model of the floating-point quantizer is derived in Section 13.4.
The compressor is approximated by a sinh−1 function, and the expander is approx-
imated by a sinh function. The quantization noise properties for this model are ob-
tained with very little analysis, and come out to be very close to those derived with
the exact piecewise linear model. The simplified model is almost identical to the
“µ-law” and “A-law” techniques used for data compression in digital transmission
of audio signals. Analysis of quantization noise with these techniques can therefore
be done by making use of the simplified model. This model gives the following
properties for floating-point quantization noise:

E {νFL} = 0
E {νFLx} = 0

E{ν2
FL} = 0.160 · 2−2pE{x2} . (13.64)

The analysis of floating-point quantization noise is very simple when the PQN
model applies to the hidden quantizer. An exact analysis of the applicability of this
model is extremely difficult to make because of the nonlinearity of the compres-
sor/expander pair. These are not only nonlinear, but they have discontinuous first
derivatives and the transformations of PDFs through these nonlinearities are very
complicated. Nevertheless, an approximate expression has been derived for the CF
at the input to the hidden quantizer at u = ±2π/q.

�y

(
±2π

q

)
≈ 0.13 · 2−p . (13.76)

This expression works for essentially all PDFs of the input x .
Using this expression, one can test for the conditions of QT II at the hidden

quantizer. The PQN model will work to a close approximation when�y(±2π/q)�
1. Table 13.1 gives values of �y(±2π/q) for various mantissa lengths. The result
is that with an 8-bit mantissa, the PQN model will work in most cases. With a
mantissa length of 16 bits or more, PQN will work extremely well with very rare
exceptions. With a mantissa of 24 bits, as with the IEEE single precision standard,
the PQN model will work without concern. The SNR will be ≈ 5.55 · 22p. Double
precision is becoming very common for computation and simulation. With it, the
SNR is 327 dB, and the dynamic range is 12 632 dB.
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13.10 EXERCISES

13.1 On your computer, using Matlab, select two numbers, multiply them, store the result,
and verify that the result is rounded during memory storage with convergent rounding
(see page 396).

Repeat the verification for the scalar product of two column vectors (evaluate a’*b).

13.2 Calculate the value of eps for IEEE single precision, both for storage in single-precision
memory, and for use with an extended single-precision accumulator, and also for IEEE
double precision for use with an extended double-precision accumulator. Would there
be any change in the values of eps for IEEE single precision or double precision when
the hidden leading bit was shown instead of hidden, that is, included in the stored bits?

13.3 Determine which rounding is convergent (round to even) in Exercise 1.3 of Chapter 1.

13.4 The value of the cosine function is to be determined for arguments in (0, π/4), by
using the Taylor series expansion, evaluated by IEEE double-precision arithmetic. The
cosine function has unit amplitude.

(a) How many terms of the series need to be taken to assure that the relative error is
smaller than eps?

(b) Give an upper bound for the roundoff error.

Note: eps is the “machine epsilon” or “unit roundoff.” This is the increment from
exact 1 to the next representable number. Usually, it equals 2−(p−1). For IEEE double
precision, this is equal to 2−52.

13.5 Solve the following equation theoretically, then numerically for p:

Xp = z , (E13.5.1)

with

X =
[

1 0

0 eps/10

]
, z =

[
1

1

]
. (E13.5.2)

(a) How large is the condition number (see page 703)? Is this small, or acceptable?
Can the system matrix be precisely inverted?

(b) What happens in Matlab when the command p=X\z is executed? Is the result
accurate?

(c) What happens if, before numerical solution, the following similarity transform is
executed on Eq. (E13.5.1):

U =
[

cos (π/4) sin (π/4)

− sin (π/4) cos (π/4)

]
, Xm = UXUT , zm = Uz , (E13.5.3)

so that in Matlab the command p=Xm\zm is executed? In theory, this should not
change the solution.
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(d) What happens if in Eq. (E13.5.1) the system matrix is changed to the following
one?

Xm2 =
[

1 0

0 0

]
. (E13.5.4)

13.6 The logarithm function compresses the number scale. Therefore, its result will be
quantized to the representable grid, and if its inverse (the exponential function) is ap-
plied to the result, this magnifies the quantization error. Determine a reasonable upper
bound of the relative error of the expression 10log10 x , in IEEE double-precision number
representation, for positive x values. Verify this bound experimentally with Matlab.

13.7 Calculate an approximation of the upper bound of the average

x = 1

N

N∑
k=1

xk , (E13.7.1)

with IEEE single-precision number representation, {xk} being a white random se-
quence of Gaussian distribution with µ = 1 and σ = 0.01, for N = 108. Check
the result by Monte Carlo. Evaluate the sum more precisely as

xm = 1 + 1

N

N∑
k=1

(xk − 1) , (E13.7.2)

Compare this upper bound to the previous one. Check again by Monte Carlo.

13.8 Give a reasonable limit by experimentation in Matlab for the number of roots which
can be numerically determined in Wilkinson’s problem (see Example K.3, page 707).

Hint: for n = 10, 11, . . ., make polynomials whose roots are equal to the integers
1, 2, . . . , n, and then, given the coefficients, numerically determine the roots (using the
Matlab command roots(·)). How well do the numerically determined roots compare
to the original roots?

13.9 Determine the interval about the minimum where the value of the function

f (x) = x4 − 4x3 + 6x2 − 4x + 11 (E13.9.1)

cannot be distinguished from its minimum value for IEEE single-precision and double-
precision calculations. Does this interval depend on the way of evaluating the formula?

13.10 What is the difference in the distributions of νFL for the floating-point quantizer imple-
menting gradual underflow or flush to zero? Refer to Fig. 13.22.

13.11 How large is the minimum step size between neighboring representable numbers for
gradual underflow and for flush to zero? How large is the distance of zero from the
next representable number in both cases?

13.12 Look up very large and very small quantities with help of the world wide web: are they
representable by IEEE double precision or by IEEE single precision?

(a) the diameter of the milky way galaxy in meters,

(b) distance of atoms in diamond in meters,
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(c) estimated total mass of the milky way in kilograms,

(d) age of the universe in seconds,

(e) charge of the electron in Coulombs,

(f) rest mass of the electron in kilograms,
(g) energy quantum of a photon of 1 kHz, in Joules.

13.13 Enumerate a few other extreme quantities, for example Avogadro’s number, etc.





Chapter 14

Cascades of Fixed-Point and
Floating-Point Quantizers

The purpose of this chapter is to analyze the effects of quantization noise when fixed-
point and floating-point quantizers are cascaded. This occurs when an analog signal
is digitized (sampled and quantized with uniform quantization) and then fed to a
computer for processing in a floating-point format.

14.1 A FLOATING-POINT COMPACT DISC

The present-day standard compact disc used in music reproduction is based on uni-
form 16-bit quantization with a 44.1 kHz sampling rate. The dynamic range (the ratio
of the largest and smallest positive numbers) is

20 log10(2
15) = 90 dB , (14.1)

and the SNR with the largest amplitude sinusoidal signal (with respect to the quanti-
zation noise) is

10 log10((2
15·2/2)/(1/12)) = 98 dB . (14.2)

The SNR for the softest recording would be a lot less than this. It could in practice
get down to a few dB. Could we do better with floating-point?

Using a 16-bit floating-point representation, suppose for example that we have
one bit for sign, let the mantissa have 11 bits (with hidden leading bit), and let the
exponent have 4 bits. The dynamic range would be

20 log10(2
12 · 215) = 163 dB , (14.3)

and the SNR would be

10 log10((2
12·2/2)/(1/12)) = 80 dB. . (14.4)

The dynamic range would be 73 dB better than the present standard, and the SNR
would be better when the recording level is below the maximum by more than 18 dB.

355
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For medium to soft sound, the floating-point SNR would be much better than the
fixed-point SNR.

It would be possible to represent each data sample with a 12-bit floating-point
number, if one wished. That way, more music could be recorded on the disc. Suppose
for example that one bit is used for sign, 3 bits are used for exponent, and 8 bits are
used for the mantissa (with hidden leading bit). The dynamic range would be

20 log10(2
9 · 27) = 96 dB , (14.5)

and the SNR would be

10 log10(2
9·2/2/(1/12)) = 62 dB . (14.6)

The dynamic range would be almost the same as with the current fixed-point stan-
dard, and the SNR would be better on soft passages, and poorer on loud passages.

With uniform quantization, the noise level is constant. The noise is therefore
more apparent with soft passages, and insignificant at loud levels. With floating-
point quantization, the SNR is independent of recording level. As long as the SNR is
high enough, the noise would be insignificant at all recording levels. A 62 dB SNR
is probably a good one, since with floating-point, it would not deteriorate at low
levels. This SNR would be a lot better than that of the present compact disc whose
SNR could easily drop to 20 dB or lower during soft passages. Using 12-bit samples
instead of 16-bit samples, the maximum recording time could be increased from 74
minutes to 98 minutes. One could record the entire Mahler Symphony #6 on one
disc.1

Although the use of floating-point representation could improve performance,
and great improvements in recording density have been achieved with the DVD, it
is likely that the compact disc with the present format and standards will remain a
world standard for many more years.

14.2 A CASCADE OF FIXED-POINT AND FLOATING-POINT
QUANTIZERS

Analog-to-digital conversion involves sampling in time and quantization in ampli-
tude. At the present time there are only very few analog-to-digital conversion devices
that quantize directly into floating-point. Most quantizers are uniform, giving fixed-
point numerical samples. If floating-point representation is desired, the fixed-point
samples can be fed into a computer, and the sample values can be rounded by the
computer to their nearest values on a floating-point scale.

In the previous section, we discussed the possibility of recording music on a CD
with 12-bit floating-point samples taken at 44.1 kHz. Following this example, since

1Floating-point alone is not the only possibility to improve quality of the stored signal. Predictive
coding, use of additional bits (Pohlmann, 1992; Moorer, 1979) offer further gain, but this is beyond our
scope here.
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there is no direct way of taking floating-point samples, we would need to sample
with uniform quantization, then convert to floating-point, and then record on the CD.

Let the uniform quantization be done with a 16-bit quantizer, 15 bits plus sign
bit. Let the quantum step size be q, so that the largest quantity that can be represented
is ⎛⎜⎝ largest

fixed-point

quantity

⎞⎟⎠ = (215 − 1)q ≈ 215q . (14.7)

Let the floating-point scale be established for 12-bit numbers as follows: one bit for
sign, 8 bits for mantissa (with hidden leading bit, but storing the sign in the 8 bits),
and three bits for exponent, including exponent sign. If we designate the hidden
quantizer’s step size by qh , then the smallest positive quantity that can be represented
on the floating-point scale is qh . Accordingly,⎛⎜⎜⎜⎜⎜⎜⎝

smallest

positive

floating-

point

quantity

⎞⎟⎟⎟⎟⎟⎟⎠= 0.000 000 01 × 2Emin

0.000 000 01 × 2Emin
qh

= qh . (14.8)

The largest quantity that can be represented on the floating-point scale is⎛⎜⎜⎜⎝
largest

floating-

point

quantity

⎞⎟⎟⎟⎠= 1.111 111 11 × 2Emax

0.000 000 01 × 2Emin
qh

= 1.111 111 11 × 23

0.000 000 01 × 2−3
qh

= (2 − 2−8)23

2−8 · 2−3
qh

≈ 215qh . (14.9)

The dynamic range of the floating-point scale should be approximately the same
as the dynamic range of the fixed-point quantizer. Therefore, we should equate
Eq. (14.9) with Eq. (14.7).

215qh = 215q
...

qh = q . (14.10)
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It is generally a good idea to make the ratio of the smallest step of the floating-point
scale to the smallest step of the fixed-point quantizer be a power of 2. This avoids a
Moiré effect in the cascade of the quantization processes.

Looking more carefully at Eq. (14.10), it is apparent that the cascade of the
fixed-point quantization with the floating-point quantization is equivalent in this case
to the floating-point quantization acting alone. This is because the finest floating-
point quantization step is equal to the uniform step of the fixed-point quantizer. Fur-
thermore, for almost every amplitude of the music signal, the floating-point step size
will be larger than that with fixed-point quantization. This situation is unacceptable
because the quantization noise would be worse than that of conventional CD’s, even
though we would be saving bits by using a 12-bit representation rather than a 16-bit
representation for each sample. The musical quality would be diminished.

We could try again with a different allocation of the bits for the 12-bit floating-
point scale. This time, let one bit be used for sign, 7 bits for mantissa (with hidden
leading bit), and let 4 bits be used for exponent, including exponent sign. As such,
the largest floating-point quantity would be⎛⎜⎜⎜⎝

largest

floating-

point

quantity

⎞⎟⎟⎟⎠= 1.111 111 1 × 2Emax

0.000 000 1 × 2Emin
qh

= 1.111 111 1 × 27

0.000 000 1 × 2−7 qh

≈ 222qh . (14.11)

Equating (14.11) with Eq. ( 14.7), we get

qh = 2−7q . (14.12)

One can show in general that the ratio q/qh is

r
	= q

qh

= 2Emax−Emin+p−N+2 , (14.13)

where Emax, Emin, and p pertain to the floating-point quantizer, and where N is
the number of bits of the fixed-point quantizer, including sign. This is based on
the idea that the dynamic ranges of the fixed-point and floating-point quantizers are
approximately equal.

Returning to the above example, one can see from Eq. (14.12) that the finest
floating-point step is now much finer than the fixed-point step size. Therefore for low
level signals, no additional distortion is introduced by the floating-point encoding.
The quantization will be uniform, with step size q, until the signal level reaches the
point where the floating-point step size just becomes q. This is the “crossover point.”
From then on, as the input signal becomes larger, the cascade of the two quantizers
behaves like the floating-point quantizer alone.
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Thus, for low-level signals, the cascade of the quantizers behaves like the fixed-
point quantizer alone. Then there is crossover and, for larger amplitudes, the cascade
of quantizers behaves like the floating-point quantizer alone.

The crossover point can be found under general conditions in the following
manner. Referring to Fig. 12.3, one can see that the floating-point step size changes
for values of the input x which are ±	multiplied by 2k , with k a nonnegative integer.

Let x have the value
x = ±	 · 2k . (14.14)

For this input, and k > 0, the smaller step size is

qh · 2k−1 . (14.15)

The crossover point for input x occurs when Eq. (14.15) equals q/2. That is,

qh · 2k = q , or
q

qh

= 2k . (14.16)

Let the crossover point be designated by xc. It can be determined by combining
Eq. (14.16) with Eq. (14.14).

xc = ±	
2

· q

qh

. (14.17)

Another equivalent expression for the crossover point can be derived. Using (12.1),
we see that

	 = qh · 2p . (14.18)

Dividing both sides of Eq. (14.17) by q, and substituting Eq. (12.1) for	, we obtain
xc

q
= ±2p−1 , or xc = ±q · 2p−1 . (14.19)

Thus, when the input to the fixed-point quantizer has the value given by Eq. (14.19),
the point of transition between fixed-point behavior and floating-point behavior is
reached.

In the previous section, we found that for 12-bit floating-point quantization with
p = 8 and 4 bits of exponent including sign, the SNR was 62 dB and the dynamic
range was 96 dB. With a cascade of a 16-bit fixed-point quantizer and the 12-bit
floating-point quantizer, the situation was quite different. Below the crossover, the
SNR was the same as that of the fixed-point quantizer alone. Above the crossover,
the SNR was the same as that of the floating-point quantizer acting alone, namely
62 dB. The dynamic range was the same as that of the fixed quantizer alone. We
saved 4 bits per sample but obtained larger quantization noise for large inputs, but
with SNR no worse than 62 dB.
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14.3 MORE ON THE CASCADE OF FIXED-POINT AND
FLOATING-POINT QUANTIZERS

The cascade of fixed-point and floating-point quantizers has general importance.
Fixed- and floating-point quantizers are effectively cascaded whenever a signal is
converted from analog-to-digital and the samples are fed to a computer working in
floating-point. It is therefore of interest to study more deeply the cascade of fixed-
and floating-point quantizers. A block diagram is shown in Fig. 14.1. New notation
is defined in the diagram.

x x ′ x ′′
Q QFL

Figure 14.1 A cascade of fixed-point and floating-point quantizers.

As an example, consider the case of a 9-bit (including sign) fixed-point quan-
tizer cascaded with a 6-bit floating-point quantizer (one bit sign, two bits of man-
tissa, hidden leading bit, and three bits of exponent). From Eq. (14.13), we obtain
q/qh = 2. Fig. 14.2 shows the fixed-point quantizer characteristic.
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Figure 14.2 The fixed-point quantizer characteristic.

Fig. 14.3 shows the floating-point quantizer characteristic.
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Figure 14.3 The floating-point quantizer characteristic.
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Figure 14.4 Overall characteristic of cascade of fixed-point and floating-point quantizers.
N = 9 for the fixed-point quantizer. The floating-point quantizer has 6 bits, with 1 bit for
sign, 3 bits for mantissa, of which 1 bit is the hidden leading bit, and 3 bits for exponent.
q/qh = 2 for this case.
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Fig. 14.4 shows the characteristic of the cascade. All variables are normalized
with respect to 	, which pertains to the floating point quantizer, and is defined by
Eq. (12.1). The cascade exhibits the behavior of the fixed-point quantizer until x
reaches xc, (in this case xc/	 = 2) whereupon the cascade takes on the characteris-
tic of the floating-point quantizer.

The characteristic of the cascade looks like the characteristic of a floating-point
quantizer. As a matter of fact, it is. The characteristic of the cascade can be exactly
represented as a compressor, followed by a uniform quantizer, followed by an ex-
pander. A general compressor curve is shown in Fig. 14.5. A corresponding uniform
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Figure 14.5 General compressor characteristic for a cascade of fixed-point and floating-
point quantizers.

quantizer characteristic is shown in Fig. 14.6 for the specific case p = 3. The step
size is always exactly equal to q, the step size of the fixed-point quantizer of the
cascade.

A general expander curve is shown in Fig. 14.7. Comparing these character-
istics with those of the floating-point quantizer shown in Figs. 12.7, 12.9, and 12.8,
they are the same except for the scale factor r . Recall that

r =
(

q

qh

)
. (14.20)

and that r is an integer power of 2. If r is less than or equal to 1, then the cascade
behaves just like its floating-point quantizer. If r is greater than 1, then compressor
and expander curves like those of of Figs. 12.4 and 12.6 can be used to describe the
behavior of the cascade of quantizers.
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Figure 14.6 Uniform quantizer characteristic for cascade with compressor of Fig. 14.5
and expander of Fig. 14.7, with p = 3.
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Figure 14.7 General expander characteristic for a cascade of fixed-point and floating-point
quantizers.
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Let r be greater than 1. Then the cascade characteristic is exactly like a floating-
point quantizer characteristic, except for the scale factor r . The analysis of the quan-
tization noise of the cascade is like the analysis of floating-point quantization noise.
But there are some differences, however.

Operating the cascade below the crossover point is perfectly reasonable. But
this would be like operating a floating-point quantizer in its underflow region. The
theory of floating-point quantization noise developed in Chapters 12 and 13 assumes
that the floating-point quantizer is operated in the region between underflow and
overflow. The theory will need some modification in order to apply to the cascade.

Let the input to the cascade be zero-mean Gaussian. If the standard deviation σx
is small compared to the crossover amplitude xc, the mean square of the quantization
noise of the cascade will be q2/12. The mean of the noise will be zero. If the
standard deviation of the input is very large compared to xc, the mean of the noise
will still be zero and the mean square will be able to be computed by making use of
formula Eq. (12.24). To use this formula, we will need to know “p” for the cascade.
This turns out to be the same as p for the floating-point portion of the cascade.
Nevertheless, we will call “p” for the cascade pCAS. The number of uniform steps
of the cascade characteristic over the range 0 < x < xc will be equal to 2pCAS−1.
Accordingly, ⎛⎜⎝ number of

uniform

steps

⎞⎟⎠ = xc

q
= 2pCAS−1 . (14.21)

From this we have

2−2(pCAS−1) =
(

q

xc

)2

. (14.22)

Now applying formula Eq. (12.24) to the cascade,

E{ν2
CAS} = 0.180 · 2−2(pCAS−1)E{x2} . (14.23)

The quantization noise of the cascade is νCAS, and x is the input to the cascade.
Substituting Eq. (14.22) into Eq. (14.23),

E{ν2
CAS} = 0.180

(
q

xc

)2

σ 2
x . (14.24)

It is convenient to normalize both sides of this equation by q2/12. Accordingly,

E{ν2
CAS}

q2/12
= 0.180 · 12

(
σx

xc

)2

= 2.16

(
σx

xc

)2

. (14.25)
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This applies when the standard deviation σx of the Gaussian input is large compared
to xc. When σx is small compared to xc,

E{ν2
CAS}

q2/12
= 1 . (14.26)

For values of σx near xc, neither Eq. (14.26) nor Eq. (14.25) will apply. One would
need a weighted mixture of the two.

Plots of E{ν2
CAS}/(q2/12) versus (σ 2

x /x
2
c ) are shown in Fig. 14.8(a),(b). These
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Figure 14.8 Normalized mean square of quantization noise of a cascade of fixed- and
floating-point quantizers, E{ν2

CAS}/(q2/12) vs. (σ 2
x /x

2
c ), for zero-mean Gaussian input.

Monte Carlo results, N = 106 samples for each value of σx . (a) large-scale plot;
(b) “zoomed” to low end of scale.

normalized curves were not derived analytically, but were obtained by Monte Carlo.
They are universal curves for the zero-mean Gaussian case, and do not depend on
the number of bits of either the fixed- or floating-point quantizers of the cascade, as
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long as both quantizers have approximately the same dynamic range. Other universal
curves could be obtained by Monte Carlo if the mean of the input x is nonzero, and/or
the input x is non-Gaussian.

Theoretically, the correlation coefficient between νCAS and x should be very
close to zero for σx small compared to xc, and likewise for σx large compared to
xc. This correlation coefficient was measured by Monte Carlo, and is plotted versus
(σ 2

x /x
2
c ) in Fig. 14.9. Since this correlation coefficient is small, one may replace

(σx/xc)
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Figure 14.9 Correlation coefficient of νCAS and x versus σ 2
x /x

2
c . p = 3, Nfix = 9,

q = 0.0626, xc = 0.25. Monte Carlo results, N = 106 samples for each value of σx .

the cascade with a source of independent additive zero-mean noise, for purposes of
moment analysis. If the input is zero mean Gaussian, the mean square of νCAS may
be obtained from the curves of Fig. 14.8.

If the input x is sampled and correlated over time, the quantization noise of
the cascade is theoretically almost white both when σx is small compared to xc and
when σx is large compared to xc. Plots of the correlation coefficient of two adjacent
quantization noise samples versus the correlation coefficient of two adjacent samples
of the input x are shown in Fig. 14.10 for various values of (σ 2

x /x
2
c ), assuming that

x is a zero-mean Gaussian input.
That the quantization noise is essentially white allows one to replace the cas-

cade with a source of additive independent white noise, for purposes of moment
analysis. The mean is zero, and the mean square is once again obtainable from
Fig. 14.8(a),(b). The quantization noise is white PQN with mean square given by
these curves.
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Figure 14.10 Correlation coefficients of noise samples as a function of the correlation
coefficients of input samples. The curves are parameterized by the value of (σx/xc)

2.
p = 3, Nfix = 9, q = 0.0626, xc = 0.25. Monte Carlo results, N = 106 samples.

14.4 CONNECTING AN ANALOG-TO-DIGITAL CONVERTER
TO A FLOATING-POINT COMPUTER: ANOTHER
CASCADE OF FIXED- AND FLOATING-POINT
QUANTIZATION

Converting from analog to digital involves fixed-point or uniform quantization. Let
the quantized samples be fed to a computer, where they could be represented as
floating-point numbers. The idea is illustrated in Fig. 14.11. Going from the analog

Analog
signal

Analog or
digital outputADC

Floating-point
computer

Analog-to-digital
converter

Digital
processor

Figure 14.11 Floating-point representation of digital samples.

world into the floating-point digital world involves a cascade of uniform and floating-
point quantization.

Converting analog music signals to floating-point digital form for recording
on a CD is a very different situation from that of converting general analog signals
to floating-point digital form for processing with a 32-bit computer. Assume that
the computer implements single-precision arithmetic according to the IEEE floating-
point standard. With music recording on a CD, we had considered representing each
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sample with 12-bits. In the computer, each sample would be represented with 32-
bits.

For CD recording, the cascade of fixed- and floating-point quantizers would
have an overall characteristic resembling that of Fig. 14.4, behaving like a uniform
quantizer for low-level signals, and behaving like a floating-point quantizer for high-
level signals.

When feeding digital inputs to a computer, the cascade of fixed- and floating-
point quantizers generally behaves like a fixed-point quantizer without a floating-
point part, because the crossover from fixed-point behavior to floating-point behavior
takes place outside the dynamic range of the fixed-point quantizer.

To appreciate why this is generally so, refer to Eq. (14.19). The crossover point
is given by

xc = q · 2p−1 . (14.19)

The IEEE single-precision standard requires that p = 24. Therefore, the crossover
point is

xc = q · 223 . (14.27)

If the analog-to-digital converter provides 16-bit samples, for example, then the max-
imum input to the computer will be⎛⎜⎝ largest

computer

input

⎞⎟⎠ = q · 216 . (14.28)

This is well below the crossover point, and so the fixed-point quantization process
prevails. The subsequent floating-point quantization introduces no further distortion.

Assuming that the PQN model applies to the fixed-point quantizer, the net quan-
tization noise will have a mean of zero, will be uncorrelated with the quantizer input,
will be white, and will have a variance of q2/12. Additional quantization noise could
be introduced by the processing within the computer, even though the computer is
running IEEE single-precision floating-point.

14.5 CONNECTING THE OUTPUT OF A FLOATING-POINT
COMPUTER TO A DIGITAL-TO-ANALOG CONVERTER:
A CASCADE OF FLOATING-POINT AND FIXED-POINT
QUANTIZATION

To go from the floating-point world of the computer to the outside world, the analog
world, it is necessary for the computer to engage a piece of hardware called a digital-
to-analog converter (DAC). The DAC requires fixed-point numbers as inputs, and
it in turn produces output voltages that are proportional to its input numbers. The
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computer converts its floating-point outputs to fixed-point numbers in order to drive
the DAC. This is equivalent to a cascade of floating-point and fixed-point quantizers.

If the computer is running with IEEE single-precision or double-precision, the
numerical resolution will be much finer than that of the DAC. Conversion of the com-
puter output signal from floating-point to fixed-point will be essentially equivalent
to fixed-point quantization with the quantization step size being the same as that of
the DAC. The resulting quantization noise will simply add to the computer output
signal.

14.6 SUMMARY

Analog-to-digital conversion is generally done with uniform quantization. If floating-
point representation is desired, then a computer will be needed to convert the sample
values from a fixed-point to a floating-point scale. This is always done when signal
processing is performed in floating-point. This would also be done if one were to
record signals with a floating-point format.

For example, the recording standard for the compact disc could have incorpo-
rated 16-bit floating-point representation instead of 16-bit fixed-point representation.
The original signal could have been quantized with a 20-bit quantizer, and the sam-
ples could then have been converted to a 16-bit floating-point format. With proper
allocation of the bits between exponent and mantissa, the result could have been
musical quality equivalent to 20-bit uniform quantization instead of 16-bit uniform
quantization.

This is not meant to be a criticism of the CD standard. One should realize
that when this standard first appeared, conversion of the played-back samples from
floating-point to fixed-point for digital-to-analog conversion, doing this in real time
with an affordable microprocessor, would have represented insurmountable prob-
lems. At the time, the CD standard was a good choice.

The cascade of fixed-point and floating-point quantizers is analyzed in this
chapter. Generally, the cascade behaves like a fixed-point quantizer for small am-
plitude signals and then crosses over to behave like a floating-point quantizer for
large signals. The crossover point is given by Eqs. (14.17) and (14.19).

With a zero mean Gaussian input, the quantization noise of the cascade of quan-
tizers has zero mean and a mean square given by Eqs. (14.25) and (14.26).

14.7 EXERCISES

14.1 The value of a constant voltage (approx. 0.1 V) is to be measured. The measured values
are somewhat contaminated by the power mains. In order to suppress this sinusoidal
disturbance, N = 1000 samples are taken during a period of the power mains. An
18-bit ADC with input range ±0.2 V is used to obtain the samples. The samples are
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inputted to a computer where the number representation is single precision IEEE. The
samples are digitally averaged. The algorithm for averaging is

(a) µ̂(k) = k−1
k µ̂(k − 1)+ 1

k x(k), k ≥ 1, with µ̂(0) = 0,

(b) µ̂(N ) = 1
N

N∑
k=1

x(k).

Which error will dominate the results, that of the ADC, or that of the roundoff of the
averaging process?

14.2 Repeat Exercise 14.1 for a 12-bit ADC, and precision p = 18 in the computer.
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Chapter 15

Roundoff Noise in FIR Digital
Filters and in FFT Calculations

FIR (finite impulse response) digital filters are open loop signal processors. These are
numerical filters, and roundoff takes place within these filters when certain numerical
operations are performed upon the filter input signals. Roundoff also takes place in
IIR (infinite impulse response) digital filters. These are feedback filters, and the
effects of quantization in IIR filters are more complicated than in FIR filters. We
will defer discussion of the IIR case until the next chapter. This chapter focuses on
quantization noise in FIR filters. Furthermore, we assume here that the coefficients of
the filter are infinitely precisely given. In digital implementation, this will not be true
– the consequences of finite precision in the coefficients are discussed in Chapter 21.

15.1 THE FIR DIGITAL FILTER

An FIR filter is a “moving average” filter. This is diagrammed in Fig. 15.1 as a tapped
delay line having N taps. The N filter coefficients or weight values are designated
by h(0), h(1), h(2), . . . , h(N − 1). They are the samples of the impulse response.
The input signal is x(m), and the output signal is y(m). The output signal can be
expressed as a linear combination of present and past inputs as follows:

y(k)= h(0)x(k)+ h(1)x(k − 1)+ · · · + h(N − 1)x(k − N + 1)

=
N−1∑
m=0

h(m)x(k − m) . (15.1)

Eq. (15.1) is a convolution sum. The output is the convolution of the input with the
impulse response of the filter, and is a weighted linear combination of present and
past input values.

373
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y(k)
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· · ·

h(0) h(1) h(2) h(N−2) h(N−1)

z−1 z−1 z−1

�

Figure 15.1 An FIR digital filter.

15.2 CALCULATION OF THE OUTPUT SIGNAL OF AN FIR
FILTER

Calculation of the output signal y(k) at the kth time instant involves the formation of
a sum of products, as in Eq. (15.1). How these products are computed and summed
varies from circumstance to circumstance. In some cases, each product would be
formed, stored in memory, and then brought back to the accumulator one product
at a time and added to the cumulative sum. In other cases, each product would be
formed and added directly to the cumulative sum. To do the job this way, it would
be necessary for the processor to have two separate accumulators, one used with the
multiplication process to form the products, and the other used to form the sum of the
products, or to be able to execute the “multiply-and-add” operation, that is, execute

acc(r + 1) = acc(r)+ h(r) · x(k − r) . (15.2)

in one command.
In general, the way the numerical operations would be done would depend on

the processor architecture and its operating system and compiler, if everything were
to be done with software. How the job would be done when using signal processing
chips and associated software might be very different however.

It is quite normal for an accumulator to have more bits than the word length of
the memory. When two numbers from memory are multiplied for example, the word
length of the product could be the sum of the word lengths of the two numbers. If a
product is to be formed and then put in memory, it would be necessary as a matter of
routine to round the product so that its word length would be the same as that of the
memory. The rounding is quantization and can be represented as such in the usual
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way. Fig. 15.2 shows quantizers in the block diagram of the FIR filter performing
the requisite rounding.

x(k)
Input

Output

· · ·

h(0) h(1) h(2) h(N−2) h(N−1)

z−1 z−1 z−1

�

Q

QQQQQ

Figure 15.2 An FIR digital filter with rounding in the products and in the final sum.

There is an additional quantizer shown to round the sum. This is needed be-
cause, when many numbers are added, each having the word length of the memory,
the sum could have a word length that may be considerably greater than that of the
constituents of the sum. To be able to place the sum into memory, rounding would
be essential.

The more efficient computation and the one that would generate much less
quantization noise in the output signal would form the products one product at a
time, and without going to memory, the product would be added directly to the accu-
mulated sum. The processor with two accumulators (one to form the products, and
the other to sum the products) would require software to make this usage possible.
Only the accumulated sum would need to be rounded. The block diagram of the
process is shown in Fig. 15.3.
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x(k)
Input
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· · ·

h(0) h(1) h(2) h(N−2) h(N−1)

z−1 z−1 z−1

�

Q

Figure 15.3 An FIR digital filter with rounding in the final sum.

15.3 PQN ANALYSIS OF ROUNDOFF NOISE AT THE
OUTPUT OF AN FIR FILTER

Analysis of the quantization noise in the filter output signal can be generally accom-
plished by replacing the quantizers with sources of additive PQN. This assumes of
course that an appropriate quantizing theorem such as QT II is satisfied. The nu-
merical operations could be fixed-point, whereupon the rounding is represented by
uniform quantization, or the numerical operations could be floating-point, where-
upon the rounding is done by floating-point quantization.

The FIR filter containing rounding is truly nonlinear. There is no question
about this. However, the behavior of the filter can be analyzed statistically, making
use of linear theory, when the quantizing theorem is satisfied and the quantizers, for
purposes of analysis, can be replaced by additive PQN. The analysis is quite precise.
We are not approximating away the nonlinearities. The beauty of the method is that
in almost all practical circumstances, the PQN model works with remarkably high
accuracy. This is true with fixed-point computation and especially true with floating-
point computation.

It is useful to consider some examples of FIR filtering with internal roundoff.
Let us work with a 128-weight lowpass linear phase FIR filter. One such filter was
designed with the Remez algorithm (Oppenheim, Schafer and Buck, 1998) by using
Matlab. The specification called for flat 0 dB response from zero to one-tenth of the
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sampling frequency, and zero response from two-tenths to one-half of the sampling
frequency. The frequency response is shown in Fig. 15.4(a), and the phase response
is shown in Fig. 15.4(b). The weight values are plotted in Fig. 15.5. This is the
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Figure 15.4 Frequency and phase response of a 128-weight FIR lowpass filter: (a) re-
sponse magnitude; (b) phase.

filter impulse response. Since the filter is almost an ideal lowpass with linear phase
corresponding to a delay of half the length of the filter, the impulse response should,
to a good approximation, be a sinc function delayed by half the length of the filter.
This result may be confirmed by inspection of Fig. 15.5.

15.4 ROUNDOFF NOISE WITH FIXED-POINT
QUANTIZATION

The Matlab simulation of the above filter was done with IEEE double-precision
floating-point number representation. As such, the filter was essentially perfect and
free of quantization effects. Suppose now that the filter is to be actually implemented
in real time using 32-bit fixed-point arithmetic. We shall let the signal samples be
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Figure 15.5 Impulse response of 128-weight FIR lowpass filter.

represented with “integer arithmetic.” This means that all numbers are whole num-
bers, and that the binary point is therefore all the way to the right of the represented
bits. The most left-hand bit is the sign bit, and the remaining 31 bits represent the
magnitude of the number.

Let the filter input be a sinusoid, and let it have an amplitude which is full scale,
i.e. 231. The peak-to-peak range of the sinusoid is therefore 232. Let the frequency of
the sinusoid be within the filter’s passband, for example at one-tenth of the sampling
frequency.

Since the gain of the filter is 1 at this frequency (its coefficients are defined cor-
respondingly, as fractional numbers), there will be no overload at the output, at least
in steady state, when applying the sine wave at the filter input. Implementation of the
summation would however need some care to avoid overflow during calculations.1

The input sinusoid may be generated as needed or it may be recorded in mem-
ory and called as needed. Whichever way this is done, the sinusoid must be quan-
tized. If the filter calculations are to be done in accord with the diagram of Fig. 15.2,
the entire process, including the quantization of the input sine wave, will take place
as diagrammed in Fig. 15.6. The quantization step size everywhere is q = 1.

To analyze the effects of quantization noise at the filter output, the quantizers
are replaced with sources of independent additive PQN as shown in Fig. 15.7. The
justification for this comes from the fact that the amplitude of the sine wave is very
large compared to the quantization step size. This makes the individual quantiza-

1The theoretical upper bound of the sum is max(|x(k)|) · ∑
r

|h(r)|, thus the conservative scaling

design is to keep this under 1.
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Figure 15.6 A 128-weight digital filter driven by a sine wave.

tion noises uniformly distributed, and uncorrelated with each other, even though the
signals at the taps of the tapped delay line are correlated with each other.

The quantization noise at the filter output is the sum of all the quantization
noise components. The mean square of the output quantization noise is the sum of
the mean squares of the individual quantization noise components.

Referring to Figs. 15.6 and 15.7, the output quantization noise consists of noise
from the final output quantizer, plus noise from quantization of 128 weighted signals,
plus noise from quantization of the sinusoidal input. Since q = 1 everywhere, the
output quantization noise power will be equal to 1/12 for the output quantizer, plus
1
12(128) for the quantization noise of the 128 weighted signals, plus the output noise
power from quantization of the sinusoidal input. This noise originates at the input,
and has a power level of 1/12 there.

The noise of the sinusoidal input propagates down the tapped delay line, and is
weighted and summed before appearing at the filter output. This noise is uncorrelated
from tap to tap of the tapped delay line. Therefore, the output noise power due to
quantization of the sinusoidal input is

1

12

(
h2(0)+ h2(1)+ · · · + h2(127)

)
= 1

12

(
sum of squares of the samples

of the impulse response

)
.

(15.3)
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Figure 15.7 The 128-weight digital filter with quantizers replaced with sources of additive
PQN.

The total output quantization noise is a sum of the three components. Its mean square
is given by ⎛⎜⎝ output

quantization

noise power

⎞⎟⎠ = 1

12

⎛⎜⎝ sum

of

squares

⎞⎟⎠+ 1

12
(128)+ 1

12
· 1 . (15.4)

The sum of squares has been calculated for the impulse response of Fig. 15.5, and
this is 0.2874. Therefore, the mean square of the output quantization noise is⎛⎜⎝ output

quantization

noise power

⎞⎟⎠= 1

12
(0.2874)+ 1

12
(129)

= 10.77 . (15.5)

Since the gain of the filter is unity, the sinusoidal output signal will have an amplitude

of 231. The output signal power will be
1

2

(
231
)2

= 2.3 · 1018. Therefore, the output

signal to noise ratio will be
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(
output SNR

)
= 10 log10

2.3 · 1018

10.77
= 173.3 dB . (15.6)

This very nice SNR is to be expected with 32-bit fixed-point computation with the
signal amplitude at full scale. This result was checked and verified by Matlab sim-
ulation by comparing the outputs of the fixed-point filter with that of the double-
precision floating-point filter.

The quantization noise would be even lower if the computation were done in ac-
cord with the diagram of Fig. 15.3 (multiply-and-add operation: negligible rounding
after the multiplications). For this case,

⎛⎜⎜⎜⎝
output

quantization

noise

power

⎞⎟⎟⎟⎠= 1

12

⎛⎜⎝ sum

of

squares

⎞⎟⎠+ 1

12
· 1

= 1

12
(0.2874)+ 1

12
= 0.107 . (15.7)

The output signal-to-noise ratio for this case would be(
output SNR

)
= 10 log10

2.3 · 1018

0.107
= 193 dB . (15.8)

This result was also checked and verified by simulation.

15.5 ROUNDOFF NOISE WITH FLOATING-POINT
QUANTIZATION

The arithmetic computations in the FIR filter could be done in floating-point. Sup-
pose that we implement the 128-weight FIR filter with single-precision floating-point
arithmetic (p = 24). We can now explore the workings of the filter with floating-
point quantization.

The diagram of Fig. 15.7 can be used for output noise calculations. The output
noise power due to quantization of the input sine wave is obtained by making use
of Eq. (12.24). The noise power is proportional to the power of the sine wave. This
output noise power is given by(

0.180 · 2−2p
) 1

2

(
231
)2

· (sum of squares)=
(

0.180 · 2−48
) 1

2
262(0.2874)

= 423.8 . (15.9)
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The output noise power due to the output quantizer is proportional to the power of the
input to this quantizer. The sinusoidal signal dominates, and since the filter gain is
unity, its power is the same as at the filter input. Accordingly, the output quantization
noise power due to the output quantizer is(

0.180 · 2−48
) 1

2

(
231
)2

= 1475 . (15.10)

The output noise power due to the other 128 quantizers is proportional to the sum of
their input powers. This sum is equal to the power of the input sine wave multiplied
by the sum of squares of the samples of the impulse response. Referring again to
Fig. 15.7, one can calculate the output noise power due to the 128 quantizers as(

0.180 · 2−48
) 1

2

(
231
)2
(sum of squares) = 423.8 . (15.11)

The output noise power due to the 128 quantizers turns out to be equal to the output
noise power due to the single quantizer that quantized the sinusoidal input.

The total quantization noise power at the filter output is obtained by adding
Eq. (15.9), Eq. (15.10), and Eq. (15.11).⎛⎜⎝ total output

quantization

noise power

⎞⎟⎠= 423.8 + 1475 + 423.8

= 2322.6 . (15.12)

The output signal to noise ratio is

(output SNR)= 10 log10

(
1
2

(
231
)2

2322.6

)
= 150 dB . (15.13)

This is a poorer result than that obtained with 32-bit fixed-point arithmetic, given
by Eq. (15.6). Floating-point computation does not always give a better result than
fixed-point computation. In this example, the floating-point mantissa has only 24
bits, much less than the 32 bits of the fixed-point arithmetic. The missing 8 bits in
the mantissa explain the difference of 23.3 dB:

20 log10 28 = 48.2 dB � 23.3 dB . (15.14)

The floating-point SNR does not depend on signal amplitude, but the fixed-
point SNR does depend on signal amplitude. Floating-point number representation
causes all samples to have the same relative error. For the present example, the signal
amplitude has been set at maximum value. For lower levels of signal, the fixed-point
SNR is worse, and could be much worse than the floating-point SNR. Floating-point
also allows a much greater signal dynamic range than fixed-point.
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If the computations were done as illustrated in Fig. 15.3, the 128 quantizers
would no longer be used and the total output quantization noise power would be the
sum of Eq. (15.9) and Eq. (15.10). Accordingly,⎛⎜⎝ total output

quantization

noise power

⎞⎟⎠ = 423.8 + 1475 = 1898.8 . (15.15)

The output signal to noise ratio would be

(output SNR)= 10 log10
2.3 · 1018

1898.8
= 150.8 dB . (15.16)

This result is still poorer than that obtained with 32-bit fixed-point computation,
given by Eq. (15.8). But the reasoning is the same as for the previous case.

The above examples give us some idea of how quantization theory can be used
to calculate roundoff noise at the output of FIR digital filters. We will extend these
ideas further for the analysis of roundoff noise in FFT calculations.

15.6 ROUNDOFF NOISE IN DFT AND FFT CALCULATIONS

The discrete Fourier transform (DFT) has found wide application in all branches of
science and technology. This became possible with the development of low-cost
computing and with the advent of the Cooley–Tukey fast Fourier transform or FFT
(Cooley and Tukey, 1965). The discrete Fourier transform of a sampled signal re-
sembles the Fourier transform of the continuous signal, but differs from it for two
reasons, (a) the DFT transforms a finite number of samples over a finite time, thus
the original signal is “windowed” (the part to be processed is extracted from the sig-
nal) before transformation, (b) the DFT is the Fourier transform of samples rather
than being the Fourier transform of the original continuous signal. Sampling and
windowing have effects on the Fourier transform, and these effects are well under-
stood in the literature. When using the DFT, one must take these into account. Good
descriptions of the DFT and the various form of the FFT algorithm for calculating it
are contained in textbooks on digital signal processing, like the book by Oppenheim,
Schafer and Buck (1998).

Roundoff errors occur when the DFT is calculated. It is the purpose of this
section to show how quantization noise originates and propagates into the output of
the DFT calculation. There are many ways to calculate the DFT, and the method of
computation has a significant effect on the amount of quantization noise that appears
in the final output.

Calculation of the DFT by means of the FFT algorithm is equivalent to FIR
filtering with complex weights. The methods for predicting output roundoff noise
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resemble those for predicting the quantization noise power at the output of an FIR
digital filter.

The discrete Fourier transform of a sequence of numbers x(0), x(1), . . . , x(N −
1) is

X (m) =
N−1∑
k=0

x(k)e− j2π mk
N . (15.17)

This sequence could consist of samples of a time function. The members of the
sequence are generally real, but they could also be complex.

The inverse discrete Fourier transform is

x(k) = 1

N

N−1∑
m=0

X (m)e j2π mk
N . (15.18)

Equations (15.17) and (15.18) comprise a transform pair. Transforming any sequence
x(1), x(2), . . . , x(N − 1) yields a sequence X (0), X (1), . . . , X (N − 1) that, when
inverse transformed, yields the original sequence precisely. However, when these
transformations are actually computed, roundoff error makes the results not quite
perfect.

It is useful to make the following definition:

WN
	= e− j2π/N . (15.19)

Using this definition, the DFT and its inverse can be written as

X (m)=
N−1∑
k=0

x(k)W mk
N

x(k)= 1

N

N−1∑
m=0

X (m)W −mk
N . (15.20)

If the sequence x(1), x(2), . . . , x(N − 1) is a sequence of samples of a time
function, then k is the time index or time sample number. The DFT takes us from
the “time domain” to the “frequency domain” where m is the frequency number or
frequency index.

The DFT can be calculated directly by making use of (15.20). Writing out the
sum, we have

X (m)= x(0)W m·0
N

+ x(1)W m·1
N

+ x(2)W m·2
N

...

+ x(N − 1)W m·(N−1)
N . (15.21)
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For any frequency index m, the DFT is seen as a sum of products. Multiplica-
tion products have a number of digits approximately equal to the sum of the numbers
of digits of the constituents. Therefore roundoff is necessary to prevent growth in the
number of digits in each product.

15.6.1 Multiplication of Complex Numbers

Extra complication comes from the fact that this multiplication involves complex
numbers. The first step is to study roundoff when forming the product of two com-
plex numbers.

The product of two complex numbers is

(a + jb)(c + jd) = (ac − bd)+ j (bc + ad) . (15.22)

The real part of the product is (ac − bd), and the imaginary part is (bc + ad).
Complex numbers cannot be directly represented, but their real and imaginary parts
can be represented as two numbers.
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Figure 15.8 Block diagram of complex multiplication and quantization: (a) multiplication
and quantization. The quantizers after the summers are denoted by Qs to remind us that
they quantize the sum of two quantized numbers, therefore modeling their effect by PQN
is a rough approximation only. (b) representation of multiplication and addition using the
PQN noise model; nr1, nr2, and nrs are noises of the real parts, and ni1, ni2, and nis are
the noises of the imaginary parts. The noises are all uncorrelated with each other. Also, the
real and imaginary parts of the total error of the result are uncorrelated with each other.



386 15 Roundoff Noise in FIR Digital Filters and in FFT Calculations

Fig. 15.8 is a block diagram showing how the complex product is formed and
quantized within a digital signal processor or an arithmetic unit.

Fig. 15.8(a) illustrates the actual quantization of the real and imaginary parts of
the product. The resulting quantization noises are usually assumed to be in accord
with the (fixed-point or floating-point) PQN model. This is true for the quantizers
after the multiplications, but not quite true after the additions, because here quanti-
zation of sums of already quantized numbers happens.

Figure 15.8(b) shows the general PQN model with the quantizers replaced by
additive noises. The properties of the noises depend on the quantizer characteristic,
which is determined by the number representation used in the digital signal process-
ing algorithm. Therefore, this deserves some consideration.

15.6.2 Number Representations in Digital Signal Processing
Algorithms, and Roundoff

In digital signal processing there are three different number representations that are
important in practice.

• In fixed-point number representation, all numbers have the decimal point at the
same position. Multiplication is scaled to assure that the products of the maxi-
mal numbers is still representable, so after multiplication there is no overflow.
The number of bits in the result is almost double that of the individual numbers,
so roundoff is necessary. PQN is closely approximated.
Addition clearly deviates from this. It is an advantage that there is no round-
off error after addition, so the quantizers Qs in Fig. 15.8(a) are not necessary,
thus they may be removed (see Fig. 15.9). On the other hand, overflow can
easily happen e.g. when adding two large-amplitude positive or two large-
amplitude negative numbers. To avoid this, careful pre-scaling of the signal
samples would be necessary.

• Block floating-point number representation (Oppenheim, Schafer and Buck,
1998) is a commonly used extension of fixed-point representation in DSPs
(sometimes, e.g. when discussing the FFT, this is also referred to as fixed-
point representation). Since downscaling of the numbers is often necessary
to avoid overflow after additions/subtractions, a separate number is used as a
common exponent to each block of numbers. Arithmetic operations are exe-
cuted in fixed-point, and when overflow occurs, the exponent is increased by 1,
and all the numbers are divided by 2, so that proper amplitude of the signal is
maintained, but overflow is immediately eliminated. This solves the problem
of overflow, but downscaling (division by 2) causes special roundoff. During
downscaling, the resulting fractional parts of the numbers equal either zero or
0.5q (0.5 LSB). Thus, its distribution is binary, and depends on the input. The
expected value is usually not zero: the generally applied truncation always de-
creases the numbers. This can be avoided if convergent rounding is applied: in
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Figure 15.9 Block diagram of complex multiplication and quantization, implemented in
fixed-point: (a) multiplication and quantization. After the summers there is no quantizer.
(b) representation of multiplication and addition using the PQN noise model of quantiza-
tion.

this rounding algorithm, 0.5 LSB is rounded always to the closest number with
zero last bit, so that the roundoff errors of neighboring to-be-rounded numbers
with half LSBs average out each other.

The variance of this error is about (0.25q)2 = q2/16 on average.

• In floating-point number representation, the quantization error of the product
corresponds very well to floating-point PQN. After addition/subtraction, the
properties of the quantization noise depend on the difference of the exponents,
but on average, the floating-point PQN model is well applicable.

Roundoff errors in the DFT or in the FFT are very sensitive to implementation. The
cause is explained below.

15.6.3 Growing of the Maximum Value in a Sequence Resulting
from the DFT

A quick study of the transform pair (15.17) and (15.18) reveals an important asym-
metry. The latter expression contains a multiplier 1/N . This scale factor is necessary
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to assure that after DFT, the original sequence can be properly retrieved by the in-
verse DFT. The output of the DFT must therefore contain larger numbers than the
input sequence.

Indeed, if {x(k)} is a random white sequence, it can be seen that the RMS value
of the transformed sequence X (m) is significantly larger than that of the original
sequence:

RMS{X (m)} =
√

N · RMS{x(k)} . (15.23)

The increased RMS value usually means an increased maximum value of the se-
quence.

For a sine wave, the increase in the amplitude of the frequency domain sequence
is even more important: if e.g. an integer number of periods of the sine wave of
amplitude A is measured, at m = N f1/ fs the Fourier transform of its samples is
equal to

|X (m)| = N

2
· A . (15.24)

This means that when evaluating the DFT, the maximum amplitude of the trans-
formed series is significantly larger than that of the input. Therefore, in fixed-point
implementation, overflow can only be avoided by preceding downscaling of the in-
put signal, and in this case, the quantization errors are usually intolerable relative to
the downscaled signal. This is why in practical implementations block floating-point
number representation (see page 386) is used in fixed-point machines. If, during
FFT, a sample of the calculated sequence would overflow, the whole sequence is
scaled down (usually by 2), and the common exponent is increased by 1. Thus, the
available precision is continuously utilized for the maximum-amplitude sample. This
is very advantageous from the point of view of quantization errors, but analysis of
the noise is more involved than with a fixed-point implementation.

15.7 A FIXED-POINT FFT ERROR ANALYSIS

In the following, we will analyze the FFT for fixed-point number representation.
This case best corresponds to basic quantization theory. A few results concerning
the more commonly used block floating-point and floating-point cases are given in
Section 15.8.

15.7.1 Quantization Noise with Direct Calculation of the DFT

The direct computation of the DFT, in accord with Eq. (15.21), results in a sum of
products having quantization noise in its real part equal to the sum of the quantization
noise of all the real parts of the products, and likewise the quantization noise in its
imaginary part is equal to the sum of the quantization noise of all the imaginary
parts of the products. If all input samples are real, multiplications will have only the
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half of the quantizations in Fig. 15.9 (b = 0, nr2 = 0, ni1 = 0). Since all noise
components of the sums are uncorrelated with each other, it is clear for fixed-point
that the real part of X (m) will have roundoff noise with zero mean, a mean square
of N · q2/12, and that the imaginary part of X (m) will have roundoff noise with the
same properties, and the real and imaginary noises will be mutually uncorrelated.
This will be true for all frequency indices m.

15.7.2 Sources of Quantization Noise in the FFT

The quantization noise picture would be quite different from above if the DFT were
calculated by means of the Cooley–Tukey FFT algorithm. There are a number of
forms of this algorithm. The form that we will examine is called “decimation-in-
time”. This corresponds to the form originally given by Cooley and Tukey (1965).
A flow graph illustrating the signal processing is shown in Fig. 15.10(a) for N = 8.
Fig. 15.10(b) shows the basic “butterfly” structure.
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Figure 15.10 A flow graph showing the computation of the discrete Fourier transform,
for N = 8, by means of the radix-2, decimation-in-time FFT algorithm, see (Oppenheim,
Schafer and Buck, 1998, Fig. 9.14, page 645). Each branch has a unity transfer function
unless otherwise labeled: (a) full flow graph, (b) general form of the DIT butterfly.

The input is assumed to consist of samples of a time function. These samples
are x(m), x(m + 1),. . . x(m + 7). The input samples are formed from x(m) (math-
ematically) by time advances, represented by z in the diagram. The outputs are the
transforms of the inputs. Each is a transform at a specific frequency. The frequencies
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turn out to be not in usual order from 0, 1, 2, . . . , 7, but are instead in “bit-reversed”
order2 as 0, 4, 2, 6, 1, 5, 3, 7.

After execution, each of the outputs is a complex number corresponding to the
DFT at the designated frequency of the sequence of numbers within the “time win-
dow”, i.e. the sequence of input numbers x(k), x(k + 1),. . . x(k + 7). The frequency
resolution of this transform, the spacing in frequency between X (5) and X (6) for
example, is equal to the sampling frequency divided by N .

The calculation of the DFT with the FFT algorithm of Fig. 15.10 will involve
quantization. Every branch of the flow graph of Fig. 15.10 has a gain of unity, except
for the branches labeled W 1

8 , W 2
8 , W 3

8 , and −1. The branches carry complex signals.
The summation points within the flow graph add complex signals, keeping separate
their real and imaginary parts.

When a complex signal goes through a branch of W8 raised to a power, the
result is multiplication by W8 to the power. This multiplication leaves the magnitude
unchanged since the magnitude of W8 raised to any power is unity, but the phase
angle of the complex signal is rotated, so products are evaluated. Multiplication
by W8 raised to a power necessitates quantization in order to keep the number of
digits in the product from growing. Therefore, during each multiplication by W8
to a power, quantization must occur, as illustrated in Fig. 15.9(a). A flow graph
illustrating this is given in Fig. 15.11. A special “quantized complex multiplication”
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Figure 15.11 A flow graph of the FFT algorithm showing quantization after multiplication

by WN raised to a power. For this flow graph, N = 8. The symbol Qc

(
W m

8 · ( )
)

denotes

“quantized complex multiplication”: complex multiplication executed in fixed-point, cor-
responding to Fig. 15.9(a).

symbol, Qc
(
W m

8 · ( )), denotes each complex multiplication executed in fixed-point,

2By counting in binary form 0–7 and reversing the order of the bits, the resulting numbers would be
in bit-reversed order.
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corresponding to Fig. 15.9(a). The outputs of the butterflies will be sums of complex
numbers, and these will not be quantized in fixed-point.

The input signal x(m) will be assumed to be already quantized. In theory, the
outputs of each of the branches labeled W m

8 will be quantized. Since the branches
W 0

8 merely multiply the signals by 1, and the inputs to the branches are already
quantized, these branches introduce no quantization noise, therefore quantizers can
be removed from here.

For the next layer of butterflies, quantizers in the branches labeled W 0
8 can be

removed. Those labeled by W 2
8 can also be removed, because multiplication by W 2

8
is equivalent to rotation of the complex signal by 90◦, which simply interchanges
the real and the imaginary parts. Since these parts are already quantized, no further
quantization is necessary.

For the next layer of quantizers, the third and final layer, the quantizers in
branches labeled W 0

8 and W 2
8 can be removed. However, none of the quantizers in

the branches labeled W 1
8 and W 3

8 can be removed because the intermediate products
are not already quantized. The branch labeled W 1

N rotates its complex signal by 45◦,
so that this signal that was already quantized is now no longer so. The other branch
W 3

8 rotates the complex signals by odd multiples of 45◦ and the result needs to be
quantized.

Figure 15.12 shows the flow graph with the redundant quantizers removed for
fixed-point, and the remaining quantizers replaced by PQN (the complex-valued
noises n33 and n34). The two remaining quantizers introduce quantization noise in
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Figure 15.12 A flow graph of the FFT algorithm for N = 8 with its quantizers redundant
for fixed-point removed, and the remaining quantizers modeled by PQN.

accord with the PQN model.
It will be our next task to evaluate the quantization noise of the FFT in general,

for values of N larger than 8. A flow graph like that of Fig. 15.12 could be con-
structed for N = 16. This has been done, and the result is shown in Fig. 15.13. The
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Figure 15.13 A flow graph of the FFT algorithm for N = 16. Quantizers redundant for
fixed-point have been removed, and the remaining quantizers modeled by PQN.

redundant quantizers have been removed. From this flow graph, it will be possible
to induce the general pattern of quantization noise in the FFT output for any value of
N of interest.

15.7.3 FFT with Fixed-Point Number Representation

Quantization noise having power 2q2/12 for both real and imaginary parts is gen-
erated by all PQN models. This is due to multiplication by the W k

N terms, e.g. for
N = 16, k = 1, 2, 3, 5, 6, 7.

From the flow graphs of Figs. 15.13 and 15.12, one can see that not all of the
FFT outputs have the same amount of quantization noise. For example, for N = 16,
at zero frequency (X (0)), and at half of the sampling frequency (X (8)), there is
no quantization noise produced by the last butterfly. At the highest frequency (or, in
other words, the smallest absolute-value negative frequency), X (15) has quantization
noise 2·2q2/12 caused by two PQN’s along the way. The output X (14) goes through
one layer of quantization.

The output X (N − 1) will go through three layers of quantization for N = 32,
and so forth. The number of such layers is (log2 N )−2. All of these layers contribute
2q2/12 each in quantization noise power.
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In general, the power of the quantization noise present in both the real and
imaginary parts of the highest frequency output will be⎛⎜⎝ quantization noise power

in real and in imaginary

parts of output X (N/2)

⎞⎟⎠ = 2q2

12

(
log2 N − 2

)
. (15.25)

For other values of m, the quantization noise will be somewhat less, depending on
the actual value of m. For any value of N , the quantization noise power in the FFT
outputs at all frequencies can be computed. It can be uniformly bounded as

0 ≤

⎛⎜⎝ quantization noise power

in real and in imaginary

parts of all FFT outputs

⎞⎟⎠ ≤ 2q2

12

(
log2 N − 2

)
. (15.26)

One may recall that when the DFT is computed directly in fixed-point, the quanti-
zation noise power in the real and in the imaginary parts of the DFT outputs at all
frequencies is ⎛⎜⎝ quantization noise power

in real and in imaginary

parts of all DFT outputs

⎞⎟⎠ = N
q2

12
. (15.27)

A great advantage of the FFT algorithm over direct computation is that the FFT
algorithm requires much less computation when N is large. Another advantage is that
the computed results have much less quantization noise with the FFT algorithm. It is
apparent that direct calculation of the DFT introduces more quantization noise than
does the FFT algorithm. For example, with N = 1024, direct DFT computation has
real and imaginary outputs having quantization noise power of 1024q2/12, in accord
with Eq. (15.27). Comparing this with the worst-case quantization noise power for
the FFT, which is 16q2/12 in accord with the bound (15.26), the advantage of the
FFT algorithm is apparent.

In general, the roundoff error also depends on the actual circumstances: the type
and properties of the signal, the number representation, the structure and length of
the FFT, the rounding algorithm, rounding of fractions of 0.5 LSB. Without knowing
all these, one cannot make general statements about the output quantization noise.
Therefore, in the literature, formulas for specific signals and specific cases are given.
We briefly deal with the two most important number representations in the next sec-
tion.
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15.8 SOME NOISE ANALYSIS RESULTS FOR BLOCK
FLOATING-POINT AND FLOATING-POINT FFT

In this section, we briefly discuss some general results concerning FFTs executed
with block floating-point and with floating-point number representations. More de-
tails about these representations can be found in the literature.

15.8.1 FFT with Block Floating-Point Number Representation

Perhaps the best-known error analysis of the widely used block floating-point FFT
(see page 386) was done by Welch (1969), followed by Kaneko and Liu (1970). The
main result of Welch is an upper bound for the noise-to-signal ratio of the FFT result
(rewritten in our notation):

RMS{NX}
RMS{X} < 2

M+3
2 2−(B−1) C

RMS{x} ≈
√

N · 2−BCs , (15.28)

where {X} is the FFT result, {NX} is the quantization noise of {X}, M = log2 N , B is
the number of bits (including the sign bit),3 C and Cs are signal-dependent constants,
C ≈ 0.4, Cs ≈ 7.5, and {x} denotes the input time series, scaled to full number
representation range (therefore, in all his examples, RMS{x} ≈ 0.3). For signals
which require less than log2(N )− 1 downscalings, the constants can be decreased to
one half or one third of the above values, but we do not have space here to go into
these details. The upper bound is generally applicable as it is.

This formula can be used for the estimation of the total power of the roundoff
noise. Assuming that the roundoff error is white, its power can be given at each
frequency point.

In order to have an overall impression of the resulting noise, consider that with
number representation with B = 16 bits (15 bits + sign) the dynamic range (the ratio
of the sine waves that can be analyzed jointly) is limited to approximately 75 dB, see
Exercise 15.5.

One might also consider the use of dither in the digital processor. A few details
will be discussed in Subsection 19.6.7 of Chapter 19.

15.8.2 FFT with Floating-Point Number Representation

If the FFT calculation were done with floating-point arithmetic, then all of the quan-
tizers pictured in Fig. 15.11 would be floating-point quantizers. Moreover, additions
would also need to be followed by quantizers. Not all of these quantizers would
produce equal quantization noise powers. These noise powers would depend on the

3Welch denoted by B the bit length without the sign, we have changed this to stay in conformity
with our notation.
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signal power levels at the inputs to the quantizers. These power levels could be com-
puted if one knew the inputs x(n), x(n + 1),. . . , x(n + N − 1), and then the output
quantization noises could be computed.

An interesting result was described by Weinstein (1969), which can be ex-
plained on the basis of the following ideas. We saw in Chapter 12 that floating-point
quantization generates quantization noise that is proportional to the quantizer input.
Therefore, the generated noise-to-input ratio is constant at the quantizers associated
with each non-trivial multiplication. We can assume that after multiplications at each
level, the noise variance, relative to the square of a sample, is increased by an addi-
tive constant. Therefore, at the FFT output the noise-to-signal ratio is proportional
to the number of such floating-point quantizations.

However, addition requires more thought. Here are two examples to illustrate
what happens.

Example 15.1 Noise Propagation when Adding Two Deterministic Floating-
Point Numbers
Let us assume that we add two numbers with the same sign. The two numbers
are 2.5 and 1, each corrupted by previous roundoff noise, that is, they are mul-
tiplied by (1 + ε1), and (1 + ε2), respectively, with ε1 and ε2 having zero mean
and variance σ 2

1 = σ 2
2 = σ 2 = 2−2p/3. The sum is 3.5 . The variance of the

noise after addition and roundoff is

σ 2
r = 2.52 · σ 2

1 + 12 · σ 2
2 + 3.52 · 2−2p/3 = 19.5 · 2−2p/3 , (15.29)

that is, the result is 3.5(1 + 1.26εr ), where εr has variance 2−2p/3. This means
that in this case, even with roundoff after summation, the relative variance in-
creases from input relative variance σ 2 only to 1.262σ 2, that is, only by a factor
of 1.262 = 1.6 . In general, the increase in the relative variance will depend on
the numbers to be added.

Example 15.2 Noise Propagation when Adding Two Random Numbers,
Represented in Floating-Point
Let us assume that x1 is a sample of a random variable with zero mean and vari-
ance σ 2

1 , modified by additive roundoff noise with zero mean and variance σ 2
1n .

Similarly, x2 is a sample of a random variable with zero mean and variance σ 2
2 ,

modified by additive roundoff noise with zero mean and variance σ 2
2n . Further-

more, let us assume that

σ 2
1n

σ 2
1

<
σ 2

2n

σ 2
2

.

When x1 and x2 are added or subtracted, the variances add up, and the noise-to-
signal ratio is between the previous ones:

σ 2
1n

σ 2
1

<
σ 2

1n + σ 2
2n

σ 2
1 + σ 2

2

<
σ 2

2n

σ 2
2

. (15.30)
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After the execution of the operation, the result is rounded, thus slightly increas-
ing the noise variance:

NSRresult =
σ 2

1n + σ 2
2n + σ 2

roundoff
σ 2

1 + σ 2
2

. (15.31)

The NSR slightly increases, depending on the magnitude of the result.

As the above examples show, the variance of the result of a combination of multi-
plications and additions is very difficult to predict. In certain cases, some kind of
average variance can be given. This was done for the FFT.

Based on the above ideas, Weinstein (1969) gave the following formula for the
noise-to-signal ratio at the FFT output:⎛⎜⎝ output noise

variance

at index n

⎞⎟⎠
|X (n)|2 ≈ 0.42 · 2−2p log2(N ) . (15.32)

This expression may only be used when the signal value X (n) is not very small: for
example, |X (n)| > log2(N ) · realmin, where realmin is the minimum normalized
number which can be represented.

Concerning this result, Weinstein made an important remark. Verification
through simulations was possible if for input numbers at equal distance from two
representable numbers, rounding was done randomly upwards or downwards. Trun-
cation in these cases caused the right side of (15.32) to grow with N quicker than
the indicated log2 N factor. This warns us about the non-negligible probability of
results at the midpoint between the two closest representable numbers before round-
off. A solution to this problem is convergent rounding. This is deterministic, but still
“random-like”: rounding these numbers to their closest neighbor containing 0 at the
LSB position effectively breaks up the pattern of these roundoffs.

It is of interest to compare this noise level to the noise of the directly calculated
DFT, as we did also for fixed-point. One may argue that each DFT point is obtained
after N multiplications and N − 1 additions, therefore the variance of the error of
the DFT is proportional to N , that is, it is much larger than that of the FFT. This is
true, but surprisingly, for floating-point the total error can be effectively diminished
by applying a “tree-like” grouping method for summation: that is, as Weinstein says,
“the N products were summed in pairs, the N/2 results summed in pairs, and so
on. Then the bound one would derive for the output mean-squared noise-to-signal
ratio would have the same dependence on N as the corresponding bound for the
FFT. A tree-like summation technique thus makes the accuracy for the direct Fourier
transform essentially the same as for the FFT.”



15.9 Summary 397

15.9 SUMMARY

FIR filters are moving average filters having finite impulse responses. Feedback is
not used in such filters.

Roundoff takes place internally in FIR filters after addition and multiplication
operations in order to keep the number of bits representing signals in the filter from
growing. Whenever quantization occurs, additive noise is inserted into the signal.
Assuming that the PQN model is justified, the quantization noise power at the filter
output may be calculated.

Each quantizer may be replaced by a source of additive independent white
noise. The total output noise power is the sum of the individual output noise powers.
Tracing the signal path from each quantizer to the filter output, the individual output
noise powers may be calculated as the power of the quantizer’s noise multiplied by
the sum of squares of the impulse response of the path. These calculations can be
made for both fixed-point and floating-point computation.

Noise analyses have been made for FIR filters with several different computa-
tional configurations. Also, noise analyses for fixed-point computation of the discrete
Fourier transform, performed directly or by means of the fast Fourier transform, are
presented in this chapter. Results are obtained for specific FFT configurations. The
reader would need to customize these results for other FFT configurations.

Sometimes FIR filters or FFT algorithms are to be implemented with commer-
cial software, and details of the arithmetic algorithms are not available. Calculation
of output quantization noise by the methods of this chapter would therefore not be
possible. To calculate this noise, the FIR filter or FFT algorithm could be simulated
with Matlab in double precision, as required to get a “perfect” solution compared to
that of the commercial software. The difference in their outputs is the quantization
noise. Keep in mind that if the commercial software is a floating-point implementa-
tion, then the quantization noise power will be proportional to the input signal power.
If the commercial software is a fixed-point implementation, then the quantization
noise power will be fixed and independent of the input signal power.

15.10 EXERCISES

15.1 A sine wave of unknown frequency is sampled at the rate f = 1 kHz. Inspecting the
DFT, two peaks can be seen, one of them at 113 Hz. Where is the other peak, and what
may be the frequency of the sine wave?

15.2 We have a 100-tap FIR filter. Given the coefficients h(k), k = 1, 2, . . . , 100, and
assume direct evaluation (summing the terms h(k)x(k0 − k)).

(a) Determine the theoretical upper bound of the roundoff error for 16-bit fixed-point
arithmetic.

(b) Calculate also the standard deviation of the error, using the PQN model.
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(c) Let all coefficients of the filter be equal so that h(k) = 1/100 for all k (moving
averaging filter). Calculate the bound and the standard deviation of the roundoff
error.

15.3 In the butterfly usually implemented in a decimation-in-time FFT algorithm (see page
389), we execute the following operations:

Xl+1(i)= Xl(i)+ Xl( j)W k
N

Xl+1( j)= Xl(i)+ Xl( j)W k+N/2
N = Xl(i)− Xl( j)W k

N , (E15.3.1)

with N the number of samples, and WN = e− j2π/N . Xl(i) and Xl( j) are complex
numbers.

(a) How many times larger can the maximum magnitude of the real and imaginary
parts of Xl+1(i) be than the maximum magnitude calculated for the real and imag-
inary parts of the two input variables?

(b) As a consequence, how many downscalings by 2 may be necessary in one stage
of the FFT to avoid overflow with fixed-point number representation?

(c) What is the total number of necessary downscalings?

15.4 In the butterfly usually implemented in a decimation-in-frequency4 FFT algorithm, we
execute the following operations:

Xl+1(i)= (Xl(i)+ Xl( j))W k
N

Xl+1( j)= (Xl(i)− Xl( j))W k
N , (E15.4.1)

with N the number of samples, and WN = e− j2π/N . Answer the same questions as in
Exercise 15.3.

15.5 The dynamic range of a spectrum analyzer is defined as the power ratio of the maximal
input sine wave and the minimal detectable input sine wave:

DR = 10 · log10
A2

max/2

A2
min/2

. (E15.5.1)

Let detectability mean that the spectral peak belonging to the sine wave to be detected
in the periodogram:

P(m) = 1

N

∣∣∣∣∣
N−1∑
k=0

x(k)e− j2π km
N

∣∣∣∣∣
2

(E15.5.2)

is higher than twice the maximal peak belonging to the quantization noise spectrum.
Since the lines corresponding to quantization noise are considered as random variables,
for the calculations we take the 99.5% value of their distribution as their maximum
value. Assume further that sampling is coherent, that is, the DFT of the samples of
the sine wave contain just two digital Dirac delta functions (that is, there is no leakage
involved).

4See e.g. Oppenheim, Schafer and Buck (1998).
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(a) Determine the dynamic range as determined by the roundoff error in the FFT,
using the expression (15.28) for B = 16 bits (including the sign bit), and N =
512. The spectrum of the roundoff error may be assumed to be white. (Note
that this assumption is not quite justified for large-amplitude sine waves with
negligible noise, but it may be used to obtain good approximate results.)

(b) What is the maximum dynamic range determined by the quantization noise of the
input ADC, assuming 12-bit resolution?

15.6 Verify the theoretical result (15.26) for the fixed-point FFT (with no block-floating
scaling here), by Matlab-based computer simulation, using the tools available from the
web page of this book.5 Let N = 256, the number representation have B = 32 bits to
represent numbers in (−1, 1), and the input be a zero-mean white sequence uniformly
distributed in (−1, 1). In order to have a reference transform result, assume that the
error of Matlab’s fft command may be neglected. When determining the roundoff
error,

(a) do not include either the effect of input quantization, or that of quantization of the
trigonometric coefficients,

(b) include also the effect of input quantization, and of quantization of the trigono-
metric coefficients. Is the roundoff error much larger than without these round-
offs?

15.7 Verify the theoretical result (15.27) for fixed-point DFT with no block-floating scaling,
by Matlab-based computer simulation, using the tools available from the web page
of this book. Let N = 256, the number representation use B = 32 bits to represent
numbers in (−1, 1), and the input be a zero-mean white sequence uniformly distributed
in (−1, 1). In order to have a reference transform result, assume that the error of
Matlab’s fft command may be neglected. When determining the roundoff error,

(a) do not include either the effect of input quantization, or that of quantization of the
trigonometric coefficients,

(b) include also the effect of input quantization, and of quantization of the trigono-
metric coefficients. Is the roundoff error much larger than without these round-
offs?

15.8 Check by computer simulation if grouped execution (see the end of Section 15.8.2) of
the fixed-point DFT decreases the roundoff error obtained in Excercise 15.7. Explain
why the technique useful for floating-point is not helpful for fixed-point.

15.9 Verify the result (15.28) given for block-float FFT, by Matlab-based computer simu-
lation, using the tools available from the web page of this book. Let N = 256, the
number representation use B = 16 bits to represent numbers in (−1, 1), and the input
be a zero-mean white sequence uniformly distributed in (−1, 1). In order to have a
reference transform result, assume that the error of Matlab’s fft command may be
neglected. When determining the roundoff error,

5http://www.mit.bme.hu/books/quantization/
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(a) do not include either the effect of input quantization, or that of quantization of the
trigonometric coefficients,

(b) include also the effect of input quantization, and of quantization of the trigono-
metric coefficients. Is the roundoff error much larger than without these round-
offs?

15.10 Verify the result (15.32) given for floating-point FFT, by Matlab-based computer sim-
ulation with p = 32, using the tools available from the web page of this book. Let
N = 256, and the input be a zero-mean white sequence uniformly distributed in
(−1, 1). In order to have a reference transform result, assume that the error of Mat-
lab’s fft command may be neglected. When determining the roundoff error,

(a) do not include either the effect of input quantization, or that of quantization of the
trigonometric coefficients,

(b) include also the effect of input quantization, and of quantization of the trigono-
metric coefficients. Is the roundoff error much larger than without these round-
offs?

15.11 Check the error of Matlab’s built-in fft command, by Matlab-based computer sim-
ulation, using the tools available from the web page of this book. Check the result
against (15.32). Let N = 256, and the input be a zero-mean white sequence uniformly
distributed in (−1, 1). As reference, use p > 56. When determining the roundoff error,

(a) do not include either the effect of input quantization, or that of quantization of the
trigonometric coefficients,

(b) include also the effect of input quantization, and of quantization of the trigono-
metric coefficients. Is the roundoff error much larger than without these round-
offs?

15.12 Evaluate experimentally the RMS value of the error of the FFT in Matlab for N = 256,
with a white Gaussian input, with the help of the inverse FFT. The idea is to transform
and transform back again. It is assumed that the MS error of the transform is half
the total MS error. Compare the RMS error with the RMS error of the FFT with a
sinusoidal input.

Do the results significantly change when N , which is a power of 2 now, is changed to
N + 2? Why?

15.13 Calculate the dynamic range (that is, the power ratio of the maximal measurable sine
wave and the minimum amplitude detectable sine wave) for a Fourier analyzer based
on a uniform window with an N = 512-point FFT, if no averaging is applied. The
amplitude of the minimal detectable sine wave is determined by the input quantization
noise, which is produced by B = 10-bit A/D converter. Apply the PQN model of
quantization.

Detectability means that the peak belonging to the sine wave is with 95% probability
higher than twice the maximum peak belonging to the quantization noise spectrum.
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(a) Assume that for N samples, the sine wave frequency is equal to 100
N fs. Thus the

frequency of the sine wave falls to the center of an FFT frequency bin. Then, the
“picket fence”6 effect plays no role.

(b) Assume that the sine wave frequency is equal to 100.5
N fs. Thus the frequency of

the sine wave falls to the edge of an FFT frequency bin, and the “picket fence”
effect decreases the height of the observed peak.

15.14 Examine the roundoff error for Example 20.10 (weightchecker, page 558), imple-
mented as an FIR filter (use approximations of the dynamic parameters, based on
Fig. 20.16(b), with the suggested N = 1300 samples),

(a) for fixed-point (B = 16 bits), and

(b) for floating-point (p = 16 bits)

number representation.

Compare the roundoff errors to that of an 8-bit ADC.

By comparison to an 1/2 LSB nonlinearity of the above ADC, suggest optimum bit
numbers for the data processing in the weightchecker.
Hint: The number of bits should be chosen not too high (keep implementation cost
low), and not too low (keep roundoff error low).

15.15 A symmetric square wave of frequency 100 Hz was sampled with sampling frequency
fs = 1 kHz, and N = 1000 sampling points. The DFT was calculated.

The DFT line corresponding to the base harmonic at 100 Hz is distorted, because the
21st, 41st etc. harmonics alias back to 100 Hz. We want to estimate the error caused by
aliasing. We know that the coefficients of the harmonics of the symmetric square wave
are proportional to the reciprocal of the harmonic number, so in aliasing, we need to
add all the aliased amplitudes. However, it can be seen that the sum

1

21
+ 1

41
+ 1

61
+ 1

81
+ · · · (E15.15.1)

is infinite, not speaking of the similarly aliasing harmonics of index −19, −39, etc.
which also alias. Meanwhile, the values of the DFT are all finite . . . There seems to be
a contradiction here. What is the explanation?

6Check the phenomenon of picket fence (or scalloping loss) in any standard book on signal process-
ing, e.g. (Oppenheim, Schafer and Buck, 1998).





Chapter 16

Roundoff Noise in IIR Digital
Filters

It will not be possible in this brief chapter to discuss all forms of IIR (infinite im-
pulse response) digital filters and how quantization takes place in them. With a few
simple examples however, it should be possible for the reader to be able to model the
quantization process and to evaluate the effects of quantization noise at the outputs
of specific IIR filters that may be of interest.

We assume in this chapter that the coefficients of the filter are infinitely pre-
cisely given. In digital implementation, this will not be true – the consequences of
imperfect accuracy in the coefficients are discussed in Chapter 21.

16.1 A ONE-POLE DIGITAL FILTER

A simple one-pole digital filter can be represented by the following difference equa-
tion.

y(k)− ay(k − 1) = x(k) . (16.1)

A block diagram representing this filter is shown in Fig. 16.1.

Σ
x(k) y(k)
Input Output

++

z−1

a

Unit delay

Figure 16.1 Block diagram of one-pole digital filter.

403



404 16 Roundoff Noise in IIR Digital Filters

The filter input is x(k), and the filter output is y(k). The discrete time index is
k. A delay of one sample time is represented by z−1.

The transfer function of the filter can be obtained by taking the z-transform of
the difference equation Eq. (16.1), or by using the feedback formula for the block
diagram of Fig. 16.1. The transfer function from input to output is

H(z)
	= Y (z)

X (z)
= 1

1 − az−1
, (16.2)

where Y (z) is the z-transform of y(k) and X (z) is the z-transform of x(k). The
impulse response is geometric, with a geometric ratio of a. The filter will be stable
when a is chosen so that |a| < 1.

16.2 QUANTIZATION IN A ONE-POLE DIGITAL FILTER

Quantization generally takes place within the feedback loop just after multiplication
by the coefficient or gain a. Figure 16.2(a) illustrates one way that this might occur.
The feedback signal is quantized, and the quantized signal is combined with (added
to) the input signal to form the output signal.

If there were no quantization, the number of digits representing the feedback
signal would grow with time. Multiplication by the feedback coefficient a adds the
number of digits of a to the feedback signal. The feedback signal going round and
round the loop would have a number of digits that would grow without bound. In
short time, this would exceed the word length of any computer. Quantization is
employed to prevent this problem.

There is something unusual in Fig. 16.2(a) however. The quantizer input con-
tains components of its own output. The quantization noise gets back into the quan-
tizer input. The quantization noise will therefore be correlated with the quantizer
input. This is contrary to the conditions that we have previously found when the
quantization noise has the properties of PQN. Does this mean that PQN conditions
can never be met for quantization within a feedback loop? This could be a major
concern.

Fig. 16.2(b) represents a feedback system that is identical to that of Fig. 16.2(a).
In Fig. 16.2(b), the quantizer is drawn in isolation, so that one could eye its behavior
without being confused by its being within a feedback loop. So we put our head
inside the isolation chamber and not worry about the rest of the world outside.

Suppose that the first-order PDF of the quantizer input is smooth and spread
over many quantum boxes so that the first-order QT II is satisfied to a good approxi-
mation. Then the first-order PDF of the quantization noise will be uniform to a good
approximation. Suppose next that the high-order QT II is satisfied to a good approxi-
mation. Then the high-order PDF of the quantization noise will be uniform to a good
approximation. This means that the quantization noise samples will be uncorrelated
over time as well as being uniformly distributed. In fact, all multidimensional joint
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Figure 16.2 Quantization within a feedback loop: (a) an IIR filter with a quantizer within
its feedback loop; (b) isolation of the quantizer; (c) PQN model for quantization within the
loop.

input/noise/output moments would be the same as if the quantizer were replaced by a
source of additive PQN, uniformly distributed noise that is independent from sample
to sample over time and generated independently of all other signals. In practice,
these conditions are normally met to a very close approximation.

Assuming that the quantizer input PDF satisfies the conditions for PQN, then
for moment calculations, the quantizer may be replaced by a source of additive PQN.
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But what about the correlation between the quantization noise and the quantizer in-
put?

To answer this question, we will study the feedback system of Fig. 16.2(c).
Here, the quantizer has been replaced by a source of additive independent noise n.
The noise is PQN. Injection of noise n into the system causes noise to circulate
throughout. The result is that noise present at the output of gain a is correlated with
noise n. This is the same correlation that exists between the output of gain a and the
actual quantization noise ν that exists in Fig. 16.2(a), assuming that QT II is satisfied
at the quantizer input.

16.3 PQN MODELING AND MOMENTS WITH FIR AND IIR
SYSTEMS

In Fig. 16.2(c), additive independent PQN noise is correlated with the output of gain
a. When QT II is satisfied, the quantization noise in Fig. 16.2(a) is correlated in the
same way with the output of gain a. The quantization noise and the additive PQN
noise have exactly the same moments. The PQN model applies to the quantizer and
the PQN model replaces the quantizer with a source of additive PQN noise, even
though the quantization noise is correlated with the quantizer input.

If the multidimensional PDF of the quantizer input satisfies the conditions for
PQN, then

(a) in an open loop system (FIR), the quantization noise will be uncorrelated with
the quantizer input,

(b) in a closed loop feedback system (IIR), the quantization noise will be correlated
with the quantizer input in the same way that it would be if the quantizer were
replaced by a source of independent additive PQN.

If one were to test a system containing a quantizer in a feedback loop to see if con-
ditions for PQN are met by the input to the quantizer, one would first check the
quantization noise itself to make sure that it has zero mean, is uniformly distributed,
and is white. The quantization noise would be obtained by subtracting the quantizer
input from its output. One could further check to determine if the noise is uncorre-
lated over time. The crosscorrelation function between the quantizer input and the
quantization noise would not be zero for all lags, but should be the same as if the
quantizer were replaced with additive PQN. This crosscorrelation function should be
zero for zero lag because there is a delay around the loop of at least one sample time,
and should be other than zero for lags greater than zero. More will be said about this
below.
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16.4 ROUNDOFF IN A ONE-POLE DIGITAL FILTER WITH
FIXED-POINT COMPUTATION

In order to implement the difference equation Eq. (16.1) or equivalently the block
diagram of Fig. 16.1, certain roundoff operations will be necessary. The block dia-
gram of Fig. 16.1 has been redrawn as Fig. 16.3, including the various quantization
operations that we will soon see are necessary to perform the arithmetic.

Q

Q

x(k) y(k)
Input Output

# 1

# 2

++

z−1

a

Unit delay

�

Figure 16.3 A one-pole digital filter with quantizers that are required for the arithmetic
functions.

Regarding Fig. 16.3, a quantizer is placed in the feedback path after multipli-
cation by the coefficient a. This is quantizer #2. As mentioned above, its purpose is
to prevent the word length of the feedback signal from growing indefinitely.

The quantized feedback signal is summed with the input signal. If the input
signal is quantized with the same granularity as that of the feedback signal, addition
could take place with no further quantization. But if the input is much more finely
quantized, then the addition could be performed accurately, but the result would need
to be quantized to assure that it conforms to the number scale within the feedback
path. Let us assume that this is the case, and we will include quantizer #1 in our
example having the same quantization step size as quantizer #2.

Thus, there are two quantizers within the feedback loop. Since the input x(k)
is finely quantized, the summed signal applied to quantizer #1 will satisfy conditions
for PQN to a close approximation. Furthermore, the input to quantizer #2 will dy-
namically vary and in most cases will approximately satisfy the conditions for PQN
for quantizer #2. The two quantization noises will be highly uncorrelated with each
other, and will essentially be white. But there is no guarantee that this will be true in
all cases.

Replacing the quantizers with additive white independent noises as shown in
Fig. 16.4, the filter output noise power can be readily estimated. The output noise
power from quantizer #1 is obtained in the following way. We first find the transfer
function from the point of injection of this noise to the filter output y(k). This transfer
function is
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⎛⎜⎝ transfer function

from quantizer #1

to filter output

⎞⎟⎠ = 1

1 − az−1
. (16.3)

The corresponding impulse response, the inverse transform of Eq. (16.3), is the fol-
lowing geometric series:⎛⎜⎝ impulse response

from quantizer #1

to filter output

⎞⎟⎠ = 1, a, a2, a3, . . . . (16.4)

The sum of the squares of the impulses of the impulse response is⎛⎜⎝ sum of

of

squares

⎞⎟⎠ = 1 + a2 + a4 · · · = 1

1 − a2
. (16.5)

x(k) ≈ y(k)
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n1(k)

n2(k)
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++
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�

Figure 16.4 A one-pole digital filter with additive independent white noises replacing the
quantizers.

Assuming that the quantization noise from quantizer #1 is white with zero mean
and a mean square of q2/12, the output noise power due to this quantizer will be

q2

12
·

⎛⎜⎝ sum

of

squares

⎞⎟⎠ = q2/12

1 − a2
. (16.6)
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Assuming that the quantization noise from quantizer #2 has the same properties
as that of quantizer #1 and that both noises are uncorrelated with each other, the
output noise power due to quantizer #2 will also be

q2

12
·

⎛⎜⎝ sum

of

squares

⎞⎟⎠ = q2/12

1 − a2
. (16.7)

Note that the impulse response from quantizer #2 to the filter output is the same as
that from quantizer #1 to the filter output. The total output noise power is the sum of
the noise powers, ⎛⎜⎜⎜⎝

total

output

quantization

noise power

⎞⎟⎟⎟⎠ = q2/6

1 − a2
. (16.8)

Suppose, for example, that the input signal is a sampled low-frequency sine
wave, i.e. samples of A sinωt . The low-frequency gain of the filter is⎛⎜⎝ input/output

transfer

function

⎞⎟⎠
z−1≈1

=
(

1

1 − az−1

)
z−1≈1

≈ 1

1 − a
. (16.9)

The output will therefore be samples of the sine wave
(

A
1−a

)
sinωt . The signal

power at the output will be ⎛⎜⎝ output

signal

power

⎞⎟⎠ = 1

2

(
A

1 − a

)2

. (16.10)

Let the amplitude A be chosen to exercise the quantizers at approximately full-scale
level, but not to overload them. Regarding Fig. 16.3, the signal level at quantizer #1
is the same as that at the filter output, and the signal level at quantizer #2 is a times
this. The magnitude of a must be less than 1 for the filter to be stable. So keeping
the signal level under the saturation limit for quantizer #1 is appropriate.

Suppose for sake of example that both quantizers are 12-bit quantizers. The
range of the quantizers would therefore be ±q · 211. Then the maximum output
signal magnitude would be

A

1 − a
= q · 211 . (16.11)
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The output signal-to-noise ratio can be calculated in the following way. The output
noise power is given by Eq. (16.8), the output signal power is given by Eq. (16.10),
and a relation between A and q is Eq. (16.11). Accordingly,(

output

SNR

)
=

1
2(

A
1−a )

2

(
q2/6
1−a2 )

=
1
2q2222

(
q2/6
1−a2 )

= (1 − a2)3 · 222

= 1.26 · 107(1 − a2)

= 71.0 + 10 log10(1 − a2) dB . (16.12)

The output SNR will be 71 dB or less, depending on the choice of a.
Assuming that the PQN model applies for both quantizers, one could compute

the output SNR for quantizers with various numbers of bits, for sinusoidal inputs that
may not be full-scale for the quantizers, and whose frequencies may be other than
“low” so that the gain of the filter would be different from that given by Eq. (16.9).

Example 16.1 Quantization Noise with Sinusoidal Input
Let us consider the system given in Fig. 16.3, with 8-bit quantizers. The output
response to a sine wave input turned on at time zero is shown in Fig. 16.5(a).
The same system was run with “infinitely” fine quantization, and the difference
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Figure 16.5 Response to a sine wave of frequency (sampling fre-
quency)/20 applied to the system of Fig. 16.3, turned on at time k = 0,
with 8-bit quantizers working in the amplitude range [−1, 1], with the pa-
rameter a = 0.11101 in binary, approximately equal to 0.906, and an initial
value y(0) = 0: (a) output response; (b) output quantization noise, with
theoretical standard deviations marked with dotted lines.

between the system with 8-bit quantization and the “perfect” system is shown in
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Fig. 16.5(b). This difference is the output quantization noise whose variance was
theoretically predicted using the PQN model. The theoretical standard deviations
are indicated by the dotted lines. In steady state, after the initial transient dies out,
the output quantization noise is well within ± one standard deviation, indicating
that quantization noise of the quantizers in the feedback link is less than that
predicted by PQN.

It would also be possible to predict output SNR if the filter input were stochastic, let
us say Gaussian. The methodology would be similar.

Example 16.2 Quantization Noise with Gaussian Input
Let us consider the system given in Fig. 16.3, with 8-bit quantizers. The response
to a Gaussian input turned on at time zero, and the time function of the output
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Figure 16.6 Response to white zero-mean Gaussian input, with σ = 0.25,
applied to the system of Fig. 16.3, turned on at time k = 0, with 8-bit quan-
tizers working in the amplitude range [−1, 1], with parameter a = 0.11101
in binary, approximately equal to 0.906, and an initial value y(0) = 0:
(a) output response; (b) output quantization noise, with theoretical stan-
dard deviations marked with dotted lines.

quantization noise are shown in Fig. 16.6(a)–(b), respectively. The power of the
output quantization noise comes close to that predicted theoretically.

The big question is, does the PQN model apply to the quantizers? Regarding Fig. 16.3
once again, it is clear that input conditions for quantizer #1 will generally support
this model, since its input is a mixture of the filter input and the feedback signal.
The filter input has a smooth PDF, and when it mixes with the feedback which has a
discrete PDF, the result is generally a smooth PDF. If the filter input and the feedback
signal were statistically independent, then the input PDF to quantizer #1 would be
the convolution of the two PDFs, and the smoothing effect would be clear. The two
added signals are generally not statistically independent, but are correlated, so the
two PDFs do not convolve, but the PDF of the sum is still generally smooth.



412 16 Roundoff Noise in IIR Digital Filters

However, the PDF of the input to quantizer #2 is discrete, not smooth. The
effect that this has on quantizer #2 is determined by the value of a. If the value of
a is near to 1, then quantizer #2 may not be “doing much quantization.” Its inputs
would almost always be in the center of its quantum boxes. That being the case,
the noise injected by this quantizer may not be uniformly distributed and may not
have the value q2/12. For other values of a, it is even possible that the successive
quantization error samples always have opposite signs or have the same sign for
several cycles, forcing the loop to continuously oscillate. The following example
illustrates this case.

Example 16.3 Limit-Cycle Oscillation
Let us consider the one-pole system given in Fig. 16.3, with 8-bit quantizers. The
response is shown in Fig. 16.7, with parameters described in the caption of the
figure. Although the input of the system is a constant, turned on at time k = 0,
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Figure 16.7 Limit cycle oscillation at the output of the system of Fig. 16.3,
with 8-bit quantizers working in the amplitude range [−1, 1], with parame-
ter a = 0.11101 in binary, approximately equal to 0.906, a constant input
of x(k) = 0.1100101 in binary, approximately equal to 0.789, and an initial
value y(0) = 0.1 in binary which is equal to 0.5.

its output yields an oscillatory pattern called a “limit cycle.” The amplitude
of the oscillation in y(k) is about ±0.031, 8 times larger than the maximum
quantization error which is only q/2 = 0.0039, and about 4 times larger than the
theoretical standard deviation of the output noise, obtained from Eq. (16.8) as
0.0073. Limit cycles occur with this system only under very special conditions
of input and initial conditions, but their occurrence could be highly undesirable.

This unwanted phenomenon can be eliminated by the use of additive dither (see
details later in Chapter 19). We can add e.g. independent dithers, uniformly
distributed between ±q/2, to the input signals of both quantizers as shown in
Fig. 16.8. The dither linearizes the quantizers. Without quantization, the system
is linear, and no limit cycle phenomena would occur. Fig. 16.9 shows the output
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Figure 16.8 The system of Fig. 16.3 with random dither signals added to
the quantizer inputs

of this same system without quantization (with “infinitely fine” quantization),
all other parameters being the same. The input is a constant, turned on at time
k = 0. The output of the system with 8-bit quantization and with dither applied
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Figure 16.9 Response of the “infinitely finely” quantized system (simu-
lated with IEEE double precision) to the same input as in Fig. 16.7.

to both quantizers is shown in Fig. 16.10. The limit cycles seen in Fig. 16.7 have
been stopped.

The question remains, does the PQN model apply to the quantizers? The answer is
not easy to get analytically for a feedback system in general cases. More will be said
below about using computational techniques to test for PQN, and this will be dis-
cussed further in Chapter 17 on feedback control systems. Our experience has been
that the PQN model works amazingly well in very large numbers of cases, but care



414 16 Roundoff Noise in IIR Digital Filters

0 20 40 60 80 100 120

0.5

0.4

0.3

0.2

0.1

0

y(k)

k, time

Figure 16.10 Output response of the quantized system with dither. The
limit cycle oscillation is stopped in the system of Fig. 16.3, with the same
settings as in Fig. 16.7, by adding independent dither, uniformly distributed
between ±q/2, to both quantizer inputs. This output response is a bit noisy
since it contains quantization noise and components of the dither.

must be taken especially with multiple quantizers (multiple arithmetic operations ex-
ecuted, especially when using low bit numbers) in a feedback loop. This is a subject
that warrants further research.

16.5 ROUNDOFF IN A ONE-POLE DIGITAL FILTER WITH
FLOATING-POINT COMPUTATION

When implementing the one-pole filter of Fig. 16.1 with floating-point arithmetic,
roundoff will be present for the same reasons as existed with fixed-point integer
arithmetic. Therefore, the feedback diagram representing the actual implementation
will contain quantizers located as before, and as diagrammed in Fig. 16.3. The only
difference is that the quantizers are floating-point quantizers. The analysis of noise
in the filter output due to quantization will be similar to the previous analysis, dif-
fering primarily in the amount of quantization noise induced into the system by each
quantizer.

The first issue to be addressed is about the application of floating-point PQN
modeling to the two quantizers. The input to quantizer #1 more easily satisfies the
conditions for PQN. The input to quantizer #2 is quantized, and satisfaction of QT II
for this quantizer will never happen perfectly. Approximate application of the PQN
model is possible, and will depend on signal characteristics and choice of the para-
meter a. Following the argument of Section 13.7 however, the applicability of the
PQN model depends not so much on quantizer input PDF as on the length of the
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quantizer’s mantissa. With a mantissa of 16 bits or more, the PQN model almost
always works well.

It is useful to determine the output signal-to-quantization noise ratio. We as-
sume that the PQN model applies to both quantizers, and proceed to determine out-
put SNR. For moment calculations, quantizers are regarded as additive independent
noise sources, as in the diagram of Fig. 16.4.

We need to obtain the quantization noise power injected by quantizer #1. The
power of the input to this quantizer is approximately equal to the power of the filter
output y(k). Therefore, the noise power injected by this quantizer is(

noise power of

quantizer #1

)
= 0.180 · 2−2p · E{y2(k)} . (16.13)

The noise power at the filter output due to white noise injected by quantizer #1 is
obtained by multiplying Eq. (16.13) by the sum of squares of the impulse response
from quantizer to output as given by Eq. (16.5). The result is⎛⎜⎝ output noise

power due to

quantizer #1

⎞⎟⎠ = 0.180 · 2−2p · E{y2(k)}
1 − a2

. (16.14)

Next we will calculate the output noise power due to quantizer #2. The impulse
response from the point of injection of the quantization noise to the filter output is the
same as Eq. (16.4). The injected noise power is different from that of quantizer #1,
however. Inspection of Fig. 16.4 allows us to deduce that the input power to quantizer
#2 is equal to the filter output power multiplied by a2. Therefore the quantization
noise power injected by this quantizer is(

noise power

of quantizer #2

)
= 0.180 · 2−2pa2E{y2(k)} . (16.15)

The noise power at the filter output due to white noise injected by quantizer #2 is⎛⎜⎝ output noise

power due to

quantizer #2

⎞⎟⎠ = 0.180 · 2−2pa2E{y2(k)}
1 − a2

. (16.16)

The total output quantization noise power is the sum of Eq. (16.16) and Eq. (16.14).(
total output

quantization noise

)
= 0.180 · 2−2pE{y2(k)}

(
1 + a2

1 − a2

)
. (16.17)

The output signal-to-quantization-noise ratio is

SNR = 5.55(1 − a2)22p

1 + a2
. (16.18)
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Expressed in decibels, this is

SNR, dB = 10 log10

(
5.55(1 − a2)22p

1 + a2

)
. (16.19)

This formula will work for sinusoidal or Gaussian input signals or for any input that
allows the application of the PQN model to the quantizers.

The digital filter will be stable as long as

|a| < 1 . (16.20)

If we choose a to be 0.75 for example and use IEEE single-precision floating-point
computation, the SNR will be

SNR, dB = 10 log10

(
5.55(1 − 0.5625)248

1 + 0.5625

)
= 146 dB . (16.21)

The effects of quantization noise will be very small indeed for this case.
If a is less than 1 but very close to it, the digital filter will be almost unstable.

The impulse response (16.4) will decay very slowly, and there will be significant
accumulation of roundoff noise in the feedback loop. Expressions Eq. (16.18) and
Eq. (16.19) show that SNR will be much smaller when a is close to 1. Suppose that
a has the value 0.9999. The SNR will now be

SNR, dB = 10 log10

(
5.55(1 − 0.9998)248

1 + 0.9998

)
= 112 dB . (16.22)

The SNR is a lot lower, but it would still be an excellent SNR for most applications.
Notice that the SNR is not a function of the signal level, as is generally the case

with floating-point computation.

16.6 SIMULATION OF FLOATING-POINT IIR DIGITAL
FILTERS

Quantization noise in digital filters can be studied in simulation by comparing the be-
havior of the actual quantized digital filter with that of a reference digital filter having
the same structure but whose numerical calculations are done extremely accurately.
Suppose that the filter of Fig. 16.3 is to be implemented with single-precision arith-
metic, and that the reference filter is implemented with double-precision arithmetic.
Great care must be taken to insure that the feedback coefficient a is identical for both
filters. This can be done for both filters by using the single-precision version of a as
this coefficient would be implemented in the single-precision filter.

Fig. 16.11 is a block diagram showing both filters. The reference filter performs
arithmetic essentially perfectly, so it is shown without quantization.
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Figure 16.11 Comparison of quantized digital filter (single precision, that is, the precision
is p = 24) with “perfect” reference filter (double precision, that is, p = 53).

The difference between the outputs of the two filters in Fig. 16.11 is a very close
approximation to the total quantization noise at the output of the quantized filter.
Simulation experiments have been done to measure the quantization noise power,
and to measure its correlation with the output of the reference filter. Correlations
between the quantization noises of the two quantizers have been measured, as well
as have correlations between the quantization noises and the respective quantizer
input signals, and the powers of the two quantization noises have been measured.
Results come out exactly as predicted in the previous section when using the PQN
model for the quantizers.

Choosing a feedback coefficient of a = 0.75, the signal-to-noise ratio for the
quantized filter was measured by measuring the power of the pure underlying signal,
i.e. the power of the output of the reference filter, and dividing this by the output
quantization noise power. With a white Gaussian input x(k), the measured SNR was

SNR = 146 dB . (16.23)
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With a sinusoidal input x(k), the measured SNR was

SNR = 146 dB . (16.24)

These measurements compare almost perfectly with the theoretical SNR given by
Eq. (16.21) for single-precision arithmetic.

Now choosing a feedback coefficient of a = 0.9999, further measurements can
be made. This filter has a very long time constant, and the sum of squares of the
impulses of the impulse response is much larger than before. The same kinds of
measurements have been made for this case.

With a white Gaussian input x(k), the measured SNR was

SNR = 118 dB . (16.25)

With a sinusoidal input x(k), the measured SNR was

SNR = 113 dB . (16.26)

These measurements compare well with the theoretical results of Eq. (16.22).

16.7 STRANGE CASES: EXCEPTIONS TO PQN BEHAVIOR IN
DIGITAL FILTERS WITH FLOATING-POINT
COMPUTATION

With a mantissa length of 16 bits or more, the PQN model almost always works ex-
tremely well, in every respect, for the two quantizers of Fig. 16.3. For moment cal-
culations, the quantizers may be replaced by sources of additive independent white
noises.

There are strange cases that may arise however where the PQN model breaks
down. These cases result from the fact that the input PDF of quantizer #2 is discrete,
that is, in this quantizer, re-quantization happens. For strange cases, the quantizing
theorem is not at all satisfied for quantizer #2. The strange cases occur for rare
choices of the feedback coefficient a. Almost any choice of the coefficient will result
in the PQN model working well. But there are exceptions, and some of them will be
described next.

Here is a strange case: Let a = 1/2. Now we find that quantizer #2 produces
no quantization noise, while quantizer #1 produces noise in accord with the PQN
model. So the output noise is less by the amount of noise that would have come from
quantizer #2. We have the same effect for a = 1/4, or 1/8, or 1/16, and so on. The
reason is that the amplitude of each input sample to quantizer #2 occurs exactly at
the center of a floating-point quantization box. So quantizer #2 produces no noise.
Knowing this, one could easily compute the output quantization noise power.

Other strange cases occur when a is just slightly greater or slightly less than
1/2. These cases have not yet been investigated in detail. The whole subject of test-
ing for applicability of the PQN model in closed-loop systems and the determination
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of output quantization noise when PQN does not apply is an important area of study
that needs more work.

Computation techniques for PQN testing is a subject that will be treated below.

16.8 TESTING THE PQN MODEL FOR QUANTIZATION
WITHIN FEEDBACK LOOPS

A series of measurements have been made with the filter of Fig. 16.2 with a white
Gaussian input and with a sinusoidal input. The feedback coefficient was set at
a = 0.99. The arithmetic was single-precision (p = 24) floating-point. The objec-
tive of these measurements was to make definitive tests of the behavior of the two
quantizers to determine the applicability of the PQN model.

The block diagram of Fig. 16.11 was very useful for this testing. In addition,
the PQN model of the system of Fig. 16.11 is shown in 16.12. For this PQN model
to apply in a strict sense, all moments and joint moments must be correspondingly
alike for the systems of Fig. 16.11 and Fig. 16.12. Of greatest interest in fact are the
first- and second-order moments; i.e. mean squares, autocorrelation functions, and
crosscorrelation functions.

Our testing for PQN focused on the first- and second-order moments of the sys-
tems of Fig. 16.11 and Fig. 16.12 with a white Gaussian input and with a sinusoidal
input. In practice, this kind of testing should be done with the actual filter input
signal.

The first test that was performed measured the output SNR of Fig. 16.11 to see
if this would be the same as the output SNR in Fig. 16.12. For the PQN model, the
theoretical output SNR is given by Eq. (16.19). Applying this to the present case,

SNR = 10 log10

(
5.55(1 − a2)22p

1 + a2

)
= 10 log10

(
5.55 · 0.02 · 248

2

)
= 132 dB . (16.27)

The actual measurements showed that for the quantized filter, the output SNR =
131.1 dB with Gaussian input and SNR = 132.6 dB with sinusoidal input. For the
PQN model, the theoretical output SNR = 132 dB with both Gaussian or sinusoidal
input.

Next, the crosscorrelation function was obtained by measurement between the
output quantization noise and the underlying output signal, the reference filter output
in Fig. 16.11. The result is shown in Fig. 16.13. This was compared with the cross-
correlation function between the output PQN noise and the underlying output signal,
the reference filter output in Fig. 16.12. Theoretically this crosscorrelation function
should be zero for the PQN system because the noise is caused by injection of two
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Figure 16.12 Testing the PQN model of a quantized digital filter.

independent PQN sources, which are independent of the input x(k). The measured
crosscorrelation function of Fig. 16.14 shows this within experimental errors. The
quantization noises on the other hand are deterministically related to this input sig-
nal, but, nevertheless, the crosscorrelation function between the output quantization
noise and the underlying output signal is zero for all lags, within experimental error,
according to the plot of Fig. 16.13. So far, the PQN model passes this test.

Next, the autocorrelation functions of the output quantization noise in Fig. 16.11
were measured, and they are shown in Fig. 16.15(a) for a Gaussian input and in
Fig. 16.15(b) for a sinusoidal input. Corresponding autocorrelation functions for the
output PQN noise (Fig. 16.12) were measured, and they are shown in Fig. 16.16(a)
for the Gaussian input and in Fig. 16.16(b) for the sinusoidal input. Within experi-
mental error, both functions are the same. For the PQN case, the two white noises
go through the same transfer function ( 1

1−az−1 ) to reach the filter output. The z-
transform of the autocorrelation function should be proportional to(

1

1 − az−1

)(
1

1 − az

)
. (16.28)
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Figure 16.13 Measured correlation coefficient between the output quantization noise and
the underlying output signal, as a function of the lags (number of sample periods). a =
0.99, p = 24, white Gaussian input with zero mean and variance 1.
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Figure 16.14 Measured correlation coefficient between the output noise due to PQN and
the underlying output signal, as a function of the lags (number of sample periods). a =
0.99, p = 24, white Gaussian input with zero mean and variance 1.

This corresponds to a two-sided symmetrical exponential autocorrelation function,
as verified by the experimental plots of Figs. 16.16 and 16.15.

The quantization noises νFL1 and νFL2 (see Fig. 16.11) were checked, and their
means were zero within experimental error. The mean square values of these noises
were measured and they agreed with PQN theory, all within experimental error.
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Figure 16.15 Measured autocorrelation functions of output quantization noises: (a) for
white Gaussian input with zero mean and variance 1; (b) for sinusoidal input, Tper ≈
628 lags, A =

√
2.

When crosscorrelating these noises, their crosscorrelation function was zero for all
lags, within experimental error.

In an open-loop system, when QT II is satisfied by a quantizer input signal
and the PQN model applies, the quantization noise is uncorrelated with the quantizer
input signal. This is not the case in a feedback system, and measurements were made
to verify this.

Regarding Fig. 16.11, crosscorrelation functions between the quantization noises
and the quantizer input signals were measured. Regarding Fig. 16.12, correspond-
ing crosscorrelation functions between the PQN noises and the inputs to the PQN
sources were measured by running the system of Fig. 16.17b. The quantization noise
signals νFL1 and νFL2 were taken from the system of Fig. 16.11.

The crosscorrelations between the injected noises and the input signals at the
noise injection points in Fig. 16.17 were measured. The transfer functions from
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Figure 16.16 Measured autocorrelation functions of the output noise when the PQN model
applies: (a) for white Gaussian input with zero mean and variance 1; (b) for sinusoidal
input, Tper ≈ 628 lags, A =

√
2.

injection noise point around the loop back to this point were all the same, i.e. 1
1−az−1 .

Therefore, the z-transform of the crosscorrelation functions for the PQN case should
be proportional to 1

1−az−1 , and the crosscorrelation functions should be exponential
steps. The measured crosscorrelation function for the #2 PQN source is shown in
Fig. 16.18.

The measured crosscorrelation function for the #2 quantization noise source
is shown in Fig. 16.19(a) with Gaussian input and in Fig. 16.19(b) with sinusoidal
input.

The correlation functions of Fig. 16.19 all correspond to the correlation func-
tions of the PQN case as shown in Fig. 16.18. Similar correspondence was obtained
with the #1 PQN source and the #1 quantization noise source. The correspondence
in these correlation functions is further evidence of the validity of the PQN model
for the two quantizers of Fig. 16.3.
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Figure 16.17 Measurement of crosscorrelation between injected noises and input signals
at the noise injection points: (a) the PQN model; (b) actual quantization noise.

Every test that we made showed that the moments and joint moments of the
quantized filter were the same when the quantizers were replaced with additive PQN.
This is very nice. However, in a practical application, more extensive tests are nec-
essary to detect unlikely but possible strange cases. Moreover, the applicability of
PQN can be assured by the application of dither within the loop (see Chapter 19).

Software that allows one to do PQN testing for the quantizers in any digital
system is available from the home page of this book.1

1http://www.mit.bme.hu/books/quantization/
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Figure 16.18 Measured crosscorrelation functions between injected PQN noise for quan-
tizer #2 and PQN noise at its input: (a) for white Gaussian input with zero mean and
variance 1; (b) for sinusoidal input, Tper ≈ 628 lags, A =

√
2.

16.9 SUMMARY

Quantization takes place within the feedback loops of IIR digital filters. When condi-
tions at the inputs of the quantizers satisfy QT II, and this is most frequently the case
for both fixed-point and floating-point arithmetic, the quantizers may be replaced by
sources of additive independent PQN.

The mean square of the quantization noise at the output of a digital filter equals
the sum of the mean squares of the noise components at the filter output. The mean
square of each component of the output noise may be computed. This may be done
by multiplying the mean square of the quantization noise at the quantizer by the sum
of squares of the samples of the impulse response of the path from the quantizer to
the output of the digital filter. Sample computations are given for a one-pole filter.
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Figure 16.19 Measured crosscorrelation functions between generated quantization noise
and input quantization noise for quantizer #2: (a) for white Gaussian input with zero mean
and variance 1; (b) for sinusoidal input, Tper ≈ 628 lags, A =

√
2.

Verification of the PQN model is demonstrated by comparing various auto-
and crosscorrelation functions measured when sinusoidal and Gaussian inputs were
applied to the digital filter that was simulated with quantization, and without quanti-
zation but with appropriate injection of PQN noise. There was complete correspon-
dence of moments.

Chapter 17 extends the analysis of this chapter to more complex feedback sys-
tems. One of the subjects to be discussed in that chapter is the Bertram bound that
allows one to bound the output quantization noise in feedback systems. It is useful
to compare the output noise standard deviation with the bound. This will be done in
Chapter 17.
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16.10 EXERCISES

16.1 Consider the system depicted in Fig. 16.1 (page 403), with a = 0.625. Let the number
representation be 8-bit two’s complement fixed-point (see page 1.6a) with the binary
point after the sign bit: e.g. 01000000 represents the digital number 0.5, and 10100000
represents −0.75. Thus, 0.625 is represented as 0.1010000, a number with two bits
only with value 1. Apply a zero mean white Gaussian input with σ = 0.01.

(a) Determine the quantization noise variance at the output, using PQN to model
arithmetic roundoff.

(b) Verify using Monte Carlo simulation if the PQN model is really applicable. If
there is deviation, how large is it?

16.2 A nonzero-mean Gaussian signal of bandwidth B = 2 kHz is recursively averaged
using the following algorithm: µ̂(k + 1) = µ̂(k) + 1

C (x(k) − µ̂(k)), k = 0, 1, ...,
µ̂(0) = 0. The value of C is 50, the sampling frequency is f = 4 kHz.

(a) How many steps are necessary to approximately reach the steady state? How
large is the measurement time?

(b) How large is the reduction factor of the variance in steady state?
(c) What happens if the sampling frequency is increased by a factor of 4 and the

algorithm remains unchanged?
(d) What happens if the sampling frequency is decreased by a factor of 4?
(e) What is the effect if we change the initial value for µ̂(0) = x(0)?
(f) Determine the value of C as a function of the sampling frequency f , if the equiv-

alent bandwidth (B) and the desired decrease of the variance (1/M) are given.

Hint: for uncorrelated input samples of variance σ 2, the variance of the output approx-
imately equals σ 2/(2C).

16.3 We would like to measure the mean value of a bandlimited white noise signal with
bandlimit B = 10 kHz. We can take samples at a rate of fs = 10 kHz, and average
the samples according to the following algorithm: µ̂(k + 1) = 0.95µ̂(k) + 0.05x(k).
Determine the variance of the estimated mean for k � 1, if σ 2

x = 10.
Hint: see the hint of Exercise 16.2.

16.4 Consider the system given in Example 16.3 (page 412).

(a) Determine the total output noise power, based on PQN.
(b) Calculate the power of the oscillation shown in the example. Which is larger?

Why?
(c) Determine by simulation what happens when independent, white, uniformly dis-

tributed between −q/2 and q/2 dither is added to the input of each quantizer
before quantization.

16.5 Moving averaging can be re-formulated in recursive form:

y(k) = 1

N

k−1∑
m=k−N

x(m) = y(k − 1)+ 1

N

(
x(k − 1)− x(k − N − 1)

)
. (E16.5.1)
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Theoretically this has finite impulse response, but as implemented in a recursive form,
it is not stable.

(a) Show that Eq. (E16.5.1) is not stable: there is a pole at z = 1.

(b) Why does instability occur in the recursive implementation, and not in the FIR
implementation?

(c) What is the consequence of this instability to roundoff?

(d) Does the PQN model show this?

(e) What is the effect of changing the feedback factor from a = 1 to a = 0.99?

(f) Can the dc transfer function be compensated by changing also the feedforward
coefficient -1 to a smaller value? Can this network be used to measure a dc
value?

(g) How large is the noise in the output of the modified network on the basis of PQN?

(h) Verify the results of the previous item by numerical evaluation, and Monte Carlo
simulation, assuming that y(k) ≈ 0.5,

i. for fixed-point with B = 16 bits, two’s complement in (−1, 1).
ii. for floating-point with p = 12 bits.

16.6 Design direct implementation (evaluate y(k) = 0.6y(k − 1)− 0.05y(k − 2)+ 0.4x(k))
of the second-order IIR filter

H(z) = 0.4

1 − 0.6z−1 + 0.05z−2
. (E16.6.1)

(a) In fixed-point number representation, with B = 32 bits, and range (−1, 1),

i. calculate the output noise based on PQN,
ii. verify the results with Monte Carlo.

(b) In floating-point number representation with p = 24 bits, and sine-wave input in
[−1, 1] with frequency f1 = 0.015 fs,

i. calculate the output noise based on PQN,
ii. verify the results with Monte Carlo.

Hint: follow the guidelines given in Example 12.2.

16.7 Design a cascade implementation in order to realize the following transfer function:

H(z) = 0.6

(1 − 0.8z−1)2
. (E16.7.1)

Notice that during factorization, the constant multiplier can be split arbitrarily:

H(z)= a

(1 − 0.8z−1)
· b

(1 − 0.8z−1)

= 1

(1 − 0.8z−1)
· 0.6

(1 − 0.8z−1)

=
√

0.6

(1 − 0.8z−1)
·

√
0.6

(1 − 0.8z−1)
. (E16.7.2)
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(a) In fixed-point number representation, with B = 32 bits, and range (−1, 1),

i. distribute the constant weighting (find a and b) to avoid overload but mini-
mize roundoff, assuming that the input is full scale,

ii. calculate the output noise based on PQN,
iii. verify the results with Monte Carlo.

(b) In floating-point number representation with p = 24 bits, and a sufficient num-
ber of exponent bits to avoid overload, with a sine-wave input in [−1, 1] with
frequency f1 = 0.0101 fs,

i. determine how to distribute the constant weighting (find a and b) to avoid
overload but minimize roundoff,

ii. calculate the output noise based on PQN,
iii. verify the results with Monte Carlo.

16.8 An allpass filter is given by

H(z) = 0.7 + 0.19z−1 − 0.28z−2 + z−3

1 − 0.28z−1 + 0.19z−2 + 0.7z−3
. (E16.8.1)

The filter can be implemented in different structures. Two examples are shown in the
following figures:

(1) direct-form II structure (Fig. E16.8.1, with b0 = 0.7, b1 = 0.19, b2 = −0.28,
b3 = 0.1, a1 = −0.28, a2 = 0.19, and a3 = 0.7),

z−1

z−1

z−1

x(k) y(k)

+
+ +

+

+
+

+
+

+
+

+
+

� �

� �

� �
xAR(k) b0

b1

b2

b3

−a1

−a2

−a3

Figure E16.8.1 Direct-form II structure for the filter.

(2) lattice realization (Fig. E16.8.2, see also (Jackson, 1996), with k(1) = −0.4609,
k(2) = 0.7569, k(3) = 0.7000).

With a program written in Matlab, simulate these filter implementations with different
precisions:
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z−1z−1z−1
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y(k)
�

��

�

�

�

k(1)

−k(1)

k(2)

−k(2)

k(3)

−k(3)

Figure E16.8.2 Lattice structure for the allpass filter.

(a) with double precision, using Matlab’s internal number representation,

(b) with fixed-point number representation with B = 16 bits in (−1, 1),

(c) with floating-point number representation with p = 12 bits.

Assuming that the roundoff error of double-precision representation is negligible, cal-
culate the output roundoff errors of the second and third cases.

i. For a sine wave input with amplitude of A = 0.06 and frequency f1 = 0.1 fs,
determine the RMS errors and the SNRs at the output.

ii. Check for each number representation and each structure if there is an overload
at any node of the block diagram.

Answer the following questions for fixed-point number representation:

iii. Can the input be increased without causing overload? Determine the SNR achieved
by the maximum allowable sine wave.

iv. Which signal frequency allows the lowest output SNR? How large is this SNR?

v. What is the maximum sample value which may occur for xAR or at some other
node in the direct-form II realization, and/or somewhere in the lattice, if the input
waveform is arbitrary, but |x(k)| ≤ 1 is assured?

vi. Can you suggest safe input scalings to avoid overflow in each filter realization,
for an arbitrary input signal?



Chapter 17

Roundoff Noise in Digital
Feedback Control Systems

Digital control systems are generally feedback systems. Within their feedback loops
are parts that are analog and parts that are digital. At certain points within the feed-
back loop, signals are converted from analog to digital and at other points, signals
are converted from digital to analog. Analog-to-digital conversion involves both
sampling and quantization. Digital-to-analog conversion involves both quantization
and interpolation (see Section 17.2). Analysis of quantization noise in digital control
systems must therefore deal with quantization within feedback loops having both
digital and analog parts.1

� ADC
Digital
Filter DAC PLANT

Command
Input
Signal

(analog)−+

Error
Signal

(analog)

Analog to
Digital

Converter

(digital)

Digital
Compensator

(digital)

Digital to
Analog

Converter

(analog)

Plant
Output

(analog)

Figure 17.1 A unity-feedback digital control system.

An example of a digital control system is shown in Fig. 17.1. This is a unity-
feedback system whose purpose is to have the plant output follow as closely as pos-
sible the command input. The plant is the system to be controlled. The command
input and the plant output are analog signals. Their difference is the error signal.

1This chapter is designed to be self-contained and to present a clear picture of how to analyze the
effects of quantization in digital feedback control systems. However, prior study of Chapter 16 on
quantization in IIR filters would be very helpful, and prior knowledge of digital control theory would
also be helpful. An excellent reference on digital control is the book of Franklin, Powell and Workman
(1992).

431
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This error signal is digitized, amplified, and filtered by a digital compensating fil-
ter whose output drives a digital-to-analog converter whose output in turn drives the
plant input. The goal is to keep the error signal small.

17.1 THE ANALOG-TO-DIGITAL CONVERTER

The analog-to-digital converter (ADC) performs the operations of sampling and quan-
tization. Use of the ADC makes it possible to do the compensator filtering digitally.
This often has many advantages over analog filtering. The design of the compensator
has important effects on stability of the system and its overall dynamic response.

The analog-to-digital converter is diagrammed in Fig. 17.2. Figure 17.2(a)
shows sampling first, then quantization. Figure 17.2(b) shows quantization first, then

Q
(analog)

T

(digital)

ADC(a)

Q
(analog)

T

ADC

(digital)

(b)

Figure 17.2 Analog-to-digital conversion: (a) sample first, then quantize; (b) quantize
first, then sample.

sampling. From an analytical standpoint, these operators are commutable. Analog-
to-digital conversion can be represented either way.

17.2 THE DIGITAL-TO-ANALOG CONVERTER

The digital-to-analog converter (DAC) takes a sampled signal as input, and produces
a continuous signal as its output. This output is an interpolation of its input samples.
It may have discontinuities in amplitude and/or derivative at the sampling instants,
however.

The most common form of DAC is the “zero-order hold.” How this DAC works
is illustrated in Fig. 17.3. The figure shows a continuous analog signal being sam-
pled, and the samples being interpolated by a zero-order hold. This form of DAC
holds the value of an input sample and produces a corresponding constant output
until the next input sample arrives. Then it holds the new input sample and pro-
duces a corresponding constant output. The DAC output is a series of step values, a
“piecewise constant” signal.

Other forms of DAC do exist, but they are not so common as the zero-order
hold. A better DAC would e.g. produce an analog output that would consist of
straight line interpolations between the samples. This would generally provide a
closer re-creation of the original analog signal. It has the disadvantage of producing
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Piecewise continuous
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Figure 17.3 Sampling a continuous signal, and interpolation of samples by a zero-order
hold: (a) time signals; (b) block diagram.

a delayed response since it is necessary to wait for the next sample in order to do the
interpolation.

Analog-to-digital converters generally come on the same circuit board or in the
same electronic package with digital-to-analog converters. Similar electronic tech-
nology is used in the realization of both converters. The ADC accepts an analog
input, generally a voltage signal, and produces an output which is a series of nu-
merical sample values, generally represented in binary form by a finite number of
bits, every T seconds. Thus, the ADC output is quantized. The sampling period is
T seconds. The zero-order DAC in turn accepts an input every T seconds which is
quantized in amplitude and is a series of numerical sample values in binary form. It
produces an output that is a piecewise continuous voltage waveform.

Zero-order digital-to-analog conversion involves both quantization and inter-
polation as illustrated in Fig. 17.4(a),(b). These operations are commutable from an
analytical standpoint. The DAC of the zero-order-hold type has an internal digital
memory that holds the previous sample value until the next sample arrives. This
memory has a given word length, i.e., it stores numerical values rounded to a fi-
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Figure 17.4 Digital-to-analog conversion: (a) quantization and interpolation; (b) interpo-
lation and quantization.

nite number of bits. The binary input to the interpolator in Fig. 17.4(a) is therefore
quantized. The interpolator itself is linear.

17.3 A CONTROL SYSTEM EXAMPLE

The control system shown in Fig. 17.5(a) is of the same form as that of Fig. 17.1. It
will serve as a specific example for the development of mathematical techniques for
analysis of the effects of quantization within control loops that are part analog and

part digital. For this example, the plant has a transfer function of
(

1
s(s+1)

)
, the digital

compensating filter has a transfer function of 0.2
(

z+1/2
z−1/2

)
, and the sampling period T

is 0.1 s. This system was simulated with high precision, so that quantization effects
would be negligible, and the step response from command input to plant output is
shown in Fig. 17.5(b). The system is stable, with damped oscillations, and has unit
gain at zero frequency.

Figure 17.6(a) shows more detail about the analog-to-digital converter, and
Fig. 17.6(b) shows how this function can be rearranged in a more convenient form
for purposes of analysis. In Fig. 17.6(a), analog-to-digital conversion is represented
by sampling and quantization with sampling first, then quantization. Since sampling
is linear (the samples of the sum are equal to the sum of the samples), the sampler
after the summer can be removed and replaced by two samplers, one in line with the
command input and the other in line with the feedback signal. This is done without
changing the system response, and is shown in Fig. 17.6(b). The two samplers must
sample synchronously, at the same instants.

Generally, the word length at the output of the compensator in Figs. 17.6(a),(b).
would be much greater than the length of the binary words fed as inputs to the digital-
to-analog converter. The output of the compensator filter might have 16-bit or per-
haps 32-bit accuracy, or the compensator could be realized with double-precision
floating-point, for example. In any event, the compensator output is assumed to be
essentially infinitely fine in amplitude. The DAC might have only 10-bit accuracy.
The compensator output samples, although in digital form, would need to be rounded
to fit the range of the DAC. The quantizer that does this can be associated with the
DAC and it is labeled Q2. The quantizer associated with the ADC is labeled Q1.
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Figure 17.5 A unity-feedback example: (a) block diagram; (b) high-precision step re-
sponse.
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Figure 17.6 Replacement of error signal sampling with synchronous sampling of the com-
mand input and the feedback: (a) sampling after the summer; (b) sampling of the command
input and the feedback signal.

Both quantizers are fixed-point since present day ADC devices quantize uniformly,
and DAC devices produce uniform steps of output voltage. Both quantizers are of
course nonlinear devices. On the other hand, the sampler and the zero-order hold
interpolator perform linear operations on signals.
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Figure 17.6(b) can be redrawn as shown in Fig. 17.7(a), to provide both the
continuous-time and the sampled plant output. One can easily see the equivalence of
the systems of Fig. 17.6(b) and Fig. 17.7(a).

� Q1
0.2(z+ 1

2 )

(z− 1
2 )

Q2 Interpolator 1
s(s+1)

Command
Input

Plant
Output

T +−
T

Sample of
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(a)

� Q1
0.2(z+ 1

2 )

(z− 1
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Q2 Interpolator 1
s(s+1)

Command
Input

Plant
Output

T +−

Sample of
Plant Output

(b)

Figure 17.7 A reconfiguration of the system of Fig. 17.6 which obtains the plant output
and samples of the plant output: (a) obtaining samples of the plant output; (b) feedback of
the samples to the summer.

Figure 17.7(b) is equivalent to Fig. 17.7(a). It is this drawing that will be most
useful for the analysis of quantization noise in the plant output signal. This noise
will be present in the samples of the plant output, and it will be possible to calculate
the variance of the noise in the output samples.

Interpolator 1
s(s+1)

Sampled
Input Signal

Sampled
Output Signal

Zero-order
Hold

T

Figure 17.8 A subsystem of Fig. 17.7.

Before proceeding further, it will be useful to take an aside and study the be-
havior of the subsystem shown in Fig. 17.8. This subsystem appears within the feed-
forward part of the loop shown in Fig. 17.7(b). This subsystem is linear and it does
not involve quantization. Its input is sampled, and its output consists of samples.
Because it is linear and its input and output are sampled, the entire subsystem can be
replaced by a single linear digital filter having a z-transform transfer function. This
digital filter will have an impulse response that can be obtained by applying a single
unit impulse at time zero to the input of the subsystem, and observing the string of
impulses that then will emerge at the subsystem output.



17.3 A Control System Example 437

First we apply a unit impulse to the input of the zero-order interpolator. Its out-
put will be a single rectangular pulse of unit height and of duration T , as illustrated
in Fig. 17.9. This rectangular pulse will be applied as input to 1

s(s+1) .

11

Unit Impulse
Input

T

DAC Output

TimeTime

DAC

0 0

Figure 17.9 Impulse response of the zero-order hold interpolator.

The next step is to find the response of 1
s(s+1) to the rectangular pulse. The rec-

tangular pulse can be regarded as a sum of a positive unit step function and a negative
unit step function delayed by one sample period T . This is illustrated in Fig. 17.10.
The response of 1

s(s+1) to the rectangular pulse will be found by calculating its step
response, and subtracting from it this step response delayed by T .

The step response of 1
s(s+1) has a Laplace transform 1

s2(s+1)
, which can be ex-

pressed by the following partial fraction expression:

1

s2(s + 1)
= 1

s2
− 1

s
+ 1

s + 1
. (17.1)

In the time domain, this step response is

step response =
{

t − 1 + e−t , t ≥ 0 ,

0 , t < 0 .
(17.2)

The step response is sampled every T seconds, with T = 0.1 s. The z-transform of
the samples of the step response is(

z-transform

of step response

)
= T z−1

(
1

1 − z−1

)2

−
(

1

1 − z−1

)
+
(

1

1 − e−T z−1

)
= (T + e−T − 1)z−1 + (1 − e−T − T e−T )z−2

(1 − z−1)2(1 − e−T z−1)
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Figure 17.10 The rectangular pulse as a sum of a positive step and a negative delayed step.

= 0.00484z−1 + 0.00468z−2

(1 − z−1)2(1 − 0.905z−1)
. (17.3)

This result can now be used to find the z-transform of the samples of the rectangular-
pulse response. Since the rectangular pulse is the sum of a positive step and a nega-
tive step delayed by one sample period, the desired z-transform is the z-transform of
Eq. (17.3) multiplied by (1 − z−1). Therefore, the z-transform of the samples of the
output of 1

s(s+1) when its input is the rectangular pulse of Fig. 17.10 is⎛⎜⎝ z-transform

of response

to rect pulse

⎞⎟⎠ = 0.00484z−1 + 0.00468z−2

(1 − z−1)(1 − 0.905z−1)
. (17.4)

Figure 17.11(a) shows the subsystem described above. A unit impulse applied to
this subsystem causes a string of output samples whose z-transform is given by
Eq. (17.4). Figure 17.11(b) shows an equivalent linear discrete filter whose impulse
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response is identical to that of the subsystem. The equivalent linear filter is a digital
filter whose transfer function may be designated by HEQ(z). This transfer function
is, from Eq. (17.4), given by

HEQ(z) = 0.00484z−1 + 0.00468z−2

(1 − z−1)(1 − 0.905z−1)
. (17.5)

A good reference on z-transforms and on the zero-order hold is the book of Franklin,
Powell and Workman (1992).

Sampled
Input Interpolator 1

s(s+1)
T

Sampled Output
Signal

Zero-order hold(a)

Sampled
Input HEQ(z)

Sampled Output
Signal

(b)

Figure 17.11 Equivalence between a subsystem of Fig. 17.7 and a simple digital filter:
(a) the subsystem of Fig. 17.7; (b) an equivalent linear digital filter.

The two systems shown in Fig. 17.11 have the same impulse response and trans-
fer function. Since they are linear systems, any train of input pulses applied to both
will cause identical trains of output pulses. Therefore, the subsystem of Fig. 17.11(a)
can be replaced by the digital filter of Fig. 17.11(b) having the transfer function given
by Eq. (17.5). This substitution was made to the system of Fig. 17.7(b), and the re-
sulting system is shown in Fig. 17.12. The feedback loop of the system of Fig. 17.12
is now all-discrete and is in a form that allows easy analysis of the effects of quanti-
zation.

� Q1
0.2(z+0.5)
(z−0.5) Q2 HEQ(z)

Command
Input

Plant Output
SamplesT +−

Figure 17.12 System devised for the calculation of samples of the plant output.

In most circumstances, QT II will be satisfied to very close approximation at
the inputs of both of the quantizers shown in Fig. 17.12. The two quantizers will be
injecting into the control system stationary white noises whose statistical properties
will be pre-determined and known. For purposes of calculation of quantization noise
variance at the plant output, the two quantizers may be replaced by two sources of
additive PQN. This change has been made with the system of Fig. 17.12, and the
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result is shown in Fig. 17.13. The system of Fig. 17.13 is linear, and may be used
to calculate quantization noise power at the plant output. It may also be used to
determine stability of the control system and to obtain the step response from the
command input to the samples of the plant output.

� �
0.2(z+0.5)
(z−0.5) � HEQ(z)

Command
Input +

+

n1

+
+

n2
Plant Output

Samples

T +−

Figure 17.13 System devised for the calculation of step response, output noise power, and
stability of the control system.

Referring to Fig. 17.13, the discrete transfer function from input samples to
output samples is

Hio(z) =
0.2 z + 0.5

z − 0.5 HEQ(z)

1 + 0.2 z + 0.5
z − 0.5 HEQ(z)

=
0.2 z + 0.5

z − 0.5
0.00484(z + 0.967)
(z − 1)(z − 0.905)

1 + 0.2 z + 0.5
z − 0.5

0.00484(z + 0.967)
(z − 1)(z − 0.905)

= 0.000968(z + 0.5)(z + 0.967)

(z − 0.4933)(z − (0.955 − 0.0603 j))(z − (0.955 + 0.0603 j))
.

(17.6)
The discrete impulse response from input to output, corresponding to the transfer
function Hio(z), is plotted in Fig. 17.14(a). It is apparent from this plot that the
system is stable and slightly underdamped. The discrete step response of this transfer
function is plotted in Fig. 17.14(b). The static error for a step input is zero. This
results from integration that exists within the plant itself.

Quantization noise at the plant output comes from both quantizers, Q1 and
Q2. Referring to Fig. 17.13, the corresponding noise sources n1 and n2 are injected
into the feedback system and propagate to the system output. In accord with our
assumption that QT II is satisfied at the inputs of both quantizers, noise n2 will
be uncorrelated with the input to quantizer Q2 and will therefore be uncorrelated
with noise n1. Since n1 and n2 are uncorrelated with each other, their respective
responses at the system output will also be uncorrelated with each other. Since these
noises have zero means and are mutually uncorrelated, the mean square of the output
quantization noise will be the sum of the mean squares of the noises due to n1 and
n2. The two noise components can be calculated separately and then combined. The
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Figure 17.14 Discrete impulse and step responses of the system of Fig. 17.13: (a) impulse
response; (b) step response.

methods used here are very similar to those used in Chapter 16 to determine output
quantization noise with IIR digital filters.

The impulse response from the point of injection of noise n1 to the system
output is the same as the discrete impulse response from the system input to output.
The transfer function is the same as Eq. (17.6), and is therefore

Hn1o(z) = 0.000968(z + 0.5)(z + 0.967)

(z − 0.4933)(z − (0.955 − 0.0603 j))(z − (0.955 + 0.0603 j))
.

(17.7)
The impulse response was calculated by inverse z-transform, and the sum of squares
of the impulses of this impulse response was calculated to be⎛⎜⎝ sum of squares

of impulse response

from n1 to output

⎞⎟⎠ = 0.0333 . (17.8)
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The noise injected by Q1 has a mean square value of q2
1/12, where q1 is the step size

of Q1. Therefore the mean square of the output quantization noise due to Q1 is⎛⎜⎝ mean square of

output noise due

to Q1

⎞⎟⎠ = 0.0333
q2

1

12
. (17.9)

The transfer function from the point of injection of noise n2 to the system output
is the same as Hn1o(z) multiplied by the reciprocal of 0.2(z+0.5)

(z−0.5) . This is

Hn2o = 0.00484(z − 0.5)(z + 0.967)

(z − 0.493)(z − (0.955 − 0.0603 j))(z − (0.955 + 0.0603 j))
. (17.10)

The sum of squares of the impulses of the impulse response from n2 to the system
output has been calculated as⎛⎜⎝ sum of squares

of impulse response

from n2 to output

⎞⎟⎠ = 0.0935 . (17.11)

Accordingly, ⎛⎜⎝ mean square of

output noise due

to Q2

⎞⎟⎠ = 0.0935
q2

2

12
. (17.12)

The mean square of the total quantization noise in the plant output can now be
calculated. This is⎛⎜⎝ mean square of

output noise due

to Q1 and Q2

⎞⎟⎠ = 0.033q2
1 + 0.0935 q2

2

12
. (17.13)

The plant output is continuous. The quantization noise in the plant output is also
continuous. The mean square of the continuous quantization noise in the plant out-
put is given approximately by Eq. (17.13), as this is the mean square of the output
quantization noise observed at the sampling instants.

17.4 SIGNAL SCALING WITHIN THE FEEDBACK LOOP

An electronic analog-to-digital converter has a finite dynamic range. The maximum
input voltage that would result in an output having the largest binary number is spec-
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ified by the manufacturer. The negative input voltage that causes the smallest binary
output number is similarly specified. The number of bits in the output number is also
specified. One bit is the sign bit. The remaining bits correspond to the magnitude of
the output number.

A 10-bit ADC would have 210 quantum steps covering its input range. If the
input range were ±5 V for example, each quantum step would have a voltage value
of

q = 10 V

210
= 10 V

1024
= 0.009766 V . (17.14)

Suppose that a 10-bit ADC with an input range of ±5 V were to be used with the
feedback control system shown in Fig. 17.1. Suppose further that the details of the
system are as specified in the diagram of Fig. 17.6(a). Now, let the command input
be a sinusoid of amplitude 5 VRMS. Assume that the frequency of this sinusoid could
range from near zero up to half the sampling frequency.

Our first objective will be to design the system so that quantizer Q1 will not be
overloaded, but that the maximum range of its input voltage will be just within its de-
sign range ±5 V. This would minimize the effects of quantization noise without over-
loading the quantizer. The range of the command input is ±5 V ·

√
2V = ±7.07 V.

We will first need to find the gain or the value of the transfer function magnitude
from input to error (input of Q1) at low frequency, and at the highest frequency, i.e.,
half the sampling frequency.

The transfer function from samples of the command input to the input of Q1
(the error signal) can be obtained from the block diagrams of Fig. 17.12 and 17.13.
Using the feedback formula, this is

Hie(z)

= 1

1 + 0.2(z + 0.5)
(z − 0.5) HEQ(z)

= 1

1 + 0.2(z + 0.5)(0.00484z−1 + 0.00468z−2)

(z − 0.5)(1 − z−1)(1 − 0.905z−1)

= (1 − z−1)(z − 0.5)(1 − 0.905z−1)

(1 − z−1)(z − 0.5)(1 − 0.905z−1)+ 0.2(z + 0.5)(0.00484z−1 + 0.00468z−2)
(17.15)

This transfer function is a function of frequency, since z = e−sT , and with sinusoidal
inputs, z = e− jωT where ω is the input sinusoidal frequency in radians per second.
At low frequencies, ω ≈ 0 and therefore z ≈ 1. Accordingly,

Hie(z)∣∣
low frequency

≈ 0 . (17.16)

This corresponds to the error being zero at zero frequency, which is a characteristic
of feedback systems with integration within the loop (the plant has a pole at s = 0).
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The transfer function is shown in Fig. 17.15. At low frequency, the 10 V sinusoidal
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Figure 17.15 Transfer function from the command input to the input of Q1.

input will cause an error of essentially zero volts. This will not overload Q1. It may
in fact cause an underload problem, which we will address below. But in any event,
Q1 will not be overloaded.

At the highest frequency, corresponding to half the sampling frequency, ω =
π/T . This gives a value of z = e− jωT = e− jπ = −1. At this frequency, the transfer
function is

Hie(z)∣∣∣
half the sampling
frequency

= 1.000 0028 ≈ 1 . (17.17)

The fact that the input-to-error transfer function has a unit value means that the plant
output is zero and that the system does not respond at such a high frequency.

The maximum of the transfer function is about 1.45, at f =≈ 0.015 fs.
To keep the quantizer Q1 from overloading, its input signal level will need to be

reduced. As is, this input level could be 1.45 times larger than that of the command
input, i.e., within the range of ±10.25 V. Accordingly, it will be necessary to insert
an analog attenuator having the gain of 5/10.25 = 0.49. Let this gain be designated
by a = 0.49. To restore the proper gain level in the system, an additional gain of
1/a = 2.04 will need to be incorporated into the digital compensator. Figure 17.6(a)
will now appear as shown in Fig. 17.16.

This design assures that the ADC is not overloaded for any sine wave at the
command input with amplitude below 7.07 V. However, overload is still possible with
other signal forms for which |x(t)| < 0.707 V holds. In Fig. 17.12, the maximum
sample at the input of Q1 occurs when all samples of the command input are equal
to either −7.07 V, or +7.07 V, so that the sample equals to

∑
k |hADC(k)| · 7.07 V,

where hADC(k) denotes the impulse response from the command input to the input of
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Figure 17.16 The control system of Fig. 17.6(a) with signal scaling to prevent overload of
Q1 with a 5 VRMS sinusoidal input.

Q1. Numerical calculation shows that this is equal to 15.0 V. Therefore, theoretically
a gain of 1/3 (and a compensation gain of 3) should be introduced instead of 0.49
and 2.04, respectively, to have absolutely no overload.

The quantizer Q2 is not a physical quantizer. It is an arithmetic quantizer. It
is implemented digitally by the same computer that implements the digital compen-
sator. This compensator produces a binary output that will usually have many more
bits than the binary input to the DAC. As such, the most significant bits of the com-
pensator output will be mapped directly as input bits to the DAC. The compensator
output bit corresponding to the least significant DAC input bit will be rounded up
or down by the computer, based on the remaining compensator output bits of lower
significance.

We have been assuming that the compensator is implemented with fixed-point
arithmetic. If arithmetic is done instead in floating-point, then the computer will
make a conversion from floating-point to fixed-point with appropriate roundoff to
drive the DAC input. The function of the quantizer Q2 will be unchanged since the
DAC has a uniform quantization scale.

For best operation of this system, we will keep the quantizer Q2 from just over-
loading for the various inputs of interest. Working further with the current example,
we will assume that the digital-to-analog converter is an 8-bit DAC and that its out-
put voltage range is ±5 V. The problem is to scale the input of Q2 so that there is no
overload for the 5 VRMS command input sinusoids at low frequency and at half the
sampling frequency.

The transfer function from samples of the command input to the input of Q2 can
be obtained from the block diagrams of Figs. 17.12 and 17.13. (For this calculation,
Q2 has a gain of unity.) Using the feedback formula, this transfer function is

HiQ2(z)

= 0.2(1 − z−1)(1 − 0.905z−1)(z + 0.5)

(1 − z−1)(z − 0.5)(1 − 0.905z−1)+ 0.2(z + 0.5)(0.00484z−1 + 0.00468z−2)
.

(17.18)

At low frequencies, z ≈ 1 and

HiQ2(z)
∣∣
low frequency

= 0 . (17.19)



446 17 Roundoff Noise in Digital Feedback Control Systems

At half the sampling frequency, z = −1 and

HiQ2(z)
∣∣∣

half the sampling
frequency

= 0.0667 . (17.20)

The complete transfer function is shown in Fig. 17.17. The maximum value is about
0.87 .
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Figure 17.17 Transfer function from the command input to the input of Q2.

At this frequency, a ±7.07 V peak-to-peak input would therefore cause an out-
put for Q2 of (±7.07 V) · (0.87) = ±6.15 V. This is close to the limit of ±5 V for
the DAC output, but some downscaling is necessary to really keep it within the lim-
its. Let us multiply the gain of the digital controller by 5/6.15 = 0.813, and follow
the DAC by a compensating analog gain of 6.15/5 = 1.23. This is illustrated in
Fig. 17.18. For this system, both the ADC and DAC will run without overload with
a 5 VRMS command input, and they will not overload at half the sampling frequency.

� 0.49 Q1
(2.04)(0.2)(z+ 1

2 )(0.813)

z− 1
2

Q2 Interpolator 1
s(s+1)

Command
Input

+−
ADC Compensator DAC Plant

Plant
Output

T 1.23

Figure 17.18 The control system of Fig. 17.6(a) with signal scaling to prevent overload of
both Q1 and Q2 with a 5 VRMS sinusoidal input.

This design assures that the DAC is not overloaded for any sine wave at the
command input with amplitude below 7.07 V. However, overload is still possible
with other signal forms for which |x(t)| < 0.707 V. In Fig. 17.12, the maximum
sample at the input of Q2 occurs when all samples of the command input are equal
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to either −7.07 V, or +7.07 V, so that the sample equals to
∑

k |hDAC(k)| · 7.07 V,
where hDAC(k) denotes the impulse response from the command input to the input of
Q2. Numerical calculation shows that this is equal to 9.12 V. Therefore, theoretically
a gain of 0.55 (and a compensation gain of 1.82) should be introduced instead of
0.813 and 1.23, respectively, to have absolutely no overload.

At very low frequency, both the ADC and DAC will have extremely small in-
puts and will be underloaded. This means that their inputs will correspond to less
than a single quantum step or less than a very small number of steps. Underloaded
feedback systems could develop highly nonlinear behavior that could result in sta-
tic errors in the feedback loop or could result in spontaneous finite small amplitude
oscillations, called limit cycles. However, as soon as the amplitudes of the inputs to
both ADC and DAC have amplitudes covering several quantum boxes, linear behav-
ior is restored and limit cycles disappear.

When a step function is applied to the input of the system of Fig. 17.18, the re-
sponse is essentially linear until the basic transient is over and steady-state is reached.
Then, a static error will exist between the input and the plant output. The size of the
error depends upon the amplitude of the input step and system initial conditions, and
will be bounded (see Section 17.7 below). This particular system does not develop
limit cycles. In general, both static error and limit cycles can be prevented by injec-
tion of external dither signals. This is illustrated with homework Exercises 17.10–
17.12.

The dither is a zero-mean external signal or noise added to the command in-
put. Its purpose is to prevent static error, hysteresis, or limit cycles by linearizing
the quantizers, causing satisfaction of QT II at the quantizer inputs. The subject of
linearization by addition of dither is treated in detail in Chapter 19.

17.5 MEAN SQUARE OF THE TOTAL QUANTIZATION
NOISE AT THE PLANT OUTPUT

To calculate the output noise for the system of Fig. 17.18, we will assume that QT II
is satisfied at the inputs of both Q1 and Q2. The quantizers can now be replaced by
additive noise sources as shown in Fig. 17.19.

The system of Fig. 17.19 is very similar to that of Fig. 17.13. The injected
noises n1 and n2 are not the same, respectively, for both of these systems, but they
have correspondingly the same moments so the same noise designations have been
used for both systems.

The transfer function from the point of injection of n1 to the plant output is
given by Eq. (17.7) for the system of Fig. 17.13. The corresponding transfer function
for the system of Fig. 17.19 is the same, except that it must be scaled by the factor
2.04 . Accordingly,
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Figure 17.19 The system of Fig. 17.18 with quantizers replaced by sources of additive
noise.

Hn1o(z) = (2.04)0.000968(z + 0.5)(z + 0.967)

(z − 0.4933)(z − (0.955 − 0.0603 j))(z − (0.955 + 0.0603 j))
.

(17.21)
The sum of squares of the impulses of the corresponding impulse response is the
same as Eq. (17.8), except that it must be scaled by 2.042 ≈ 4.16. Accordingly,⎛⎜⎝ sum of squares

of impulse response

from n1 to output

⎞⎟⎠= 0.0333 · (2.042) = 0.1386 .

(17.22)

The mean square of the output quantization noise due to Q1 is therefore⎛⎜⎝ mean square

of output noise

due to Q1

⎞⎟⎠ = 0.1386
q2

1

12
. (17.23)

The mean square of the output quantization noise due to Q2 may be similarly calcu-
lated by multiplying Eq. (17.12) by 1.232. Accordingly,⎛⎜⎝ mean square

of output noise

due to Q2

⎞⎟⎠ = 0.1415 q2
2/12 . (17.24)

For the scaled system of Fig. 17.19, the mean square of the total quantization noise
in the plant output is⎛⎜⎝ mean square

of output noise

due to Q1 and Q2

⎞⎟⎠ = 0.1386 q2
1 + 0.1415 q2

2

12
. (17.25)

The analog-to-digital converter is a 10-bit ADC whose output range is 10 V (±5 V).
This converter has 210 = 1024 steps. Each step gives an increment to the converter
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output of 10/1024 = 0.00977 V. Therefore, q1 = 0.00977 V. The digital-to-analog
converter is an 8-bit DAC whose output range is also 10 V (±5 V). Each step gives
an increment to its output of 10 V/28 = 10 V/256 = 0.0391 V. Therefore, q2 =
0.0391 V. Using these values of q1 and q2, Eq. (17.25) becomes

⎛⎜⎝ mean square

of output noise

due to Q1 and Q2

⎞⎟⎠ = (0.1386) · 0.009772 + (0.1415) · 0.03912

12
V2

= 1.91 · 10−5 V2 .

(17.26)

The output quantization noise power is given by Eq. (17.26), and this will remain
true for a very wide range of input amplitudes and frequencies, as long as QT II is
satisfied to a good approximation at the inputs of Q1 and Q2.

The output signal-to-noise ratio can now be calculated. Suppose that the com-
mand input is a 5 VRMS low-frequency sine wave. The output will also be a 5 VRMS
sine wave of the same low frequency, plus quantization noise. The output signal-to-
noise ratio will be (

output

SNR

)
= 52

1.91 · 10−5
= 1.31 · 106 . (17.27)

Since Eq. (17.27) is a ratio of output signal power to output quantization noise power,
the output SNR may be expressed in decibels as follows:(

output

SNR

)
= 10 log10

(
1.31 · 106

)
= 61.2 dB . (17.28)

The output quantization noise power will be the same if the amplitude of the sinu-
soidal input is reduced, as long as it is not made so small that QT II is not satisfied
at the inputs of Q1 and Q2. With a fixed level of quantization noise power, the out-
put SNR will be reduced if the amplitude of the sinusoidal input is reduced. The
SNR given by Eq. (17.28) is the best that is achievable by the system of Fig. 17.19.
At higher input frequencies, the plant output drops off, but the quantization noise
persists, and the output SNR drops off accordingly.

17.6 SATISFACTION OF QT II AT THE QUANTIZER INPUTS

Conditions for satisfaction of QT II or QT III will generally not be met perfectly
at the quantizer inputs. The special PDFs that permit exact satisfaction of QT III,
such as uniform, triangular, etc., will not exist at the quantizer inputs within feed-
back loops of signal processing and control systems. These conditions could be met,
however, if external independent additive dither signals capable of satisfying QT II
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or QT III were applied at the quantizer inputs (see Chapter 19). Without external
dither, QT II or QT III will not be perfectly applicable to the two quantizers.

Even when conditions for QT II are not met perfectly, they will be approxi-
mately met in most circumstances so that the second-order statistics of the output
quantization noise can be estimated with a high degree of reliability. For this pur-
pose, the two quantizers can be replaced by two sources of additive white PQN noise.
When this is done, the system is modeled as a linear system with additive indepen-
dent output noise having a mean of zero and a fixed variance that is not dependent
on characteristics of the control signals in the loop. This linear model works almost
always.

The linear model does break down however when the amplitudes of the control
signals in the loop at the quantizer inputs become small enough. The condition is
underload. If and when this happens, the control system exhibits highly nonlinear
behavior and analysis is very difficult. Otherwise, the system behavior is almost
perfectly linear and easy to analyze.

Thus it is useful to be able to determine command input signal levels that will
permit approximate satisfaction of QT II. To explore this question, we will consider
two kinds of command inputs, sinusoidal and Gaussian.

For the system of Fig. 17.18, a 5 VRMS sinusoidal command input at approxi-
mately half the sampling frequency will cause a full-scale sinusoidal signal of ±5 V
at the input of quantizer Q1, and the same at the input of quantizer Q2. Recall that
Q1 is part of a 10-bit ADC and that Q2 is part of an 8-bit DAC. As the command
input amplitude is reduced, breakdown in linearity will be caused first by Q2 since
its quantum step size is four times larger than that of Q1.

Quantizer Q2 has a total of 28 = 256 steps. It will behave in a manner very close
to linear as long as its sinusoidal input covers a few tens of quantum steps or more.
A 5 VRMS ≈7.07 Vpeak command input at about 0.01 fs will cause all 256 steps to be
covered. Reducing this input by a factor of 25 to about 0.28 Vpeak will allow coverage
of approximately 10 steps. Quantizer Q2 will behave essentially linearly. So will Q1
and so will the whole system. The plant output will have additive quantization noise
having the mean square value given by Eq. (17.26). Reducing the command input
much below 0.4 V will cause underload and nonlinear response.

If the amplitude of the command input is kept at the 5 VRMS level but the fre-
quency is reduced to near zero, the amplitudes of sinusoidal input components to
both quantizers will go to near zero and QT II will break down. The only way to
have linear behavior at very low frequency or zero frequency would be to inject ex-
ternal dither at the quantizer inputs.

If the command input signal is stochastic, the various transfer functions can
once again be used to determine if the conditions for satisfaction of QT II are met.
The input could be Gaussian, or it could have some other form of PDF. In most cases,
the signals in the loop due to the command input would be essentially Gaussian at the
quantizer inputs. This results from filtering. Digitally filtered signals are linear com-
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binations of present and past inputs. If the input signal components are stochastic,
linear combinations of stochastic signals regardless of PDF make an approximately
Gaussian sum, in accord with the Central Limit Theorem.

Consider the system of Fig. 17.12. Let the command input be a continuous
Gaussian signal whose samples taken at the system sampling rate are uncorrelated
with each other over time, i.e., whose samples are white. Let these samples have
a variance of σ 2. This command input will cause input components at Q1 and Q2
that are Gaussian and correlated over time. We need to find the variances of these
quantizer input components.

The transfer function Hie(z) from samples of the command input to the sampled
error signal, i.e., the sampled input to Q1, is given by Eq. (17.15). The inverse
z-transform of Hie(z) was taken to find the corresponding impulse response, and the
sum of squares (SOS) of the impulses of this impulse response was calculated to be

SOS1 = 2.516 . (17.29)

The variance of the component at the input of Q1 due to the random command input
is therefore

σ 2 · SOS1 . (17.30)

The standard deviation is

σ ·
√

SOS1 . (17.31)

For the conditions of QT II to be met with close approximation at the input of quan-
tizer Q1, it will be sufficient that this standard deviation be equal to or greater than
the quantum step size of Q1, i.e.,

σ ·
√

SOS1 ≥ q1 . (17.32)

Meeting the condition of Eq. (17.32) will assure that the quantization noise of Q1
will behave moment-wise like PQN and that this noise will be essentially white, i.e.,
uncorrelated over time.

The transfer function HiQ2(z) from samples of the command input to the sam-
ples input to Q2 is given by Eq. (17.18). The sum of squares of the impulses of this
impulse response has been computed to be

SOS2 = 0.1103 . (17.33)

The variance of the component at the input of Q2 due to the random command input
is therefore

σ 2 · SOS2 . (17.34)
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The condition for satisfaction of QT II at the input to Q2 is accordingly:

σ ·
√

SOS2 ≥ q2 . (17.35)

When this condition is met, the quantization noise of Q2 behaves like PQN from
the standpoint of moments. This noise will also be essentially uncorrelated over
time. For the overall system to behave linearly, it is necessary for both conditions
Eq. (17.32) and Eq. (17.35) to be met. When the samples of the command input are
white, testing for these conditions is very easy once SOS1 and SOS2 are computed.

In practice it is much more likely that the samples of the command input, when
this input is stochastic, will not be white but will be correlated over time. Calculation
of the variances of the responses to this input at the inputs to Q1 and Q2 will be more
complicated. How this can be done will be described next.

f (k)

F(z)

g(k)

G(z)

h(k)
H(z)

Figure 17.20 A linear digital filter.

Consider the linear digital filter shown in Fig. 17.20. Its input signal is f (k)
and its output signal is g(k). The time index or time sample number is k. Its impulse
response is h(k). The filter output signal is the convolution of the input signal and
the impulse response,

g(k) =
∞∑

i=0

f (k − i)h(i)

= f (k) � h(k) .

(17.36)

The z-transform of the output is the product of the z-transform of the impulse re-
sponse,

G(z) = F(z)H(z) . (17.37)

The z-transform of the output is G(z). The z-transform of the input is F(z), and the
z-transform of the impulse response is H(z), the transfer function of the filter.

Let f (k) be a stochastic input signal. Its autocorrelation function can be defined
as

rff (m)
	= E{ f (k) f (k − m)} , (17.38)
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where m is a discrete variable, the time lag. The z-transform of this autocorrelation
function is

Rff (z) =
∞∑

m=−∞
rff (m)z

−m . (17.39)

With a stochastic input signal, the filter output signal will also be stochastic, and its
autocorrelation function will be

rgg(m) =
∞∑

i=−∞

∞∑
j=−∞

h(i)h(i + j)rff (m − j)

= rff (m) � h(m) � h(−m) .

(17.40)

The output autocorrelation function is the double convolution of the input autocorre-
lation function with the impulse response and the impulse response reversed in time.
The z-transform of the output autocorrelation function is the product

Rgg(z) = Rff (z)H(z)H(z
−1) . (17.41)

Relations Eq. (17.38)–(17.41) can be used to find the autocorrelation functions of the
input components to Q1 and Q2 due to the command input. Let the command input
have an autocorrelation function with a z-transform as follows:

Rii(z) =
∞∑

m=−∞
rii(m)z

−m . (17.42)

Let the corresponding input to Q1 have an autocorrelation function with a z-trans-
form as follows:

Ree(z) =
∞∑

m=−∞
ree(m)z

−m . (17.43)

Let the corresponding input to Q2 have an autocorrelation function with a z-trans-
form as follows:

RQ2Q2(z) =
∞∑

m=−∞
rQ2Q2(m)z

−m . (17.44)

Accordingly,

Ree(z) = Rii(z) · Hie(z) · Hie(z
−1) , (17.45)
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and

RQ2Q2 = Rii(z) · HiQ2(z) · HiQ2(z
−1) . (17.46)

The autocorrelation functions may be obtained from Eq. (17.46) by inverse z-trans-
formation:

ree(m) = Z
−1{Ree(z)} , (17.47)

and

rQ2Q2(m) = Z
−1{RQ2Q2(z)} . (17.48)

By starting with the autocorrelation function of the command input, one can obtain
the corresponding autocorrelation functions at the inputs to Q1 and Q2 by making
use of relations Eq. (17.43), Eq. (17.46), and Eq. (17.48). The mean squares of the
inputs to Q1 and Q2 can then be obtained as follows:

E{(Q1 input)
2} = ree(m)∣∣

m=0

E{(Q2 input)
2} = rQ2Q2(m)

∣∣
m=0

.
(17.49)

It is evident that calculations of mean squares and variances at the inputs to Q1 and
Q2 are much simpler when the command input is white than when this input is cor-
related over time (colored). The correlated case is the most prevalent however, and
this case requires the full use of relations Eq. (17.43), Eq. (17.46), Eq. (17.48), and
Eq. (17.49).

There is an additional benefit that comes from the complete calculation of the
autocorrelation functions at the quantizer inputs. These inputs will be Gaussian if
the command input is Gaussian, and will be close to Gaussian even if the command
input is not Gaussian, in accord with the central limit theorem. In the Gaussian case,
complete first-order and high-order statistics can be derived from the autocorrelation
function.

Knowledge of the standard deviations is therefore sufficient to test for the satis-
faction of the first-order QT II at the quantizer inputs. For example, if the command
input has a high enough amplitude so that both standard deviations are at least as
big as the respective quantization step sizes, then QT II will apply extremely well in
a first-order sense. To verify satisfaction of the high-order QT II at both quantizer
inputs, we would need the input autocorrelation functions. Since in the Gaussian
case the quantizer input samples would need to be extremely highly correlated over
time for any correlation over time to appear in the quantization noises, satisfaction
of the first-order forms of QT II would almost guarantee that the quantization noises
would be not only uniformly distributed but uncorrelated over time. The quantizers
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could then be replaced, for purposes of analysis, by additive white noises having the
statistics of PQN.

Having the autocorrelation functions of the quantizer inputs would allow one to
check the correlations over time of the quantizer inputs to verify that the quantization
noises will indeed be white. The reader is referred to Chapter 11 for a discussion of
the application of the quantizing theorems when the quantizer inputs are Gaussian.

17.7 THE BERTRAM BOUND

Quantization noise is bounded between ±q/2. A quantizer embedded within an
otherwise linear system will cause quantization noise at the system output. Assuming
that the otherwise linear system is BIBO (bounded input, bounded output) stable,
bounded quantization noise injected into the system will cause bounded quantization
noise to exist at the system output. The presence of the quantizer will therefore have
no effect on stability (except that under certain conditions, it could cause bounded
oscillations or limit cycles).

The bound on the quantization noise at the system output is called the Bertram
bound. It was discovered by John E. Bertram (Bertram, 1958).

The simplest way to study this bound would be to place a quantizer at the input
to a linear filter as shown in Fig. 17.21(a), and find a bound for the quantization noise
at the filter output. It is useful to compare this bound to the standard deviation of
the output quantization noise. The standard deviation can be computed by placing a
source of additive PQN at the linear filter input as shown in Fig. 17.21(b). Since PQN
is white, the variance of the quantization noise at the filter output would be equal to
q2/12 multiplied by the sum of squares of the impulses of the impulse response, and
the standard deviation would be obtained as the square root of this.

Q h(k)

(a)

� h(k)

PQN

++

(b)

Figure 17.21 A linear digital filter with noise input, (a) quantization noise; (b) pseudo-
quantization noise.

The bound can be computed by referring to Fig. 17.21. The impulse response of
the digital filter is h(k). The filter output is the convolution of the filter input with this
impulse response. The convolution process can be illustrated by turning the impulse
response around backward in time, multiplying the samples of the input signal with
the backward impulse response samples, and forming a sum of the products.
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To calculate the quantization noise in the output of the filter of Fig. 17.21(a),
the quantization noise is convolved with the impulse response. The quantization
noise is highly variable. If one could control the quantization noise, a maximum
quantization noise component at the filter output could be generated by choosing the
appropriate quantization noise sequence. Since the quantization noise is bounded
between ±q/2, the maximum noise at the filter output is generated when the filter
input is a sequence of quantization noise samples of individual amplitude +q/2 or
−q/2. The convolution is illustrated in Fig. 17.22. The quantization noise input
sequence has been chosen to cause a maximum noise output at time sample k.

k, time

+ q
2

− q
2

(a)

k, time
i

h(i)

(b)

Quantization noise input

Impulse response,
backwards in time

Figure 17.22 Convolution of worst-case quantization noise at the filter input with the
impulse response, (a) sequence of ±q/2 quantization noise samples; (b) impulse response
plotted backward in time.

The convolution is given by expression Eq. (17.50).

g(k) =
∞∑

i=0

f (k − i)h(i) . (17.50)

From it, we obtain the largest possible output, the maximum output at time k as

g(k)∣∣
max

= q

2

∞∑
i=0

|h(i)| . (17.51)

Thus, at any moment of time, the quantization noise component at the filter output
will be bounded between
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± q/2
∞∑

i=0

|h(i)| . (17.52)

This is the Bertram bound. Its magnitude is q/2 multiplied by the sum of magnitudes
of the impulses of the impulse response.

Example 17.1 Bertram Bound and Standard Deviation
We can make some calculations of quantization noise bound and standard de-
viation with a simple example. Let the filter impulse response be a geometric
sequence (like an exponential decay),

h(k) =
⎧⎨⎩
(

1
2

)k
, k ≥ 0 ,

0 , k < 0 .
(17.53)

The sum of magnitudes of the impulse response is(
sum of

magnitudes

)
=

∞∑
k=0

h(k) = 1 + 1/2 + 1/4 + · · ·

= 1

1 − 1
2

= 2 .

(17.54)

The sum of squares of the impulses of the impulse response is

(
sum of

squares

)
=

∞∑
k=0

h2(k) = 1 + 1/4 + 1/16 + · · ·

= 1

1 − 1
4

= 4
3 .

(17.55)

The bound on the quantization noise magnitude at the filter output is

q

2

(
sum of

magnitudes

)
= q

2
· 2 = q . (17.56)

The variance of the quantization noise at the filter output is

q2

12

(
sum of

squares

)
= q2

12
· 4

3
= q2

9
. (17.57)

The standard deviation of the quantization noise at the filter output is√
q2

9
= q

3
. (17.58)
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A computer simulation was made of a digital filter having the impulse response
given by Eq. (17.53). The filter input was white, uniformly distributed quanti-
zation noise. The probability density of the output noise was calculated, and is
plotted in Fig. 17.23. It is symmetrical and resembles a Gaussian density with its
“tails” cut off. The bound and standard deviation of the output quantization noise
are indicated in the plot. The bound magnitude equals three standard deviations
for this case.

Probability density function

Output
amplitudeq/3

Standard
deviation

q

Bound

−q/3−q

Figure 17.23 Probability density of quantization noise at filter output.

The methods employed above in finding the bound and standard deviation of
the quantization noise at the filter output can be used to find the bound and standard
deviation of the quantization noise at the output of a control system.

Example 17.2 Output Noise of a Feedback System
A good example would be the control system of Fig. 17.18, with two quantizers.

For the system of Fig. 17.18, the total output quantization noise power is given
by Eqs. (17.25) and (17.26) as⎛⎜⎝ mean square

of output noise

due to Q1 and Q2

⎞⎟⎠ = 0.1386q2
1 + 0.1415q2

2

12

= 0.1386 · 0.009772 + 0.1415 · 0.03912

12

= 1.91 · 10−5 V2 .

(17.59)

The standard deviation of the output quantization noise is the square root,

(
standard deviation of

output quantization noise

)
= 4.4 · 10−3 V . (17.60)
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The step sizes of the quantizers are q1 = 0.00977 V and q2 = 0.0391 V.

Calculation of the output quantization noise bound requires knowledge of the
sum of magnitudes of the impulse response from the output of quantizer Q1 to
the control system output, and the same for the impulse response from the output
of Q2 to the control system output. Obtaining the sum of magnitudes is generally
not as easily done as the calculation of Eq. (17.54). This is often achieved by
simulation of the system, and the sum of magnitudes is calculated numerically.
This was done for the system of Fig. 17.18. Unit impulse inputs were applied
separately, in place of the noise sources n1 and n2 in Fig. 17.19. Each impulse
response was obtained by taking samples at the plant output. The results are

⎛⎜⎝ sum of magnitudes

of impulse response

from Q1 to output

⎞⎟⎠ = 2.56 , (17.61)

and

⎛⎜⎝ sum of magnitudes

of impulse response

from Q2 to output

⎞⎟⎠ = 2.572 . (17.62)

Finding the magnitude of the bound of the output quantization noise when the
system contains more than one quantizer requires some thought. Since the bound
comes from a worst-case analysis, let the worst-case quantization noise sequences
(like that of Fig. 17.21(a)) be chosen independently for the two quantizers. The
magnitude of the bound can be seen to be the sum of the bound magnitudes that
would result from each quantizer as if acting alone. The magnitude of the bound
is

⎛⎜⎝ bound magnitude

of output

quantization noise

⎞⎟⎠ = q1

2
2.56 + q2

2
2.572

= 0.00977

2
2.56 + 0.0391

2
2.572

= 62.8 · 10−3 V .

(17.63)

Thus, the output quantization noise is bounded between ±62.8 · 10−3 V. The
bound magnitude turns out to be equal to 4.24 standard deviations. Since the
output quantization noise has a PDF that is similar to Gaussian, most of the
probability exists between ±(a few standard deviations). The output quantiza-
tion noise reaching the bound is therefore improbable for this case.
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For the system of Fig. 17.18, the magnitude of the bound for the output quanti-
zation noise would always be the same, given by (17.63), whether the command
input is sinusoidal, stochastic, or some other type of signal. Satisfaction of quan-
tizing theorems would not be an issue. On the other hand, the standard deviation
of the output quantization noise would be given by (17.60) as long as the quanti-
zation noises of Q1 and Q2 behave like PQN, regardless of the characteristics of
the command input signal.

17.8 SUMMARY

Digital feedback control systems have analog filtering, digital filtering, analog-to-
digital conversion, and digital-to-analog conversion within one or more feedback
loops. Analog-to-digital conversion is a nonlinear process that is a combination of
sampling and quantization. Digital-to-analog conversion is a nonlinear process that is
a combination of quantization and interpolation. Analysis of the effects of quantiza-
tion in digital feedback systems is simple when the entire system is linear except for
quantization in the ADC and DAC units. Quantization noise or quantization error at
the system output is bounded and is most often random, and its statistical properties
are quite predictable.

To analyze quantization effects at the system output, the quantizers are replaced
with additive noises. Each quantizer causes noise in the system output. Impulse
responses are found from the quantization points to the system output.

Since the noise injected by each quantizer is bounded between ±q/2, the out-
put noise or output error is bounded by ±q/2 multiplied by the sum of the magni-
tudes of the impulses of the impulse response from quantizer to system output. With
multiple quantizers, the magnitude of the output noise or output error is bounded
by the sum of the magnitudes of the individual noise or error bounds. This is the
Bertram bound for the system.

When the noise injected by each quantizer into the system is white, uniformly
distributed between ±q/2, and uncorrelated from quantizer to quantizer, the vari-
ance of the quantization noise at the system output due to an individual quantizer
is equal to q2/12 multiplied by the sum of squares of the impulses of the impulse
response from quantizer to system output. With multiple quantizers, the variance of
the total quantization noise at the system output is the sum of the individual vari-
ances. The standard deviation of the total noise is the square root of the variance.
Knowing the standard deviation, one could create a Gaussian PDF that would closely
approximate the true output noise PDF, at least over plus or minus several standard
deviations. The true output PDF cannot be perfectly Gaussian however, since it is
bounded.
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17.9 EXERCISES

17.1 Regarding the diagram in Fig. E17.1.1, the input to the ADC is white, zero mean, and
Gaussian with a standard deviation 1. Quantization within the ADC has a step size of
q = 0.001 .

ADC
2− 1

6 z−1(
1− 1

2 z−1
)(

1+ 1
3 z−1

)

Figure E17.1.1 A discrete dynamic system.

(a) Calculate the standard deviation of the quantization noise at the output of the
digital filter.

(b) Calculate the theoretical bound of the quantization noise at the output of the dig-
ital filter.

17.2 The impulse response of a one-pole digital filter is exponential, like in Eq. (17.53). Let
the geometric ratio be λ (the geometric ratio is the ratio between an impulse response
sample and the previous sample). Determine the ratio of the Bertram bound to the
standard deviation for the system in Fig. 16.2, by a calculation similar to Eqs. (17.56)
and (17.58).

17.3 For the diagram in Fig. E17.1.1, the input to the ADC is a discrete sinusoid whose
frequency is one hundredth of the sampling frequency and whose RMS amplitude is
unity. The ADC has a step size of q = 0.001 .

(a) Calculate the standard deviation of the quantization noise at the output of the
digital filter.

(b) Calculate the theoretical bound of the quantization noise at the output of the dig-
ital filter.

Note that the magnitude of the quantization error does not depend on the input sig-
nal, if it is large enough. Therefore, the answer to this exercise is the same as for
Exercise 17.1.

17.4 Regarding the diagram in Fig. E17.4.1, the input to the ADC is white, zero mean, and
Gaussian with a unit standard deviation. Quantization within the ADC has a step size
of q1 = 0.001, and quantization within the DAC has a step size of q2 = 0.001.

ADC
2− 1

6 z−1(
1− 1

2 z−1
)(

1+ 1
3 z−1

) DAC

Figure E17.4.1 A discrete dynamic system with DAC at the output.



462 17 Roundoff Noise in Digital Feedback Control Systems

(a) Calculate the standard deviation of the total quantization noise at the DAC output.

(b) Calculate the bound of the total quantization noise at the DAC output.

17.5 For the diagram in Fig. E17.4.1, the input to the ADC is a discrete sinusoid whose
frequency is one hundredth of the sampling frequency and whose RMS amplitude is
unity. The ADC has a step size of q1 = 0.001, the DAC has a step size of q2 = 0.001.

(a) Calculate the standard deviation of the total quantization noise at the output of
the DAC.

(b) Calculate the bound of the total quantization noise at the output of the DAC.

Note that the magnitude of the quantization error does not depend on the input sig-
nal, if it is large enough. Therefore, the answer to this exercise is the same as for
Exercise 17.4.

17.6 By computer simulation of the system given in Fig. E17.1.1, measure the standard
deviation and bound for the quantization noise at the digital filter output,

(a) for the Gaussian input of Exercise 17.1,

(b) for the sinusoidal input of Exercise 17.3.

Explain your measurement techniques.

17.7 By computer simulation of the system given in Fig. E17.4.1, measure the standard
deviation and bound for the total quantization noise at the output of the DAC,

(a) for the Gaussian input of Exercise 17.4,

(b) for the sinusoidal input of Exercise 17.5.

Explain your measurement techniques.

17.8 For the system diagrammed in Fig. 17.18 (page 446), verify by computer simulation
the mean square of the output quantization noise as predicted by Eq. (17.26).

17.9 For the system diagrammed in Fig. 17.18, let the command input be a sinusoid whose
frequency is one hundredth of the sampling frequency. By computer simulation, de-
termine the minimum amplitude of this input that permits satisfaction of QT II at both
quantizers. What are the amplitudes of the sinusoidal components at the quantizer
inputs under this condition?

17.10 Regarding Exercise 17.9, reduce the amplitude of the sinusoidal command input to
0.02 V.

(a) Plot the sinusoidal command input and the plant output.

(b) Add independent white dither noises, uniformly distributed between ±q/2, to the
inputs of the quantizers. Once again, plot the command input and plant output
signals. Notice the change in the plant output. Calculate the variance of the quan-
tization noises and the dither noises in the plant output. Sum the variances and
calculate the standard deviation of the total noise in the plant output. Compare
this with the RMS amplitude of the sinusoidal component of the plant output.
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(c) Repeat Exercise 17.10(b), but use white zero mean Gaussian noises as dither
signals, make the standard deviations of the dither noises equal to one third the
quantum step sizes of Q1 and Q2.

(d) Repeat Exercise 17.10(b), but use high frequency sine waves as dither signals.
Let the frequencies of the sine waves be 100.31 times the sampling frequency,
and let the RMS amplitudes of the sine waves be equal to the quantum step sizes
for Q1 and Q2.

17.11 Consider the system illustrated in Fig. 17.18 (page 446), with a 10-bit ADC with input
range ±5 V, and a 8-bit DAC with output range ±5 V.

(a) Verify with simulations that a static error is present for a step input.

(b) Determine the maximum value of this error.

(c) Compare this maximum error to the Bertram bound.

(d) Check the system for limit cycles (look for oscillating responses with different
previous excitations and different constant inputs).

(e) Inject uniform or Gaussian or sinusoidal dither with carefully chosen parameters
before the ADC and/or the DAC, and check the static error again.

17.12 The control system of Fig. 17.18 (page 446) has a 10-bit ADC with input range ±5 V,
and an 8-bit DAC with output range ±5 V. At the input of the plant, let there be a
hysteresis block, illustrated in Fig. E17.12.1.

Uout

Uin

0.1V

2.05V

2V

Figure E17.12.1 Hysteresis block.

(a) By simulation, verify the existence of limit cycles.

(b) Can you determine the Bertram bound?

(c) Inject Gaussian dither with carefully chosen parameters before the hysteresis
loop, and check the presence of limit cycles again.

17.13 We have scaled the signal at the input of Q2 in the system shown in Fig. 17.18, to be
±5 V when a sinusoidal input signal with peak value 7.07 V is applied.

(a) With a square wave input signal, determine the proper scaling (change the two co-
efficients in the feedforward link while maintaining their product), to have maxi-
mum ±5 at the input of the DAC.
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(b) For any signal, determine the scaling to have maximum ±5 at the input of the
DAC.

17.14 Change the scaling of the system shown in Fig. 17.18, to avoid underload of the ADC
and the DAC, with a sine wave input with 0.005 V peak value. Scale so that the peak-
to-peak sine amplitude for each quantizer covers 5 quantum steps. How large is the
maximum input then without overload?



Chapter 18

Roundoff Errors in
Nonlinear Dynamic Systems –

A Chaotic Example

Scientific computation is done these days with floating-point arithmetic. Generally
double precision is used. Of concern are quantization effects in the solutions of
equations caused by limited precision in the representation of dependent variables
(equation solutions) and limited precision in the representation of coefficients (equa-
tion parameters).

The full scope of the issues raised here is so great that it would be impossible to
encompass it all in a single chapter. There are too many different kinds of equations
to be dealt with. Some are linear, some nonlinear. Some have a unique solution,
some have solutions of many values such as sampled time functions. Some have
driving functions, some are homogeneous with given initial conditions. Some have
feedback from the output to decrease the error, some are open-loop. Some have a
single input and a single output, some have many inputs and many outputs, etc.

In this brief chapter, we will employ what we have learned about floating-point
quantization to analyze roundoff errors in a nonlinear system. The ideas will be
developed by studying a few simple cases. It is hoped that the reader will be able to
use these ideas in solving new and unusual problems.

18.1 ROUNDOFF NOISE

The effects of roundoff noise in linear systems can be treated by the same methods
that were described in Chapters 15 and 16 for linear FIR and IIR digital filters, and
in Chapter 17 for linear feedback control systems, i.e., by locating the points in the
system where quantization occurs, replacing the quantizers with sources of additive
PQN, finding the impulse responses from the noise injection points to the output (the
solution of the equation), determining the output noise power due to each PQN com-
ponent, and summing to determine the total output noise power due to quantization.

465
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When performing computation with nonlinear systems, this is not easy to do.
The problem is that nonlinear systems do not have impulse responses as they are
usually defined, that are time invariant and proportional only to the amplitude of the
driving impulse.

Let us perform a “thought experiment.” Suppose that the solution of a nonlin-
ear difference equation is being computed, and that the computation is being done
with such high precision that the roundoff noise in the output solution is negligible.
Replace one of the quantizers with a source of additive PQN having a negligible am-
plitude. At a given moment of time, add to the PQN a small impulse and observe the
additive effect to the output solution. Now repeat the entire process and double the
size of the impulse injected at the corresponding moment of time and observe a dou-
bling of the effect in the output solution. Now repeat once again the entire process
and inject the impulse at a different moment of time, and observe a totally different
additive effect in the output solution. Repeat the entire process again with different
initial conditions and inject the impulse at the corresponding time and again observe
a totally different additive effect in the output solution.

What we learn from all of this is that the output response to an injected impulse
is proportional to the size of the impulse as long as it is small, and that the response
strongly depends upon the dynamic activity going on in the nonlinear equation and
in its solution. Although there is small-perturbation linearity, the impulse response
is not invariant to time or to conditions in the equation. Therefore, the methods of
Chapters 15 and 16 are inapplicable.

If the noise injected by each roundoff operation in the numerical implemen-
tation of the equation is small compared to the quantity being quantized, small-
perturbation linearity applies. The proposed approach to the analysis of quantization
noise in nonlinear equations is based on this.

Let the numerical solution be computed twice, with single precision and with
double precision. It is important in doing this to keep corresponding coefficient
values the same for both computations. In so doing, there will be a small difference
in the two numerical solutions, and this difference will be due to the differences in
the quantization noises injected by all of the rounding operations that take place in
the numerical implementation, wherever they may be.

Equation (12.24) is an expression for the mean square of the quantization noise
injected by a floating-point quantizer with a Gaussian input. The applicability of the
PQN model is assumed. If the input were non-Gaussian, the coefficient 0.180 would
only be modified slightly.

E{ν2
FL} = 0.180 · 2−2p · E{x2} . (12.24)

From this formula, the dependence of floating-point quantization noise on the length
of the mantissa is apparent. This is the key to the proposed method.

Compared to the single-precision solution, the double-precision solution is al-
most perfect and noise free. The difference in the two solutions is almost entirely
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due to the single-precision roundoff noise. Therefore, the output noise or noise in
the single-precision solution is essentially equal to the difference in the two solu-
tions. If the two solutions are time functions, for example, then the difference is a
time function. Statistics of the difference can be measured directly from it.

If the difference is stationary, then the statistics can be easily measured. The
statistics would yield for example the mean square of the output quantization noise
for the single-precision solution. If the difference is nonstationary, for example the
mean square of the output quantization noise could vary over time, then ensemble
averages would be needed. An ensemble could be created by adding small random
perturbations to the given initial conditions. There would be an ensemble of pairs
of single- and double-precision solutions. Each ensemble pair would result from a
particular set of initial conditions. With this technique, one could create as many
ensemble pairs as desired.

Once the mean square of the quantization noise in the single-precision solution
is determined, small-perturbation linearity could be used to determine the quantiza-
tion noise in the double-precision solution. Using Eq. (12.24), the ratio between the
quantization noise power of double precision with p = 53 and the quantization noise
power of single precision with p = 24 could be determined.(

double-precision

noise power

)
(

single-precision

noise power

) = 2−2·53

2−2·24
= 3.47 · 10−18 . (18.1)

Therefore, the quantization noise power of the double-precision solution is equal to
that of the quantization noise power of the single-precision solution multiplied by
3.47 · 10−18. The ratio of the rms values is 1.86 · 10−9.

So, by taking the difference between the single- and double-precision solutions,
it is possible to determine the quantization noise power in both solutions. Many
experiments were done to verify this concept with solutions of nonlinear equations.
Some very interesting results were obtained with chaotic systems.

18.2 EXPERIMENTS WITH A LINEAR SYSTEM

Before using the idea of small-perturbation linearity with nonlinear systems, it seems
logical to first test the idea by determining quantization noise at the output of a linear
system. For this purpose, we will choose a first-order linear difference equation
driven by a sinusoidal input.

y(k + 1) = ay(k)+ A sin(kθ) . (18.2)
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For the experiment, we let a = 1/3, A = 1, and θ = 2π/100. The initial condi-
tion was inconsequential since the system comes to sinusoidal steady state almost
immediately.

The simulation was done with MATLAB. Although all arithmetic is done with
double precision, it is possible to use MATLAB to simulate floating-point arithmetic
with any mantissa size up to double precision with p = 53. A series of simulations
was done with various mantissa sizes. Care was taken that the coefficient a had
exactly the same value throughout the simulations.

A simulation was done with double precision, with p = 53. Compared to the
simulations done with smaller values of p, this simulation was essentially perfect.
Figure 18.1 compares the results of two simulations, one with p = 8 and the other
with p = 53. The difference between the two solutions is the error signal seen
in Fig. 18.1(c) and attributable essentially to the roundoff error in the solution with
p = 8. The mean square of the error was measured, and its value was 3.25 · 10−6.
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Figure 18.1 Comparison of outputs of a sinusoidally driven linear first-order difference
equation: (a) response with p = 53; (b) response with p = 8;. (c) error = difference of
responses; (d) driving function.

Figure 18.2 shows results of two simulations with p = 53 and p = 16. Given
the mean square error for the previous case with p = 8, one would expect the mean
square error here with p = 16 to be

3.25 · 10−6 2−2·16

2−2·8 = 4.96 · 10−11 . (18.3)

The mean square error was measured, and it came out to be 4.55 · 10−11. The error
can be seen in Fig. 18.2(c).
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Figure 18.2 Comparison of outputs of a sinusoidally driven linear first-order difference
equation: (a) response with p = 53; (b) response with p = 16;. (c) error = difference of
responses; (d) driving function.

Assuming the mean square error to be 4.55 ·10−11 for p = 16, the mean square
error can be predicted for p = 24. It should be

4.55 · 10−11 2−2·24

2−2·16
= 6.94 · 10−16 . (18.4)

When measured, the mean square error came out to be 5.93 · 10−16.
Assuming the mean square error to be 5.93 · 10−16 for p = 24, it can be

predicted for p = 32 as

5.93 · 10−16 2−2·32

2−2·24
= 9.05 · 10−21 . (18.5)

The mean square error was measured for this case and it came out to be 1.07 · 10−20.
Assuming the mean square error to be 1.07·10−20 for p = 32, the mean square

error for p = 48 can be predicted as

1.07 · 10−20 2−2·48

2−2·32
= 2.49 · 10−30 . (18.6)

This was measured, and the result was 3.14 · 10−30.
Although we cannot use MATLAB to measure the mean square error for the

double-precision case with p = 53, we can predict it. Assume that the mean square
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error with p = 48 is 3.14 · 10−30. The mean square error with p = 53 can be
predicted as

3.14 · 10−30 2−2·53

2−2·48
= 3.07 · 10−33 . (18.7)

Although there are small errors in these predictions, by and large they are remarkably
accurate. The errors are due to averaging with finite sample size and due to the fact
that the sampling frequency in this case was an exact harmonic of the sinusoidal
driving frequency.

18.3 EXPERIMENTS WITH A CHAOTIC SYSTEM

The moments of roundoff errors in the solutions of linear equations can be obtained
analytically by means of the techniques taught in Chapter 16. In addition, the meth-
ods of Sections 18.1 and 18.2 can be used experimentally to evaluate the mean square
of the quantization noise in linear solutions of equations. Both methods can be used
to verify each other.

The analysis of roundoff errors in the responses of nonlinear dynamic equations
having no analytic closed-form solutions is important and of great interest. The
methods of Chapter 16 are inapplicable. But the methods of Sections 18.1 and 18.2
based on small perturbation linearity may be applicable, and as such represent a very
interesting approach to the prediction of roundoff noise in computed solutions to
nonlinear equations.

18.3.1 Study of the Logistic Map

We will explore this subject by studying roundoff noise in a nonlinear difference
equation that may develop chaotic behavior or may not, depending on coefficient
values. The equation is

y(k + 1) = ay(k)(1 − y(k)) . (18.8)

The nonlinear dynamics described by this equation is called the “logistic map.” This
map has been used to describe the evolution of biological populations. It has also
been used for economic modeling, for modeling the dynamics of war and peace, and
for the study of nonlinear oscillators. This simple equation is capable of remarkably
complicated chaotic behavior for certain values of the coefficient a. It undergoes an
extraordinary transformation from order to chaos as the parameter a is increased.

Chaos is a fascinating subject that is becoming more widely understood by
scientists. But many of us are beginners in this field and need a good reference to get
started. We suggest a paper published in the March/April 1987 issue of American
Scientist by Roderick V. Jensen (Jensen, 1987). More modern papers are available,
but this one is very intuitive. Prof. Jensen is a physicist, and he gives great insight
into the mathematics of chaos and how this relates to physical phenomena. As we use



18.3 Experiments with a Chaotic System 471

Eq. (18.8) in the study of quantization noise, we will make use of the mathematics
developed in his paper.

A chaotic system is one in which small random disturbances or small changes
in initial conditions will lead subsequently to very large changes in system behavior.
When the system of Eq. (18.8) is operating in a chaotic manner, roundoff noise in
its implementation will have large effects on the solution. Our goal is to develop
methods for evaluating and predicting the magnitude of these effects.

Equation (18.8) may be rewritten as

y(k + 1) = ay(k)− ay2(k) . (18.9)

This is a quadratic equation. A graph of y(k + 1) vs. y(k) is an inverted parabola.
This type of graph is called a “return map.” Four return maps are shown in Fig. 18.3
for different values of the coefficient a.
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Figure 18.3 Iteration diagram of the logistic map for a few values of a: (a) a < 1,
iterations converge to zero; (b) 1 < a < 3, stable fixed point; (c) a = 3.2, oscillating
solution with two fixed points; (d) a = 4.0, chaotic behavior. Figure generated after Jensen
(1987), with permission.

With the return maps, we can use graphical techniques to explore the dynamics
of the logistic map. Place a pencil on the horizontal axis at an initial y(0) and move
vertically to the parabola to get y(1). Next, one could return to the horizontal axis
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at the point y(1) and again move vertically to the parabola to get y(2). It is more
convenient however to move horizontally to the 45◦ line, and then vertically to the
parabola to get y(2). The process continues indefinitely, as illustrated in Fig. 18.3.

It is clear that the simple equation (18.8) is capable of very complicated be-
havior. Very irregular oscillatory motion results that greatly differs from one choice
of the coefficient a to another. The oscillations begin from initial conditions and
progress through a number of steps until they “settle” into an irregular “steady state”
behavior whose amplitude self-limits into a “state of equilibrium.” For values of
1 < a < 4, the parabola intersects the 45◦ line at (a − 1)/a, and the oscillation is
more or less centered about this fixed point.

For values of a between 1 and 3, almost all initial conditions evolve to the state
of equilibrium. As a is increased between 3 and 4, the dynamics change. The fixed
point becomes unstable and the solution alternates between a large and a small value.
For a = 3.2, the solution cycles between two points on the parabola, y(k) ≈ 0.5 and
0.8 at alternate time samples. For larger values of a, this period-2 cycle becomes
unstable and evolves to a period-4 cycle. As a is increased, the solution evolves to
period-8, period-16, etc., finally becoming an infinite period cycle for a ≈ 3.57.

Figure 18.4 is a “bifurcation diagram” showing the dynamic behavior of the
system for different values of a. This graph was generated by exercising equation
(18.8), plotting several hundred successive values of y(k) after initial transients die
out, for each value of a. One can see a progression from regular to chaotic behavior
as a is increased. When chaotic, the values of y(k) cover very dense intervals, and
the darkness of the shading represents the relative probability that y(k) will take a
particular value.

A series of experiments was performed with a = 3.8. Regarding the bifurcation
diagram of Fig. 18.4, one can see that when using this value of a in the difference
equation (18.8), chaotic behavior will be the result. Throughout this series of experi-
ments the difference equation was implemented with high-accuracy double-precision
arithmetic (p = 53) and at the same time, with lower-accuracy, less than double-
precision arithmetic. The two solutions to the equation were compared. The differ-
ence between the solutions is the error, attributable for the most part to quantization
error in the lower-accuracy solution. The double-precision solution was considered
to be essentially perfect. The various experiments in the series differed from one an-
other in that the lower-accuracy solution was obtained by performing the arithmetic
with a variety of mantissa sizes. For every experiment, the quantized value of a was
kept exactly the same and the initial condition was kept exactly the same regardless
of the mantissa size used in the lower-accuracy computation. The differences in the
solutions were thus due to differences in roundoff noise injected into the difference
equation.

Figure 18.5 shows accurate and less accurate solutions to the logistic map with
an initial value y(1) = 0.5. Figure 18.5(a) gives the double-precision solution, with
p = 53. Figure 18.5(b) gives the solution with p = 48. Figure 18.5(c) shows
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Figure 18.4 Bifurcation diagram of the logistic map. The graph was generated by numer-
ically iterating the map for different values of a, and plotting several hundred successive
values of y(k) after initial transients died out. Figure generated after Jensen (1987), with
permission.

the difference or error between these solutions. Since they start with the same ini-
tial conditions, the difference is initially small, but the different quantization noises
causes the solutions to eventually diverge. Figure 18.5(d) zooms in on the difference,
plotting it on a scale from 0–40 iterations. Figure 18.5(e) zooms in further, plotting
the difference or error on a scale from 0–20 iterations. The divergence can be seen
to begin almost at the very outset of the solutions. The chaotic system oscillates in
both cases, and in the p = 48 case receives small perturbations with respect to the
p = 53 case, which quickly cause deviations of the solutions. At the beginning,
these deviations are proportional to the level of injections, then the inherent chaotic
behavior begins to dominate, and proportionality is lost.

Figure 18.6 shows accurate and less accurate solutions corresponding to p = 53
and p = 44, respectively. Figure 18.6(c) shows the error or the difference in the
solutions plotted on a scale from 0–20 iterations.

It is of great interest to compare Fig. 18.6(c) with Fig. 18.5(e). Both of these
plots show the errors or the differences in the solutions to a nonlinear difference
equation undergoing transient behavior on the way toward chaotic oscillation. The
differences are due to differences in the levels of quantization noise. The error plotted
in Fig. 18.5(e) is primarily due to the less accurate computation with p = 48. The
error plotted in Fig. 18.6(c) is primarily due to the less accurate computation with
p = 44. The ratio of the powers of the injected quantization noises is

2−2·48

2−2·44
= 1

28
= 0.0039 . (18.10)
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Figure 18.5 Accurate and less accurate solutions for the logistic map: (a) double-precision
solution with p = 53; (b) solution with p = 48; (c) difference between the solutions, the
error; (d) zoom-in on the error; (e) closer zoom-in on the error.

Now comparing Fig. 18.5(e) with Fig. 18.6(c), we see that the ratio of the squared
amplitudes of these transients is approximately 8.3 · 10−29/1.4 · 10−23 ≈ 5.9 · 10−6.
This is much smaller than the ratio (18.10). There are several reasons for this.

• For the first 20 points, only a small number of roundoff noise samples are used.
Statistics work reliably for a significant number of variables only.

• We only very roughly measure the maximum amplitude of the deviation on the
basis of the 20 samples.

• The chaotic system is very sensitive to small perturbations, in a nonlinear man-
ner. We cannot be sure whether nonlinearities dominate at this part of the
iteration or not.

Therefore, we have similarly evaluated the errors for p = 44, 40, . . . , 20. The figures
are all similar, with an increasing amplitude of the initial transients. Table 18.1 shows
the measured transient levels.
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Figure 18.6 Accurate and less accurate solutions for the logistic map: (a) double-precision
solution with p = 53; (b) solution with p = 44; (c) difference between the solutions.

p

roundoff power

ratio to previous

precision

measured

transient amplitude

in steps 1 − 20

amplitude ratio

to previous

precision

48 1 8.3 · 10−29

44 22·4 = 256 1.4 · 10−23 412

40 22·4 = 256 2.3 · 10−18 400

36 22·4 = 256 6.4 · 10−17 5.3

32 22·4 = 256 1.3 · 10−15 4.4

28 22·4 = 256 1.2 · 10−11 98

24 22·4 = 256 2.8 · 10−9 15.1

20 22·4 = 256 9.7 · 10−8 5.9

TABLE 18.1 Precisions and measured levels of corresponding transients.

What we can infer from these experiments is that during the transient phase
between initial conditions and chaotic oscillation, the effects of quantization noises
from iteration to iteration upon the solution of the nonlinear difference equation are
roughly proportional to the amplitudes of these quantization noises. One can there-
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fore predict approximately the changes in quantization noise in the solution of the
nonlinear equation when making changes in the length of the mantissa used in the
numeric computations.

When the system goes into chaotic oscillation after transients die out, one can
no longer predict the effects of mantissa size on the accuracy of the solution.

The errors in the solution for p = 48, and p = 32 are shown in Figs. 18.5(c),
and 18.7(c), respectively. These plots show errors when the system is in chaotic os-
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Figure 18.7 Accurate and less accurate solutions for the logistic map: (a) double-precision
solution with p = 53; (b) solution with p = 32; (c) difference between the solutions.

cillation. Although the errors are caused by quantization noise, the amplitude of the
quantization noise seems to have no effect on the general magnitude of the errors in
the solutions, which appear to remain more or less constant even in the presence of
rather massive changes in the level of the quantization noise. Under chaotic condi-
tions, the response to quantization noise is not proportional to the amplitude of the
quantization noise and the theory taught in this chapter does not apply. This the-
ory does work reasonably well during the transient phase, before the system reaches
amplitude limitation.

Another interesting example arises when a = 3.31. The bifurcation diagram of
Fig. 18.4 shows that the system will not be chaotic, but that it will oscillate between
two allowed states. The presence of this oscillation is evident from Fig. 18.8(a),(b).
Figure 18.8(a) shows the output of the system with p = 53. Figure 18.8(b) shows
the output with p = 16. The difference in the output responses, the error, is shown
in Fig. 18.8(c).
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Figure 18.8 Accurate and less accurate solutions for the logistic map: (a) double-precision
solution with p = 53; (b) solution with p = 16; (c) difference between the solutions.

Figure 18.9 is similar to Fig. 18.8, except that the less accurate solution was
obtained by implementation with p = 8. The theoretical ratio of the powers of the
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Figure 18.9 Accurate and less accurate solutions for the logistic map: (a) double-precision
solution with p = 53; (b) solution with p = 8; (c) difference between the solutions.



478 18 Roundoff Errors – A Chaotic Example

quantization noises in the output solutions is

2−2·16

2−2·8 = 1

216
= 1.5 · 10−5 . (18.11)

Comparing the differences or errors of Fig. 18.8(c) with that of Fig. 18.9(c), the ratio
of the amplitudes is approximately

4.5 · 10−5

0.02
= 2.25 · 10−3 . (18.12)

Squaring this yields 5.06 · 10−6. This is close to the theoretical figure of Eq. (18.11).
It is certainly of the same order of magnitude. Once again, the theory works reason-
ably well.

If one wished to estimate the error of the accurate double-precision solution,
this could be done by simply using the information present in either Fig. 18.8 or
Fig. 18.9. Referring to Fig. 18.8, the theoretical ratio of the rms values of the quan-
tization noises in the solution for p = 53 compared to the solution with p = 16
is

2−53

2−16
= 2−37 = 7.3 · 10−12 . (18.13)

Multiplying the error of Fig. 18.8(c) by this number will give a good estimate of the
actual error in the double-precision solution. Trying to measure this error directly
would be very difficult because it is so small.

18.3.2 Logistic Map with External Driving Function

Equation (18.8) could be driven by an external input, a sine wave for example. The
equation could then be written as

y(k + 1)− ay(k)(1 − y(k)) = A sin kθ . (18.14)

For the following experiments, let a = 2.95. Figure 18.10 shows stable solutions
that result with a small driving function amplitude, A = 0.08. An accurate double-
precision solution is shown in Fig. 18.10(a) with p = 53. A less accurate solution
with p = 48 is shown in Fig. 18.10(b). The error is shown in Fig. 18.10(c), and the
driving function is shown in Fig. 18.10(d).

Figure 18.11 is similar to Fig. 18.10 except that the less accurate solution was
obtained arithmetically with p = 40. Figure 18.12 is also similar, except that its less
accurate solution was obtained with p = 32. Chaos is not present in these cases.
These experiments simply represent responses of a nonlinear difference equation to
a sinusoidal driving function. The error was in each case due essentially to quantiza-
tion noise in the less accurate solution.
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Figure 18.10 Accurate and less accurate solutions of the logistic map equation when
driven by a sinusoid: (a) double-precision solution with p = 53; (b) solution with p = 48;
(c) difference between solutions; (d) the sinusoidal driving function with A = 0.08.

k k

kk

0

00

0.05

−0.05

0
0.5 · 10−10

−0.5 · 10−10

1 · 10−10

−1 · 10−10

0.50.5

−0.5−0.5

0 0

00

200 200

200200

400 400

400400

600 600

600600

800 800

800800

1000 1000

10001000

A = 0.08

y(k), a = 2.95, p = 53 y′(k), a = 2.95, p = 40

Error: y′(k)− y(k)

(a) (b)

(c) (d)

Figure 18.11 Accurate and less accurate solutions of the logistic map equation when
driven by a sinusoid: (a) double-precision solution with p = 53; (b) solution with p = 40;
(c) difference between solutions; (d) the sinusoidal driving function with A = 0.08.
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Figure 18.12 Accurate and less accurate solutions of the logistic map equation when
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(c) difference between solutions; (d) the sinusoidal driving function with A = 0.08.

The theoretical ratio of the quantization noise powers with p = 48 and p = 40
is

2−2·48

2−2·40
= 1

216
= 1.53 · 10−5 . (18.15)

The corresponding ratio with p = 40 and 32 is the same.
Now comparing the errors of Fig. 18.10(c) and 18.11(c), the ratio of their am-

plitudes is approximately 2.5·10−3. The square of this ratio is 6.25·10−6. Comparing
this with ratio (18.15), it is clear that they are of the same order.

Comparing the errors of Fig. 18.11(c) and 18.12(c), the ratio of their amplitudes
is approximately 1.67 · 10−3. The square of this ratio is 0.278 · 10−5. Comparing
this with ratio (18.15) shows that the theory is not as close as with the previous case,
but the respective ratios are of almost the same order. The theory does not predict
the quantization noise in the solution exactly, but does give its order of magnitude.

If we were to estimate the quantization noise in the double-precision solution,
we could use the information contained in any one of the Figs. 18.10-18.12. Using
Fig. 18.10, the theoretical ratio of the power of the quantization noise in the double-
precision solution to the power of the noise in the p = 48 solution is

2−2·53

2−2·48
= 1

210
= 0.001 . (18.16)
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Multiplying the error of Fig. 18.10 by the square root of this number will give a good
estimate of the actual error in the double-precision solution. This error would be very
small and hard to detect.

18.4 SUMMARY

Many cases have been explored. The power of quantization noise in the solutions
of linear and nonlinear equations can generally be predicted to within an order of
magnitude, as long as the solution is not chaotic. Keeping the coefficients of the
equation the same, one could obtain single-precision and double-precision solutions.
The single-precision coefficients are chosen first, and are then copied with double
precision. The difference in the solutions, an error which is due essentially to quan-
tization noise in the single-precision solution, can be used to estimate the error in
the double-precision solution. Thus, from the single and double-precision solutions,
one can obtain the quantization errors in both the single and double-precision solu-
tions and for any other chosen precision. This works for solutions of both linear and
nonlinear equations.

18.5 EXERCISES

18.1 Simulate the nonlinear equation

y(k + 1) = 1

2
y(k)+ 1

2
|y(k)|0.5 + 0.1, k ≥ 0, y(0) = 0 (E18.1.1)

in single precision,1 and in double precision, and estimate the powers of the roundoff
errors for p = 32, 40, 48, and 53, in a way similar to the determination of Eq. (18.1).

Check the mean square error using simulation for p = 32, 40, and 48, for k ≤ 100.
Can you predict from these the mean square value of the error for p = 53?

18.2 Re-check the error predicted in Eq. (18.7) for p = 53, using the result of more-than-
double precision numerical simulation as a reference solution.

18.3 Generate the bifurcation diagram of Fig. 18.4 (page 473) by numerical simulations in
Matlab.

18.4 A chaotic signal has nonperiodic behavior. However, when implemented in a digital
computer (i.e. in a finite length machine), the output will always be periodic. The
only question is whether the period is long (it is e.g. in the order of magnitude of
Lp ≈ 2p−3...2p−1) or it is short.

Check the period length of the system of Eq. (18.8) for a = 3.8, y(1) = 0.1, and
p = 18 by numerical simulations.

1You may want to use the Matlab function M-files available from the website of this book:
http://www.mit.bme.hu/books/quantization/
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Show with probabilistic reasoning that the expected value of the period length is in the
order of magnitude of Lp ≈ 2p/2, as stated by Domokos (1989), i.e. Lp ≈ 512 for
p = 18.

18.5 The relatively short periods of the digitally implemented logistic map (see Exercise
18.4) are generated by the strictly deterministic system. Since the chaotic equation is
very sensitive to noise, application of dither hopefully breaks up this period (similarly
as the injection of small noise into the equation does in (Domokos and Szász, 2003)).
Check by numerical simulations in IEEE double precision for the form y(k + 1) =
a · y(k) · (1− y(k)) whether a very small dither which is uniformly distributed between
±q/2, when added to the state value y(k + 1) before the last quantization and storage
step, is enough to make the system go through most of the possible state values in the
interval (0.2,1) (see Fig. 18.4).
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Chapter 19

Dither

Dither inputs are externally applied disturbances that have been used in control sys-
tems and in signal processing systems to alleviate the effects of nonlinearity, hys-
teresis, static friction, gear backlash, quantization, etc. In many cases, dither inputs
have been used to “improve” system behavior without there being a clear idea of the
nature of the improvement sought and without any method for designing the dither
signal other than empiricism. It is the purpose of this chapter to explain the uses of
dither signals in systems containing quantizers. We will employ the mathematical
methods developed herein for the design of dither signals and for analysis of their
benefits and limitations.

19.1 DITHER: ANTI-ALIAS FILTERING OF THE QUANTIZER
INPUT CF

When the input signal to a uniform quantizer has statistical properties allowing it to
satisfy QT I or QT II, the PQN model can be applied to describe the statistical behav-
ior of the quantizer. This is a linear model, and from the point of view of moments
and joint moments, the quantizer acts like a source of additive independent noise.
This type of linear behavior would be highly desirable under many circumstances.

When the quantizer input is inadequate for satisfaction of QT II, it is possible
to add an independent dither signal to the quantizer input so that the sum of input
and dither does satisfy QT II. Then the quantizer exhibits linear behavior and we can
say that it is linearized.

Figure 19.1 shows dither d added to the input x . If the CF of the dither alone
is bandlimited and satisfies QT II, then the CF of the quantizer input x + d will be
bandlimited and will satisfy QT II. The reason is that since x and d are independent,
the CF of x + d is the product of the CF of x and the CF of d, and the bandwidth of
the product is no wider than the bandwidth of the narrower factor. Therefore, when
the bandwidth of the CF of the dither d is narrow enough to satisfy QT II, then the
bandwidth of the CF of x + d is also narrow enough to satisfy QT II. The idea is
illustrated in Fig. 19.2.

485
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Figure 19.1 Dither added to the quantizer input.
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Figure 19.2 Bandlimitation of quantizer input CF resulting from dithering with a band-
limited independent dither signal: (a) CF of x ; (b) CF of d; (c) CF of (x +d).  = 2π/q.

Under these conditions, the PQN model applies and the dither signal has “lin-
earized” the quantizer. On the other hand, if the CF of the input x had a bandwidth
sufficiently narrow to satisfy QT II, then the use of the dither would be unnecessary.

Figure 19.3(a) represents quantization of the dithered signal (x + d) as the
addition of quantization noise ν. Figure 19.3(b) represents the PQN model that is
applicable when (x + d) has a characteristic function sufficiently bandlimited to
satisfy QT II.

The addition of a dither signal to the input x serves as anti-alias filtering for its
characteristic function. The CF of x + d is bandlimited by the action of the dither.
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Figure 19.3 Quantization of a dithered signal represented as addition of quantization
noise: (a) addition of quantization noise ν; (b) PQN model that is applicable when QT II
is satisfied.

This is illustrated in Fig. 19.4. The CF of the dither acts like a lowpass anti-alias
filter, and is analogous to a lowpass anti-alias filter commonly used before signal
sampling.
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Figure 19.4 Anti-alias filtering in signal sampling, and dithering in quantization: (a) anti-
alias; (b) dithering.

All this will be true for dither whose CF satisfies QT I or QT II. These ideas
will be extended subsequently for dither signals that do not satisfy QT I or QT II, but
do satisfy some of the other quantizing theorems.
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19.2 MOMENT RELATIONS WHEN QT II IS SATISFIED

Suppose that the dither d is independent of x , and that the combination (x + d)
satisfies QT II. Now refer to Fig. 19.3(a). It is clear that

E{ν(x + d)} = 0 . (19.1)

Therefore,

E{νx} = −E{νd} . (19.2)

Since x and d are independent, one might expect that

E{νx} = −E{νd} ?= 0 . (19.3)

Indeed, if the dither fulfills at least QT IV/A, Eq. (19.3) holds, since QTSD assures
both the uncorrelatedness of x and ν (see page 508), and E{ν} = 0. The quantization
noise exhibits behavior in a moment sense like independent additive noise, i.e., like
n of the PQN model.

To determine the moments and joint moments between x, d, (x + d), ν, and
(x + d)′, we can make use of the ideas developed in Chapter 7 which are embodied
in Eq. (7.82).

In accord with Eq. (7.82), we have

�(x+d),ν,(x+d)′
(
u(x+d), uν, u(x+d)′

)
=

∞∑
l=−∞

�(x+d),n,(x+d+n)
(
u(x+d), uν, u(x+d)′ + l

)
. (19.4)

Pertaining to the block diagram of quantization in Fig. 19.3(a), the characteristic
function

�(x+d),ν,(x+d)′
(
u(x+d), uν, u(x+d)′

)
(19.5)

is the joint characteristic function between (x + d), ν, and (x + d)′. Pertaining to the
PQN model of Fig. 19.3(b), the characteristic function

�(x+d),n,(x+d+n)
(
u(x+d), un, u(x+d+n)

)
(19.6)

is the joint characteristic function between (x + d), n, and (x + d + n).
Eq. (19.4) relates the joint CF for quantization to the joint CF of the PQN

model. The quantization CF is the same as the PQN CF repeated and summed along
the u(x+d)′-axis. The quantization CF is periodic along the u(x+d)′-axis, while the
PQN CF is aperiodic. If QT I is satisfied, the periodic sections of the quantization
CF do not overlap and all moments and joint moments for quantization are the same



19.3 Conditions for Statistical Independence of x and ν, and d and ν 489

as the corresponding ones for PQN. If QT I is not satisfied but QT II is satisfied, then
the periodic sections overlap but the moment relations still correspond.

Equation (19.4) can be generalized to encompass all of the variables of dithered
quantization represented in Fig. 19.3(a). Accordingly,

�x,d,(x+d),ν,(x+d)′
(
ux , ud , u(x+d), uν, u(x+d)′

)
=

∞∑
l=−∞

�x,d,(x+d),n,(x+d+n)
(
ux , ud , u(x+d), uν, u(x+d)′ + l

)
=

∞∑
l=−∞

�x
(
ux + u(x+d) + u(x+d)′ + l

)
�d
(
ud + u(x+d) + u(x+d)′ + l

)
×�n

(
uν + u(x+d)′ + l

)
. (19.7)

If QT I or QT II is satisfied by the quantizer input (x + d), inspection of Eq. (19.7)
indicates that when calculating the moments, only the l = 0 member of the sum can
yield nonzero derivatives, so that all joint moments of x, d, (x + d), ν, and (x + d)′
are the same as the corresponding joint moments of x, d, (x + d), n, and (x + d +
n). Regarding all moments, therefore, the quantization noise ν behaves like the
independent noise n of the PQN model. Furthermore, we now realize that Eq. (19.3)
is true.

19.3 CONDITIONS FOR STATISTICAL INDEPENDENCE OF
x AND ν, AND d AND ν

The joint probability density of x and ν can be regarded as a marginal density of
the joint density of x, d, (x + d), ν, and (x + d)′. The corresponding characteristic
functions are

�x,ν(ux , uν) = �x,d,(x+d),ν,(x+d)′(ux , 0, 0, uν, 0) . (19.8)

Now making use of Eq. (19.7), we obtain

�x,ν(ux , uν)=
∞∑

l=−∞
�x,d,(x+d),n,(x+d+n)(ux , 0, 0, uν, l)

=
∞∑

l=−∞
�x (ux + l)�d (l)�n (uν + l) . (19.9)

When QT I is satisfied, �x,ν(ux , uν) can be simply expressed as the 0th element of
the sum, i.e.,

�x,ν(ux , uν)=�x,d,(x+d),n,(x+d+n)(ux , 0, 0, uν, 0)
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=�x,n(ux , uν)
=�x (ux )�n (uν) . (19.10)

Because x and n are statistically independent, it is clear that x and ν are also statisti-
cally independent and that ν is uniformly distributed between ±q/2.

When QT I is not satisfied but QT II is satisfied, the elements of the sum in
Eq. (19.9) do overlap, but all of the derivatives of

�x,ν(ux , uν) =
∞∑

l=−∞
�x,d,(x+d),n,(x+d+n)(ux , 0, 0, uν, l) (19.11)

with respect to ux and uν in the vicinity of ux = 0 and uν = 0 will be the same as the
corresponding derivatives of �x,n(ux , uν) = �x,d,(x+d),n,(x+d+n)(ux , 0, 0, uν, 0).
Assuming that the function �x,d,(x+d),n,(x+d+n) is differentiable at its origin,

∂r+t

∂ur
x∂ut

ν

∞∑
l=−∞

�x,d,(x+d),n,(x+d+n) (ux , 0, 0, uν, l)∣∣∣ ux=0
uν=0

= ∂r+t

∂ur
x∂ut

ν

�x,d,(x+d),n,(x+d+n) (ux , 0, 0, uν, 0)∣∣∣ ux=0
uν=0

. (19.12)

If all the moments exist, combining this with Eq. (19.9) yields

�x,ν(ux , uν) = �x,n(ux , uν) . (19.13)

Once again, since x and n are statistically independent, x and ν are also statistically
independent and ν is uniformly distributed between ±q/2.

Analogous arguments can be made regarding the statistical independence of ν
and d. It can be seen that

�d,ν(ud , uν) = �d,n(ud , uν) (19.14)

when QT I is satisfied, so that ν is statistically independent of d under this condi-
tion. The quantization noise ν is therefore a statistically independent additive noise,
uniformly distributed between ±q/2.

When a dither signal is applied to the input of a quantizer, as in Fig. 19.1, the
total noise at the quantizer output will be the difference between the quantizer output
(x + d)′ and the quantizer input x . Referring to Fig. 19.3(a), the quantizer output
(x + d)′ is seen to be (x + d + ν). Accordingly, the total quantizer output noise is

(x + d)′ − x = (x + d + ν)− x
= d + ν . (19.15)
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This noise can be represented as

ξ = d + ν . (19.16)

When the quantizer input (x + d) meets the conditions for satisfaction of either QT I
or QT II, both d and ν are statistically independent of x . Their sum (d + ν), the total
quantizer output noise, is also statistically independent of the input x .

We need to note here that this latter independence does not directly follow from
the pairwise independences, despite the fact that it seems to be “logical”. Only an
additional proof can show it (see Section 19.5).1

It is possible for d and ν to both be statistically independent of x , and for their
sum d + ν to be dependent on x . To illustrate that the paradoxical case of mutually
independent, but in general sense interdependent random variables may easily occur,
consider the following example.

Example 19.1 Mutually Independent, but Jointly Interdependent Random
Variables
A three-dimensional distribution is illustrated in Fig. 19.5. The random variables
take the following joint values with probability 1/4 at the points: (x = 1, y =
1, z = 1), (x = −1, y = −1, z = 1), (x = 1, y = −1, z = −1), and (x =
−1, y = 1, z = −1). It is clear that the random variables are not independent,
while all the two-dimensional densities, like the one in Fig. 19.5(b), consist of

a) b) c)

x

y
z

x

y

x

w = y + z

2

-2

1-1

1

-1

1-1

1

1
1

Figure 19.5 Three-dimensional example for pairwise independent random
variables which are otherwise not independent: (a) three-dimensional dis-
tribution; (b) marginal density fx,y(x, y); (c) joint density fx,y+z(x, w).

the direct product of the distributions of two independent random variables. In
other words, x and y are independent, y and z are independent, and z and x are
independent, but x , y, and z are not independent, and y + z and x are also not
independent.

1It should be noted that under all circumstances, the quantization noise ν is deterministically related
to the quantizer input (x + d), although in statistical sense, it may be independent of x , and/or of d,
and/or of their sum (x + d).
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For the full description of the interrelations of x , d, and ν, we need to
investigate the three-dimensional PDF or CF. The latter is given in Ad-
dendum S:2

�x,d,ν (ux , ud , uν)

=
∞∑

l=−∞
�x (ux + l)�d(ud + l)�n(uν + l)

=
∞∑

l=−∞
�x (ux + l)�d(ud + l) sinc

(
q(uν + l)

2

)
.

(19.17)

If the conditions of QT I or QT II are satisfied, the joint CF of x , ν, and d
becomes the product of the three CFs around zero, respectively, therefore
the random variables behave exactly like the ones in PQN.

The derivation is similar for the CF of the triplet (x, d, ξ). The joint CF
is (see Addendum S in the website of the book):

�x,d,ξ
(
ux , ud , uξ

)
=

∞∑
l=−∞

�x (ux + l)�d(ud + uξ + l) sinc

(
q(uξ + l)

2

)
.

(19.18)

If the conditions of QT I or QT II are fulfilled, the joint moments are
again the same as those of PQN.

19.4 MOMENT RELATIONS AND QUANTIZATION NOISE
PDF WHEN QT III OR QT IV IS SATISFIED

The conditions for satisfaction of quantizing theorems QT III or QT IV are summa-
rized in Sections 7.5 and 7.6. The consequences of their satisfaction are also summa-
rized in the same section. These conditions apply to the characteristic function of the
quantizer input. They all involve zero values of the characteristic function, and/or
zero values of its derivatives. Since the dither d is constructed to be independent of
the input x , satisfaction of any or all of the quantizing theorems by the dither alone
guarantees the same satisfaction by (x + d): in other words, (x + d), (x + d)′ and
ν = (x + d)′ − (x + d) behave like described in the previous chapters.3 The reason
is that the CF of (x + d) is the product of the CF of x and the CF of d. Therefore,
regardless of the CF of x , the CF of (x + d) will have at least the same zero values

2see the web page http://www.mit.bme.hu/books/quantization/
3The total quantization error, ξ = d+ν, has more complex behavior, as we will see it in Section 19.5.
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and zero derivative values as the CF of d alone, at least when QT I, QT II, or QT III
are fulfilled. This is not true for QT IV/B, since zero derivative of�d(u) does not by
itself imply zero derivative of the product �d(u)�x (u). Therefore, when the dither
d fulfills QT IV/B, the sum (x + d) does not necessarily fulfill QT IV/B.

Precise mathematical analysis of the total quantization error ξ = ν + d, along
with exact conditions of its independence of d and x , is given in Section 19.5.

19.5 STATISTICAL ANALYSIS OF THE TOTAL
QUANTIZATION ERROR ξ = d + ν

In the analysis of ξ = d + ν (“non-subtractive dither”), thoroughly investigated by
Wannamaker (1994), Wannamaker, Lipshitz, Vanderkooy and Wright (2000), and
Gray and Stockham (1993), the basic question is not whether ν is independent of
x + d or not. The total quantization output noise ξ = d + ν is the quantity which
corrupts the quantized output. We need to know the properties of this variable, and
its relationships to x and d.

One might think that since the properties of ν are known from quantization
theory discussed until now, ξ = d + ν is thoroughly known. Unfortunately, this is
not the case. Even if both d and ν are independent of x , their sum is not necessarily
independent of it. This paradox can be best illustrated by an example.

Example 19.2 Dependent Sum of Variables which are Independent of a
Third One
Heuristically, one might think that if two variables are each independent from
a third one, they have nothing to do with it, so their sum is also independent
from it. This example shows that this is not true, especially for quantization with
dither.

Let us consider the input variable x as in Fig. 19.6(a), dithered by the dither
d , uniform in [−q/2, q/2]. It is clear from the figure that x and d are indepen-
dent. The quantized output (x+d)′ is illustrated in Fig. 19.6(b). The quantization
error is illustrated in Fig. 19.6(c). As it will be proved on page 508, ν is indepen-
dent of the input, since the dither is zero-order. However, the total quantization
error, d + ν, does depend on x , as Fig. 19.6(d) illustrates. The explanation is
given in Fig. 19.6(e): the dither d and the quantization error ν strongly depend
on each other, although their correlation coefficient is zero, and their interde-
pendence is different for different values of x , so their sum does depend on it.

The interrelation of ν and d is difficult to analyze, but, fortunately, we do not need
detailed knowledge of this. Instead, we consider ξ = d +ν as a whole. The best idea
is to consider the conditional CF of ξ :4

4see the web page: http://www.mit.bme.hu/books/quantization/
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Figure 19.6 The total quantization error, ξ = d + ν, is not obligatorily
independent from the input x when the components d and ν of the sum are
both independent of the input: (a) joint distribution of the independent x
and d; (b) mapping of x + d to (x + d)′; (c) joint distribution of x and ν
which illustrates that they are independent; (d) joint distribution of x and
d + ν which illustrates that they are not independent; (e) joint distribution
of d and ν, illustrating how ν depends on d.

�ξ |x (uξ )=
∞∑

l=−∞
�d
(
uξ + l

)
e jlx sinc

(
q(uξ + l)

2

)
= �d

(
uξ
)

sinc
(quξ

2

)
+

∞∑
l=−∞

l �=0

�d
(
uξ + l

)
e jlx sinc

(
q(uξ + l)

2

)
. (19.19)
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Equation (19.19) yields simple and straightforward implications. First, it is clear that
the moments of ξ depend on x unless the effect of the last sum disappears at zero
from all derivatives. Apart from very special distributions of x (when all values of x
are equal to x0 + kq, with x0 being a deterministic constant), independence is only
possible if the dither satisfies QT II.

In Fig. 19.7, probability density functions are given for Example 19.2. The
variance of ξ depends on the value of x , despite of uniform dithering.
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0

0
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0

0

Figure 19.7 Quantization of an ”almost constant” signal with uniform dither: (a1–a5) with
E{x} = 0; (b1–b5) with E{x} = q/2.

The purpose of dithering can be to eliminate or decrease the dependence of
the moments of ξ on x . To investigate this, consider that the moments of a variable
can be calculated by taking the value of the appropriate derivative of the CF at zero.
The last sum in Eq. (19.19) disappears if the CF of the dither is appropriate. Taking
into account that sinc(lπ) = 0 for l = ±1,±2, . . ., this immediately leads to the
following theorems.
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Quantizing Theorem III for Dither (QTD III)
The necessary and sufficient condition of the moments E{ξm}, where m =
1, 2, . . . , r +1, and r is a nonnegative integer, to be functionally indepen-
dent5 of the input variable x which does not have a discrete distribution
on a grid6 (x0 + kq), where k = 0,±1,±2, . . ., is that

dm−1�d(u)

dum−1
∣∣∣

u=l

= 0 , for l = ±1,±2, . . . (19.20)

for all above values of m (r th-order dither). The values of these moments
then equal E{(d + n)m}.

An equvalent formulation of condition (19.20) is

dm
(
�d(u) sinc

(qu

2

))
dum

∣∣∣
u=l

= 0 , for l = ±1,±2, . . . . (19.20b)

for values m = 1, 2, . . . , r + 1.

Functional independence has an important implication: if this holds, then

E{ξm x t } = E{ξm}E{x t } , for t = 1, 2, . . . (19.21)

For r = 0 (m = 1; zero-order dither, see Eq. (19.52) on page 508) and t = 1, this
means uncorrelatedness of ξ and x . However, in this case the second moment of ξ
may still depend on x (noise modulation). To avoid also this, first-order dither needs
to be used. This will also assure functional independence for the AC power, that is,
for the variance (we hear the audible AC power in audio, which is equal to the part
of the variance (power), which is within the audible band.

If only one moment of ξ is considered, the theorem can be further refined:

Quantizing Theorem IV for Dither (QTD IV)
The necessary and sufficient condition of the moment E{ξm}, where m is
a positive integer, to be functionally independent of the input variable x
which does not have a discrete distribution on a grid (x0 + kq), where
k = 0,±1,±2, . . ., is that

5Functional independence means that for any fixed value of x , the moments of the quantization
error are the same. This is an important property. Without this, it is possible e.g. that the variance of
the quantization error is different for different almost-constant values of x (see Fig. 19.7), causing a
modulated noise, audible as background noise changing its power with time.

6When all values of x are on a grid (x0 + kq), the expression (19.19) does not depend on x at all.
This is also a sufficient condition to ensure functional independence.
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dm
(
�d(u) sinc

(qu

2

))
dum

∣∣∣
u=l

= 0 , for l = ±1,±2, . . . (19.22)

The value of this moment then equals E{(d + n)m}.

Again, if this holds, then

E{ξm x t } = E{ξm}E{x t } , for t = 1, 2, . . . (19.23)

For m = 1 (zero-order dither, see Eq. (19.52) on page 508) and t = 1, this means
uncorrelatedness of ξ and x . The second moment of ξ , its power, may still depend
on x (noise modulation). To avoid this, condition (19.22) with m = 2 needs to
be fulfilled. For functional independence of the variance, the best is to assure the
condition (19.22) both with m = 1 and m = 2 (QTD III/B).

The condition of QTD IV is somewhat difficult to check, since the derivatives
in (19.22) are not easy to evaluate if condition (19.20) is not fulfilled, but QTD III is
a very useful theorem. The immediate consequences are:

• because of functional dependence of the second-order moment on x , a dither
uniform between (±q/2) is not sufficient to decouple the variance of ξ from
x , since the derivatives of its CF are not zero at the required places, but the
uncorrelatedness of ξ and x is provided,

• a triangular dither between (±q) is appropriate to decouple the variance of ξ
from x . for this purpose: its application guarantees e.g. that var{(x + d)′} =
var{x} + var{d} + q2/12. Using triangular dither, noise modulation does not
occur.

For dithers which are not at least first-order (see page 496), the variance of the total
error varies with x . Its lower bound is zero, as it is for almost zero input and small
dither; its upper bound is var{ξ} ≤ max(var{d + ν)}) = (σd + σν)2, and it is reached
for the correlation coefficient equal to 1.

19.6 IMPORTANT DITHER TYPES

In practice, QT I and QT II are not satisfied perfectly, but only approximately so. The
other quantizing theorems may, with specially designed dithers, be perfectly satis-
fied. Of interest are special dithers that have probability density functions which are
uniformly distributed between ±q/2, and those that have probability density func-
tions which are triangularly distributed between ±q.

19.6.1 Uniform Dither

If an independent dither has a probability density function that is uniform between
±q/2, its characteristic function is a sinc function that has zero values at u = l,
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l = ±1,±2, . . . This dither meets the conditions for perfect satisfaction of QT IV/A.
This ensures that the PDF of the quantization noise ν will be uniformly distributed
between ±q/2, so that E{ν} = 0, and E{ν2} = q2/12. However, in general, the
quantization noise ν will be correlated with d. In most applications, this form of
correlation would be undesirable. Moreover, noise modulation can be present, that
is, slowly changing x can cause changing power of the total quantization error (see
page 496), audible and annoying in many applications. In such cases, triangularly
distributed dither is preferable.

Example 19.3 Stochastic–Ergodic Conversion

Uniform dither has a special application in the so-called stochastic–ergodic con-
verter (Wehrmann, 1973; Tumfart, 1976). This principle was popular in the
nineteen-sixties, as a building block of simple and cheap analog to digital con-
verters, but because of its relatively large variance, it disappeared when sigma–
delta converters were introduced.

If zero-mean uniform dither in the form of a periodic triangular wave with

|d| ≤ a/2 (19.24)

is added to a signal, having the property

|x | ≤ a/2 , (19.25)

an interesting observation can be made (Fig. 19.8): the sum of signal and dither
never surpasses the two borders at ±a. This means that from the comparison
levels, only the one at zero is used. Consequently, from the point of view of
signal treatment, it is irrelevant how the characteristic of the quantizer behaves
outside the interval (−a, a): it may even be a limiter (a simple comparator),
while from a theoretical point of view, we may consider it as a central portion
of a uniform quantizer with q = a. In other words: if a uniformly distributed
dither is added to the input signal x , and (19.25) is fulfilled, the quantizer may
be substituted by a comparator. This is the basic idea of the stochastic–ergodic
converter.

The block diagram is shown in Fig. 19.8(a). The output is a binary signal, usable
for digital processing. Since the dither fulfils QT III/A, the mean values of x and
x ′ are proportional, so the information on the input mean value is “coded” in the
average value of the output signal:

lim
T →∞

1

T

T/2∫
−T/2

x ′(t) dt = µx

a/2
. (19.26)

This equation allows simple analysis of the basic properties of the binary signal.
Its values are ±1, and the probabilities are linear functions of the mean value:

p = P(x ′ = 1) = 0.5(1 + E{x ′}) = 0.5 + µx

a
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Figure 19.8 The stochastic–ergodic converter, a comparator C which re-
alizes a fraction of a uniform quantizer, with uniform dither at the input:
(a) block diagram, (b) transfer characteristic, (c) signal waveforms.

1 − p = P(x ′ = −1) = 0.5(1 − E{x ′}) = 0.5 − µx

a
. (19.27)

This determines the variance, since for a binary distribution,

var{x ′} = 4p(1 − p) = 1 −
(
µx

a/2

)2

, var{ax ′} = a2 − 4µ2
x . (19.28)

Sigma–delta converters have a much smaller variance than this (see Addendum
at the Website of this book), therefore SEM-based processing has disappeared
from applications today.

As illustrated by (19.28), second and higher moments are generally biased (even
after the application of Sheppard’s corrections), since the dither fulfills only
QT III/A. Therefore, the mean square value is not equal to the sum of second
moments of x , d , and n:

E{x ′2} = 1 , E{(ax ′)2} = a2 �= µ2
x + E{d2} + a2

12
= µ2

x + a2

6
. (19.29)
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19.6.2 Triangular Dither

If two uniformly distributed dither signals are independent of x and of each other,
adding them together creates a new dither signal whose PDF is the convolution of two
rectangles. This is a triangular PDF distributed between ±q. The new dither signal
has a CF that is a sinc2 function. It has zero values at u = l, l = ±1,±2, ...,
and has zero derivative values at u = l, l = ±1,±2, .... This kind of dither is of
very great practical interest. First of all, it meets the conditions for QT IV/A. The
quantization noise ν that results when such a dither is used is uniformly distributed
between ±q/2, so that E{ν} = 0, E{ν2} = q2/12,. Furthermore, ν is both orthogonal
to and uncorrelated with (x + d). The quantization noise ν is orthogonal to and
uncorrelated with d, regardless of the nature of x , and furthermore, ν is orthogonal
to and uncorrelated with x itself. From the point of view of second-order moments,
ν behaves therefore like n of the PQN model. In most applications, this is highly
desirable.

The triangular PDF distributed between ±q also meets the conditions for QT III
with r = 1 (QT III/B). Therefore,

E{(x + d)νt } = E{(x + d)nt } , t = 1, 2, ... (19.30)

for all x . Furthermore,

E{xνt } = E{xnt } , t = 1, 2, ... (19.31)

(see QTSD, Eq. (19.52)), and this is equal to zero if t is odd.
Combining Eq. (19.30) with (19.31), we obtain

E{dνt } = E{dnt } , t = 1, 2, ... (19.32)

which is equal to zero since the mean value of the dither is zero.
Triangular dither is very important, since it is first-order (its CF and the first

derivative of its CF are equal to zero for u = l, l = ±1,±2, . . ., see page 496),
has theoretically the smallest variance among all first-order dithers, and it is simple
to generate. Since it is first-order, it eliminates noise modulation (see page 496),
therefore it is very useful in audio. One of its first applications took place during the
recording of the album Tusk (Fleetwood Mac, 1980), but this was not published until
1993 (Gray and Stockham, 1993) because of commercial reasons.

Example 19.4 The Sum of Two Independent, Uniformly Distributed Dithers

One can generate a triangularly distributed dither sequence by adding two inde-
pendent, uniformly distributed noise sequences. This generates white dither (its
spectrum is uniform).
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Example 19.5 A Simple High-Pass, Triangularly Distributed Dither

Triangular-PDF dither can be generated by the addition or by the subtraction of
two independent uniform samples. Let us assume that the samples of a uniform
number generator are independent, and let us generate the triangular samples
from a single source of uniform samples by means of the difference equation

dt(k) = du(k)− du(k − 1) . (19.33)

It is straightforward that this dither is triangular, but it is not white: R(1) =
R(−1) = −var{du} = −q2/12. Its spectrum is

S( f ) = q2

6 fc
(1 − cos(2π f Tc)) , (19.34)

where Tc = 1/ fc is the clock interval (Fig. 19.9).
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Figure 19.9 High-pass dither: (a) generation; (b) power spectral density.

By this arrangement, most of the power of the dither is removed from low fre-
quencies, and concentrated at high ones. The dither is not white, its high-pass
nature can be very useful in many practical situations.

19.6.3 Triangular plus Uniform Dither

The convolution of the triangular PDF with the rectangular PDF gives a dither PDF
that is distributed between ±3q/2. The CF is a sinc3 function, and it meets the
conditions for QT III with r = 2. Therefore,

E{(x + d)2νt } = E{(x + d)2nt } , t = 1, 2, . . . (19.35)

for all x , and when x = 0,

E{d2νt } = E{d2nt } , t = 1, 2, . . . (19.36)

Assume that Eq. (19.36) is true for all x . Subtracting both sides of (19.36) from
(19.35) one obtains

E{x2νt } + 2E{xdνt } = E{x2nt } + 2E{xdnt } , t = 1, 2, . . . . (19.37)
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Since x, d, and n are independent of each other, and E{d} = 0,

E{xdnt } = 0 . (19.38)

Since x and d are independent of each other but not independent of ν, it is not clear
whether

E{xdνt } ?= 0 , t = 1, 2, . . . (19.39)

In light of Eqs. (19.32) and (19.31), it is probable that (19.39) is true or at least
approximately true. Combining (19.39) with (19.37), one obtains

E{x2νt } ?= E{x2nt } , t = 1, 2, . . . (19.40)

This is true, because of QTSD (Eq. (19.52) is fulfilled).
From the point of view of these higher-order moments, the quantization noise

ν behaves like PQN.

19.6.4 Triangular plus Triangular Dither

The convolution of the triangular PDF with the triangular PDF gives a dither PDF that
is distributed between ±2q. The CF is a sinc4 function which meets the conditions
for QT III with r = 3. Following similar reasoning,

E{(x + d)3νt } = E{(x + d)3nt } , t = 1, 2, . . . (19.41)

E{d3νt } = E{d3nt } , t = 1, 2, . . . (19.42)

The following equation is true because of QTSD (Eq. (19.52) is fulfilled):

E{x3νt } = E{x3nt } , t = 1, 2, . . . (19.43)

The quantization noise ν behaves like PQN from the point of view of these higher-
order moments. Dither signals having triangular PDFs, or triangular convolved with
rectangular, or triangular convolved with triangular are useful in the audio field and
in other fields. Dither signals of this type may be generated by adding combinations
of independent rectangularly distributed signals.

19.6.5 Gaussian Dither

The Gaussian PDF and CF do not satisfy the conditions for any of the quantizing
theorems. However, a Gaussian dither with a standard deviation σ that is equal to or
greater than q/2, half a quantum step, would come exceedingly close to satisfying
QT I or QT II. Regarding all moments and joint moments, the quantization noise
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ν would closely approximate the behavior of PQN. Evidence of this is given e. g.
in Fig 5.6, in Tables 5.5, 5.2, 6.1, 6.2, 6.3, and 6.4, and throughout Chapter 11.
Independent Gaussian noise would serve very well as a dither signal.

An additional benefit of Gaussian dither is that its PDF smoothly touches the
horizontal axis at the edges, therefore its properties are not sensitive to the value
of the ratio of its standard deviation and the quantum size q. Therefore, e.g. when
nonlinearity of ADCs is considered (see Section E.3), Gaussian dither is preferable
over uniformly or triangularly distributed dither.

19.6.6 Sinusoidal Dither

A sine wave is easy to generate, and it too could serve as an effective dither. The
PDF of the sine wave, shown in Fig. I.6, does not satisfy the conditions for any of
the quantizing theorems. However, if the peak-to-peak amplitude of the sine wave
covers five to ten quantization boxes or more, the moments and joint moments of the
quantization noise ν would have values approximating those of PQN n. Moments
of the noise ν are shown in Fig. G.1 and Fig. G.11, for the sinusoidal dither acting
alone. Example 20.9 describes a nice application of sinusoidal dither.

The dither is often generated by digital means. Therefore, the properties of
digital dither need to be studied with special care. This is done in Appendix J.

19.6.7 The Use of Dither in the Arithmetic Processor

The somewhat deterministic pattern of the quantization errors (e.g. in the FFT) can
be broken up by applying uniform dither before each roundoff operation (Horváth,
1987). The effectiveness of the use of uniform dither may be somewhat surprising,
since theoretically, only triangularly distributed dither assures that ν and d will be
uncorrelated (uniform dither assures that ξ and x are uncorrelated, but this is not
sufficient, since the second moment of ξ depends on x). Simulations show that this
is not a significant problem in the noise of FFT calculations. One might speculate
that there are several roundoff noise sources, and their average behaves similarly to
the average of independent noises. Dithering with uniform dither could be a true
improvement in many kinds of arithmetic calculations. Its implementation is how-
ever not straightforward, since the dither needs to be added to the results after the
operation, but before roundoff.7

Moreover, there is another important problem. If new dither is generated for
each FFT, the results are not precisely reproducible for the same sequence, therefore
testing becomes difficult. On the other hand, if the samples of the dither are fixed
for an FFT to assure reproducibility, the average properties of the dither cannot be

7An alternative is to add the dither before the operations (scaling, addition or multiplication), but
then each operation needs to be executed with inputs of increased precision. Furthermore, in multipli-
cation, this increases the average variance.
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exploited. A possibility is to “freeze” the dither sequence for testing only, but this is
an additional complication usually not accepted.

An alternative improvement is to apply convergent rounding (see page 396).

19.7 THE USE OF DITHER FOR QUANTIZATION OF TWO
OR MORE VARIABLES

A stochastic dither d is generally constructed to be independent of the input signal x .
When two or more variables x1, x2, ..., xN are quantized, the dithers d1, d2, ..., dN
can be constructed so that each of these dither signals are independent of each
other and of all of the input variables x1, x2, ..., xN . If all of the input variables
x1, x2, ..., xN have zero values, the dither signals will be quantized, and the resulting
quantization noises ν1, ν2, ..., νN will be independent of each other. If all of the input
signals x1, x2, ..., xN being independent of d1, d2, ..., dN have other values, not all
zero, whether stochastic or deterministic, the quantization noises ν1, ν2, ..., νN will
not necessarily be independent of each other.

Suppose however that the dither signals d1, d2, ..., dN meet the conditions for
multidimensional QT I (or, that they are independent, and each of them meets the
conditions of QT I). The quantization noises ν1, ν2, ..., νN can be shown to be inde-
pendent of each other, regardless of the nature of the inputs x1, x2, ..., xN as long as
the dither signals are independent of these inputs. The quantization noises will have
joint moments with the dither signals and the input signals that would be the same
as if the quantization noises were replaced with independent PQN noises. The same
results can be shown to be obtained when QT I is not satisfied but QT II is satisfied
by the dither signals.

When the dither signals d1, d2, ..., dN do not meet the conditions for either
QT I or QT II, but do meet conditions for other of the quantizing theorems, it is not
clear whether the quantization noises ν1, ν2, ..., νN will be independent of each other
or uncorrelated with each other, even when the dither signals d1, d2, ..., dN are all
independent of each other. The input signals x1, x2, ..., xN are generally correlated
with each other, and their characteristics may dominate and determine the statistical
relations between ν1, ν2, ..., νN .

Of greatest interest are conditions under which the quantization noises ν1, ν2, ..., νN
are uncorrelated with each other. This happens for instance when all of the dither sig-
nals satisfy multidimensional QT IV/A. Then, although ν1 is deterministically related
to (d1 + x1), it is true that

E{ν1(d1 + x1)} = 0 , E{ν1d1} = 0 , and E{ν1x1} = 0 . (19.44)

Also, it is true that

E{ν2(d2 + x2)} = 0 , E{ν2d2} = 0 , and E{ν2x2} = 0 . (19.45)
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Although x1 and x2 are correlated with each other, ν1 and ν2 are uncorrelated with
x1 and x2 respectively.

Therefore ν1 and ν2 are uncorrelated with each other and, by similar reasoning,
we may conclude that ν1, ν2, ..., νN are mutually uncorrelated.

If x1, x2, . . . xN are samples of a time function and d1, d2, ..., dN are indepen-
dent additive dither samples that are independent or at least uncorrelated over time
(white), and the dither satisfies any or all of the quantizing theorems QT I, QT II,
QT III/B, then the quantization noise will be uniformly distributed between ±q/2,
uncorrelated with the input x and the dither d, and will be uncorrelated over time
(white).

The precise condition of whiteness can also be given. Let us look for the con-
dition that for two different time samples, E{ξ1ξ2} = E{d1d2}. Wannamaker (1992)
proved the following statement, using the conditional 2-D CF of ν:

Autocorrelation Function of ξ at Nonzero Lag Values
For independent dither, the necessary and sufficient condition of

E{ξ1ξ2} = E{d1d2} , (19.46)

is that each of the following equations is true:

�d1,d2(l11, l22)= 0 for (l1, l2) �= (0, 0)
∂ �d1,d2(l11, ud2)

∂ud2

∣∣∣
ud2

=0

= 0 for l1 �= 0

∂ �d1,d2(ud1, l22)

∂ud1

∣∣∣
ud1

=0

= 0 for l2 �= 0 . (19.47)

Example 19.6 Fulfillment of Conditions (19.47)
A simple application of this theorem is the use of independent, uniformly dis-
tributed dithers to both inputs. In this case

�d1,d2(ud1 , ud2) = �d1(ud1)�d2(ud2) = sinc
(q1u1

2

)
sinc

(q2u2

2

)
,

and it can be seen that the conditions (19.47) fulfill.
This means e.g. that if both inputs are converted via two independent stochastic–
ergodic converters (see Section 19.3), the product is an unbiased estimate of the
correlation:

E
{

A1xq1 · a2xq2
} = E {x1x2} , (19.48)

since E{di } = 0.
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Example 19.7 Defocusing the Optics
Photos can be used to determine the two-dimensional position of an object. Para-
doxically, resolution can be improved by defocusing the optics. This is approx-
imately equivalent to replacing the picture of each point by a uniformly illumi-
nated round spot. The resulting picture is a two-dimensional convolution of the
true picture and a function uniformly distributed above a circle. Therefore, this
defocused spot acts like two-dimensional dither, since it is a two-dimensional
lowpass filter. See Exercise 8.6 for some details.

19.8 SUBTRACTIVE DITHER

When the input to a quantizer cannot be relied upon to meet the criteria for a suitable
quantizing theorem, a dither signal can be added to the quantizer input to guaran-
tee satisfaction. Although the dither is beneficial in that it linearizes the quantizer
and ensures known properties for the quantization noise, it does make the quantizer
output more noisy. A clever idea was proposed by Roberts (1962) to overcome this
drawback. He added a dither to the quantizer input, and subtracted it from the quan-
tizer output. The dither thus acted like a catalyst in a chemical process, making the
process work better but not appearing in the process output. Roberts’ subtractive
dither idea should be used whenever it is possible.
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+

+
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x

(x + d)

(x + d) (x + d)′

(x + d)′ = (x + d + ν)

d

d(a)

(b)

ν

Q

��

�

Figure 19.10 Dither without subtraction: (a) a quantizer with dither; (b) quantizer re-
placed by additive quantization noise.

Figure 19.10(a) shows the quantizer with a dithered input, and Fig. 19.10(b)
shows how the dither contributes to the quantizer output noise. Without subtractive
dither, the quantizer output is x +d +ν. Accordingly, when d and ν are uncorrelated,⎛⎜⎝ quantizer

output

noise power

⎞⎟⎠ = E{ν2} + E{d2}

= q2/12 + E{d2} .

(19.49)
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The power of the dither adds to the quantization noise power.
Figure 19.11(a) illustrates the idea of subtractive dither. Fig. 19.11(b) shows

subtractive dither with the quantizer represented by additive quantization noise. The
result of dither subtraction on the quantizer output is shown in Fig. 19.11(c). With
subtractive dither, the quantizer output is x +ν. The power of the dither does not add
to the quantization noise power, but if the dither satisfies QT IV/A, the PQN model
is perfectly usable, independently of the properties of x . The benefit of subtractive
dither is clear.
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Figure 19.11 Dither with subtraction: (a) a quantizer with subtractive dither; (b) quantizer
replaced by additive quantization noise, with subtractive dither; (c) equivalent diagram of
quantizer with subtractive dither; (d) PQN model.

In order to prove the independence of ν of input x for a dither fulfilling QT IV/A,
the joint CF of the input signal and the noise can be investigated:

�x,ν (ux , uν)=
∞∑

l=−∞
�x (ux + l)�d(l)�n(uν + l)

=
∞∑

l=−∞
�x (ux + l)�d(l) sinc

(
q(uν + l)

2

)
. (19.50)
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Studying this, an important consequence can be drawn. When the dither satisfies
QT IV/A, then all l �= 0 members disappear in the sum:

�x,ν(ux , uν) = �x (ux ) ·�n(uν) , (19.51)

which is the CF of the sum of two independent random variables. Therefore, the
following theorem holds:

Quantizing Theorem for Subtractive Dither (QTSD)
If in dithered quantization

�d(l) = 0 for l = ±1,±2, . . . , (19.52)

then the quantization noise ν = (x + d)′ − (x + d) will be independent
of the input signal x, and it will be uniform between (±q/2).

If (19.52) is fulfilled, we call d a zero-order dither.
We mention here that independence of x and ν does not imply the independence

of d and ν, but for subtractive dither this is not required, since d is eliminated from
the output variable. It is however possible that both x and d fulfill the conditions
of QT IV/A. In this case, x , ν and d are all pairwise independent. As we have seen
in Example 19.1 (page 491), this is not enough by itself to assure that the triplet x ,
d, and ν be independent. The key to this is studying the derivatives of the joint CF.
This, and a general theorem on joint moments is given in the Addendum, readable in
this book’s website.

19.8.1 Analog-to-Digital Conversion with Subtractive Dither

Subtractive dither can only be utilized when the exact dither signal is available
for subtraction after quantization. A dither signal from a pseudo-random genera-
tor would generally be used. Since the generating algorithm would be known, the
dither sequence could be recreated for subsequent subtraction. This could be used
with digital recording of audio or video signals. The dither would be added to the
analog signal before quantization, and then be subtracted after playback and digital-
to-analog conversion.

The subtractive dither signal would need to be generated by a computer or by
some form of digital apparatus so that it could be recorded and repeated. Injecting
the dither into the input of an analog-to-digital converter (ADC) would require the
dither to be in analog form. If generated by computer, the digital dither signal could
be converted to analog by a zero-order-hold digital-to-analog converter (DAC). Care
would be needed in doing this to ensure that the sampling instants of the ADC would
not correspond to the transition instants of the DAC.

Suppose that the ADC is a 16-bit converter. Then the dither must exist on
a much finer scale with much finer quantization steps so that it approximates an
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analog dither. For example, let the dither exist on a 24-bit scale that covers the same
dynamic range as the 16-bit scale of the ADC. So the steps of the dither will be
28 = 256 times finer than the quantization steps of the ADC. The dither signal in
analog form is added to the input x , and the sum is quantized. The quantizer output,
in digital form, becomes the input to a computer. The dither, now in digital form,
must be subtracted in the computer from the computer input. Refer to Fig. 19.12.

Q
attach 8

least sign.
zero-bits

8-bit DAC
attach 16
most sign.
zero-bits

8-bit
dither

generator

+
+

+
−

2-8

�d�ax
analog

input

16 bits 24 bits 24 bits x + ν
digital
output

COMPUTER

16-bit quantizer

Zero-order hold

Figure 19.12 A fixed-point analog-to-digital converter with subtractive dither. �a denotes
analog summation, and �d denotes digital summation. The abbreviation “sign.” stands for
“significant.”

16 bits 8 bits

from 16-bit
quantizer

dither bits
(opposite sign)

Figure 19.13 Formation of the 24-bit output of the analog-to-digital converter of
Fig. 19.12.

In Fig. 19.12, an 8-bit pseudo-random generator generates digital dither that
might be, for example, uniformly distributed, or triangular distributed, or Gaussian,
and so forth. The dither signal goes through an attenuator with an attenuation of
2−8, and is added to the analog input x . The dithered input is quantized to 16-bits.
The quantizer output is then given eight additional bits in the least significant bit
positions, all set to zero. The quantizer output now is 24-bit. The 8-bit dither signal
with sixteen zero bits attached to the most significant positions is then subtracted
from the quantizer output signal. Thus, a 24-bit dither is subtracted from the 24-
bit quantizer signal to produce the 24-bit quantized output. Figure 19.13 shows the
formation of the bits of the quantized output.
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In actual practice, some care will be needed to choose the gain of the analog
attenuator. The gain shown in Fig. 19.12, 2−8, is based on assuming integer numbers
and a gain of unity for the DAC. This is not realistic, since a commercial 8-bit DAC
whose maximum number magnitude would be 27 − 1 might produce a maximum
output of 5 volts, but illustrates the need of proper scaling of the dither. The gain
needs to be chosen to assure proper dither level at the input and at the output. It is
also important to add dither d at the quantizer input while the same d is subtracted
from the quantizer output.

The converter of Fig. 19.12 has an analog input and a 24-bit digital output. It
should be understood that this system is a 16-bit converter with 16-bit resolution. The
quantization noise power, q2/12, corresponds to that of the 16-bit quantizer. With
a 24-bit output, the quantizer of Fig. 19.12 has nicer quantization noise properties
when used in many applications such as in digital video and digital audio. The
disadvantage is that the digitized samples have 24 bits rather than 16 bits. This
increases the cost of storage and processing.

This could be avoided by storing the 16-bit ADC output, and regenerate and
subtract the dither only when the samples are used. But with integrated circuits, bits
and memory have become very cheap. Analog-to-digital conversion is still expen-
sive.

Experiments were done with a quantization system similar to that of Fig. 19.12.
The input signal x was sinusoidal, and scaled so that its peak-to-peak range covered
five quantization steps.

Figure 19.14(a) shows the original sinusoid. Figure 19.14(b) shows its power
spectrum. Figure 19.14(c) shows the quantized sinusoid, quantized without dither.
Figure 19.14(d) shows the spectrum of the sinusoid, quantized without dither. Fig-
ure 19.14(e) shows the quantized sinusoid, quantized with subtractive dither. Fig-
ure 19.14(f) shows the spectrum of the sinusoid, quantized with subtractive dither.
The frequency of the sinusoid was chosen to be a subharmonic of the sampling fre-
quency, and the dither was chosen to be uniformly distributed over ±q/2 and uncor-
related over time. The spectrum of the original sinusoid shows a single line. The
spectrum of the quantized sinusoid, without dither, shows the distortion. There are
harmonics of the original sinusoid, and the average amplitude of the fundamental
is somewhat smaller in this case than the corresponding amplitude of the original
sinusoid. (In other cases, the amplitude of the fundamental could be larger.) The
spectrum of the quantized sinusoid with subtractive dither shows a fundamental and
no harmonics. The average fundamental amplitude is the same as that of the original
sinusoid. But now, the effects of random quantization noise are seen in the base-
line of the spectrum of Fig. 19.14(f). This is white q2/12 noise, corresponding to ν.
Without dither, the distortion of the sinusoid due to quantization as manifested in the
harmonics shown in Fig. 19.14(d) and in the change in amplitude of the fundamen-
tal together add to a total power level of approximately q2/12. This is approximate
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Figure 19.14 Quantization of a sinusoidal signal, without dither and with subtractive
dither: (a) the original sine wave; (b) the spectrum of original sine wave; (c) the quan-
tized sine wave; (d) spectrum of the quantized sine wave; (e) sine wave quantized with
subtractive dither; (f) spectrum of sine wave quantized with subtractive dither; (g) auto-
correlation function between ν and x without dither; (h) crosscorrelation function between
ν and x without dither; (i) autocorrelation function of quantization noise with subtractive
dither; (j) crosscorrelation function between ν and x with subtractive dither.
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because the sinusoid by itself does not satisfy any quantizing theorem at the quantizer
input.

Figures 19.14(g) and 19.14(i) show autocorrelation functions of the quantiza-
tion noises without dither and with subtractive dither. Without dither, the periodic
components of the quantization noise are evident. With subtractive dither, the au-
tocorrelation shows no periodic components and shows the quantization noise to be
simply white noise having power of q2/12. With no dither, the autocorrelation for
zero lag shows the total quantization noise power to be just slightly less than q2/12
(in other cases, it could be higher than q2/12).

The use of dither does not generally reduce the power of quantization noise, and
indeed, without subtraction, adds its power to the quantization noise power making
things potentially worse. Dither is used to condition the quantization noise, to make
it white and to cause its joint moments with the input x to be like that of PQN.

Figure 19.14(h) shows the crosscorrelation function between ν and x for quan-
tization without dither. The correlation between periodic quantization noise and
the sinusoidal input is clearly evident. This result is very different from that of
Fig. 19.14(j), showing the crosscorrelation function between ν and x for quantization
with subtractive dither. In this case, the quantization noise is white noise and is not
periodic. It does not correlate with the input x . From the standpoint of moments, it
behaves like PQN.

19.9 DITHER WITH FLOATING-POINT

19.9.1 Dither with Floating-Point Analog-to-Digital Conversion

At this time, almost all analog-to-digital converters convert on a fixed-point scale
with uniform quantization. However, some analog-to-digital converters are in devel-
opment that convert an analog input directly to floating-point form. We anticipate
that in the future such converters will be available and therefore we write this section
to analyze their behavior with and without dither.

A floating-point quantizer is diagrammed in Fig. 19.15(a). Dither d is applied
to its input in Fig. 19.15(b). Generation of the dither is shown in Fig. 19.15(c). A
zero mean random noise signal dy having a fixed PDF is multiplied by 2E to obtain
the dither d.

The floating-point conversion and the dither process are done in two steps.
First, without dither, the input x is converted to floating-point digital form. The
result is a mantissa and an exponent E . With the second step, the dither d is added
to x and the conversion is repeated giving a new mantissa and exponent. The desired
conversion result is the new mantissa and exponent. The first step is done just to get
the exponent E , which is used in the formation of the dither for the second step.

In many practical implementations of floating-point dithering, the signal is first
compressed, and the already compressed y is then uniformly quantized. Therefore,
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Figure 19.15 Two-step floating-point quantizer with dither: (a) the floating-point quan-
tizer; (b) quantizer with dither; (c) dithered quantizer showing formation of the dither.

we can add the dither directly to y, and avoid the complications caused by dithering
the input signal x , see Fig. 19.16.

Compressor Q Expander�

QFL

DAC

x (x + d)′

Quantizer

dy

+
+

Figure 19.16 Floating-point quantizer with dither applied directly to the compressed sig-
nal.

An example of a floating-point quantizer’s input–output staircase function is
shown in Fig. 12.3. To provide dither for such a quantizer, the range of the input x
would need to be known so that the standard deviation of the dither could be adjusted
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for the step size. This is accomplished by multiplying the random noise dy by 2E in
order to obtain the dither d.
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Figure 19.17 Floating-point ADC with subtractive dither. Aa denotes an analog attenua-
tor.

Another example of a floating-point quantizer’s input–output staircase function
is shown in Fig. 12.10. Its compressor characteristic is shown in Fig. 12.7, its ex-
pander characteristic is shown in Fig. 12.8, and its hidden quantizer characteristic is
shown in Fig. 12.9. If the random noise dy is uniformly distributed over the range
±q/2 (the smallest step of the floating-point quantizer), multiplying it by 2E will
cause the additive dither at the hidden quantizer input to be uniformly distributed
over plus and minus half a step for all amplitudes of the input x , with rare excep-
tions at exponent transitions. Then QT IV/A would be satisfied at the input of the
hidden quantizer, with the consequence that the quantization noise νFL would be un-
correlated with the input x . If on the other hand the random noise dy is triangular
distributed over the range ±q, then multiplying it by 2E will cause the additive dither
at the hidden quantizer input to be triangular distributed over the range ±q. QT IV
would be satisfied and the quantization noise νFL would once again be uncorrelated
with the input x .

Dither dy with a triangular PDF will work better than dither dy with a rectan-
gular PDF. Dither with a triangular PDF generally works better than dither with a
uniform PDF for uniform quantization. For floating-point quantization, there is an
additional reason for the superiority of dither with a triangular PDF. The additional
reason is that the tapered triangular PDF handles edge effects more gracefully, when
x is at a level where the mantissa is ready to overflow and cause the exponent to go
up by one. Likewise, a Gaussian dither also works well. The uniformly distributed
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dither however has the advantage (except for edge effects) of being bounded by the
narrowest limits.

19.9.2 Floating-Point Quantization with Subtractive Dither

A floating-point analog-to-digital converter with subtractive dither would need to be
constructed by combining the system functions illustrated in Figs. 19.12 and 19.15.
Figure 19.17 shows a system that does this. The input x is analog, and the output is
digital, consisting of an exponent and a mantissa. The floating point quantizer QFL

is assumed, for purposes of illustration, to produce an output with a 10-bit mantissa.
For this illustration, the dither is assumed to be 8-bit, including one sign bit. At the
converter output, the mantissa has 18 bits. But it should be realized that the basic
resolution of this converter is that of a 10-bit mantissa, corresponding to the resolu-
tion of QFL. The purpose of the additional mantissa bits is to allow the quantization
noise to be well behaved, as is the case with subtractive dither.

In a floating-point ADC, dither can be added to the already compressed signal,
thereby simplifying the structure, see Fig. 19.18.

Compressor Q Expander�

QFL

+
+

+−
+

−

DAC

8-bit
dither

generator

Zero-order hold

x

Aa

Quantizer

Mantissa
10 bits

Exponent

18 bits 18 bits

28

8

y Mantissa

Exponent

�

�

Figure 19.18 Floating-point ADC with subtractive dither, applied to the mantissa. Aa
denotes an analog attenuator.

The eight bits of the pseudo-random dither generator may be assumed for this
illustration to be independently randomly chosen with 50% probability of 0’s and
50% probability of 1’s. Equally likely negative and positive numbers will be gen-
erated whose values will be distributed over the range ±127. This approximates a
uniformly distributed dither. Other distributions are possible, but this one is a good
and convenient choice.

Subtracting the dither at the output of QFL can be done in the following way.
The 10-bit mantissa of QFL is made into an 18-bit mantissa by appending eight zeros
beyond its least significant bit. This is indicated by multiplication of the mantissa by
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28. (This scaling is compensated for by subtracting 8 from the exponent.) The 8-bit
dither is then subtracted from the enlarged mantissa. Taking into account the sign bit
of the dither, its seven bits are subtracted (if the dither is positive) or added (if the
dither is negative) to the seven least significant bits of the enlarged mantissa. The
range of the subtracted dither is plus or minus one half of the least significant bit of
the mantissa of QFL.

Adding the dither at the input to QFL can be done as follows. The 8-bit dither
is multiplied by 2E (its bits are shifted left by the amount E) and fed to a DAC. The
DAC output is scaled by a gain factor to form the input dither d. The exact scale
factor cannot be predicted because the gain of the DAC (this is the ratio of the largest
output voltage to the largest input binary number) would need to be known. The
scale factor must be chosen so that the dither subtracted at the output of QFL is equal
to the dither added at its input.

Simulation experiments were done with a floating-point quantizer without dither
and with subtractive dither. The input signal was a sine wave, shown in Fig. 19.19(a).
Its spectrum is shown in Fig. 19.19(b). With a mantissa length of p = 2, the quan-
tized sine wave was visibly distorted, as shown in Fig. 19.19(c). The spectrum of
the quantized sine wave in Fig. 19.19(d) shows a fundamental and its harmonics.
Figure 19.19(e) shows the result of floating-point quantization of the sine wave with
subtractive dither. Although the distortion in this case looks worse than without
dither, the spectrum of the quantized sine wave in Fig. 19.19(f) shows a fundamental
and no harmonics. The quantization noise νFL is essentially white and not periodic.
The autocorrelation function of νFL without dither, shown in Fig. 19.19(g), shows
periodicity in the quantization noise, while the autocorrelation function of νFL with
a subtractive dither shown in Fig. 19.19(i) is the autocorrelation function of white
noise. The crosscorrelation function between νFL and x for floating-point quantiza-
tion without dither is periodic, as can be seen in Fig. 19.19(h). The same crosscor-
relation function for floating-point quantization with subtractive dither is shown in
Fig. 19.19(j). Since in this case νFL is essentially white noise, it does not correlate
hardly at all with the periodic input x , and the crosscorrelation function is close to
zero for all lags.

With floating-point quantization like with fixed-point uniform quantization,
subtractive dither of proper design makes the quantization noise behave like PQN
from the point of view of moments and joint moments.

19.9.3 Dithered Roundoff with Floating-Point Computation

When pairs of floating-point numbers are added or multiplied in a computer, it is
generally necessary to quantize the sum or product in order to preserve the length of
the mantissa.

When floating-point numbers are multiplied, the mantissa of the product is the
product of the mantissas, and the exponent of the product is the sum of the exponents.
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Figure 19.19 Floating-point quantization of a sinusoidal signal with p = 2 (bits of possi-
ble normalized mantissa values: −1.1, −1.0, +1.0, +1.1), exponent −3,−2, . . . , 3, with-
out dither and with subtractive dither: (a) the original sine wave; (b) spectrum of the
original sine wave; (c) the quantized sine wave; (d) spectrum of the quantized sine wave;
(e) sine wave quantized with subtractive dither; (f) spectrum of a sine wave quantized
with subtractive dither; (g) autocorrelation function of quantization noise without dither;
(h) crosscorrelation function between νFL and x for quantization without dither; (i) autocor-
relation function of quantization noise with subtractive dither; (j) crosscorrelation function
between νFL and x for quantization with subtractive dither (note the small correlation val-
ues: their deviations from zero are caused by the finite sample number used in simulation).
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The product of the mantissas has a length of the order of the sum of the lengths
of the two mantissas, and this necessitates roundoff. When floating-point numbers
are summed, the mantissas need to be aligned relative to each other taking into ac-
count the exponent values. A large difference in the exponents could cause the sum
to have a mantissa length much greater than that of either of the mantissas. Generally
all numbers in the computer have mantissas of the same standard length. As such,
the mantissa of the sum of two numbers has a length of the order of the machine’s
standard mantissa length plus the difference in the exponents.

In general, the mantissas of the sum, difference, product, or quotient of two
floating-point numbers will be longer than the standard machine mantissa. To reduce
the length of the mantissa in order to conform to the standard, one could truncate the
mantissa by throwing away the excess least significant bits. However, a much better
approach would be to round the least significant bit of the standard word up or down
depending on the bits to be eliminated. (Do they represent a quantity that is greater
or less than one half the value of the least significant bit of the standard?)

Rounding is what is done most commonly. Before rounding, a dither could be
added. The purpose is to make sure that the quantization noise νFL is uncorrelated
with the input x . How this might be done is illustrated in Fig. 19.20.

Standard
mantissa

Excess
mantissa bits

Dither bits
Add
these

Sum

±

±

±

±

Roundoff

Dithered rounded mantissa

Figure 19.20 Dithered quantization of a floating-point number.

In Fig. 19.20, the most significant part of the mantissa to be rounded consists
of 8 bits, and the least significant part consists of 10 bits. The 18-bit number is to
be rounded so that it will contain just 8 bits. Before rounding, a dither is added.
For this example, the dither is digital and contains 5 bits plus a sign bit. All 6 bits
may be chosen randomly, independently, and with equal probability of 1s and 0s. By
adding or subtracting the 5 dither bits with the bit alignment illustrated in Fig. 19.20,
a dither that is approximately uniformly distributed between plus and minus one half
the value of the least significant bit is added to the 18-bit mantissa. The resulting
number is then rounded to 8 bits.

In digital signal processing, we can generate and use digital dither before arith-
metic quantization. This sounds very reasonable, but implementation is not trivial
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at all. In most computers, quantization is an inherent part of arithmetic operations,
since the results are calculated with the available memory precision only. In such
cases, we obtain the already quantized samples, therefore we cannot add the dither
before quantization. Therefore an indirect solution needs to be chosen. For example,
by modification of the calculation algorithm, we could generate lower bits of the re-
sult separately, in order to prepare for dithering. However, this is cumbersome and
often dubious.

The situation is much better when the results are generated in an accumulator
with higher precision than that of the memory. If these excess bits are available, they
can be used, combined with dither, to decrease the quantization distortion. If the
excess bits are not directly available, usually there is a roundabout way to indirectly
obtain them, but these possibilities are typically not worth doing.

An additional observation that can be made is that the dither amplitude is usu-
ally at the LSB level. For digital dither, its resolution is certainly finer than the LSB
of storage. Therefore, the dither cannot be subtracted after quantization, since the
result would have again bits which cannot be stored. Consequently, in calculations
usually only non-subtractive dither can be used.

The use of this kind of dither causes the quantization noise of the hidden quan-
tizer ν to be uncorrelated with its input y. The independent dither is also uncorrelated
with y. Based on the theory of floating-point quantization, the floating-point quanti-
zation noise νFL and the dither at the floating-point quantizer output are uncorrelated
with each other and are both uncorrelated with the input x . Since the quantization
noise and the dither are both uniformly distributed between plus and minus one half
of a quantization step of the hidden quantizer, they contribute equally in the mean
square sense to the net distortion of the quantization process.

By dithering before rounding in floating-point arithmetic, we ensure that the
quantization noise is uncorrelated with the input x . The net distortion, the sum of the
quantization noise and the dither, will also be uncorrelated with the input x , and will
have a mean square value equal to twice that of the quantization noise alone. The
doubling of the distortion power is the price paid for uncorrelatedness between the
distortion and input x . Sometimes this is worthwhile.

The question is, could the doubling of the distortion power be avoided by sub-
tractive dithering? The answer is yes, but the standard mantissa length would need
to be increased. Contemplating this, one would probably be better off using a longer
mantissa and rounding, with or without dither.

Finally, we need to mention an important disadvantage of such dithered cal-
culations. If the dither is random or pseudo-random, the result of each calculation
becomes slightly random, depending on the dither values. This means that when
repeating the same calculation, the result may slightly differ. This makes the proper
testing of otherwise deterministic algorithms very difficult. Therefore, dither in arith-
metic calculations is not used in practice.
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19.10 THE USE OF DITHER IN NONLINEAR CONTROL
SYSTEMS

An important area of application for dither signals is to nonlinear feedback control
systems. Here, nonlinearity can appear as a result of quantization in digital control
systems, and it could result from sensors such as proximity detectors or shaft en-
coders. Nonlinearity could be in the form of a stairstep of uniform quantization, or
it could have the characteristics of on–off two-level (signum) error detectors used
in contactor control, or three or more level detectors. Hysteresis might be present.
Some of these characteristics are shown in Figs. 1.4–1.7.

Purposes of introducing dither into feedback control systems with nonlinearity
are, among others, linearization, stabilization, and elimination of “limit cycles” and
static offsets. Engineers have used dither for years, on an empirical basis, to “im-
prove” the behavior of nonlinear control systems. Now, with the theory to explain
the effects of dither and how to design it, dither can be used more effectively and
with greater confidence. The subject is discussed in Chapter 17.

19.11 SUMMARY

If the quantization noise ν has PQN-properties, the quantizer, a nonlinear device,
behaves in a statistical sense like a linear device. The quantizer is then a source
of additive noise whose statistical properties are known and fixed: mean = 0,
variance = q2/12, uncorrelated with the quantizer input x .

If the quantizer input x has a PDF that does not satisfy any of the quantizing
theorems, the quantization noise ν will not have properties like PQN. These proper-
ties can be obtained, if desired, by the addition of a suitably designed independent
dither signal d to the quantizer input.

When dither is added, the input to the quantizer is (x+d). The output is (x+d)′.
The quantizer output is the sum of quantizer input x , the quantizer noise ν, and the
dither d, i.e., (x + d)′ = x + ν + d. If the PDF of d satisfies QT I for example, the
sum (x + d) will automatically satisfy QT I. The CF of d will be bandlimited, and
the CF of (x + d), the product of the CFs, will be bandlimited at least to the same
extent, regardless of the properties of the quantizer input x . If the PDF of d does not
satisfy QT I but satisfies QT II, then the PDF of (x + d) will satisfy QT II, by similar
reasoning. In fact, since all of the quantizing theorems involve regions of zero-value
and zero derivatives for the CF of x , satisfaction of any of the quantizing theorems
QT I, QT II or QT III by the dither d will ensure satisfaction of the same quantizing
theorem by (x + d).

If dither d has a CF with a narrow enough bandwidth to satisfy QT I, then
its addition to x before quantization ensures that the quantizer input (x + d) will
have a CF with a narrow enough bandwidth to satisfy QT I. The addition of dither
to the quantizer input acts in a way that is analogous to lowpass filtering commonly
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used before signal sampling to prevent aliasing. The dither is an anti-alias filter for
quantization.

Dither can be designed to satisfy QT I or QT II only approximately, not per-
fectly. A Gaussian dither with σ > q/2 comes very close to perfection however.
With such a dither, the PQN model works almost perfectly. The quantization noise
ν has essentially zero mean, a variance of q2/12, and is uncorrelated with input x .
The total output noise (ν + d) is also essentially uncorrelated with input x . In fact,
if QT II were perfectly satisfied, the quantization noise ν would be independent of
x , and the total output noise (ν + d) would also be independent of x . The quantizer
would be “linearized” by the dither, and the PQN model would prevail.

If the quantizer input is a time series, a series of samples over time, a white
Gaussian dither with σ > q/2 would cause the quantization noise to have essentially
zero mean, a variance of q2/12, to be uncorrelated with input x , and to be an additive
independent white noise.

A sinusoidal dither whose zero-to-peak amplitude covers several quantum boxes,
although it would not have a PDF that satisfies any of the quantizing theorems, would
cause the quantization noise to have close to PQN properties.

A dither with a triangular PDF whose amplitude range covers ±q would per-
fectly satisfy QT III/B. Using this dither would cause ν to have mean of zero, a
variance of q2/12, and it would be uncorrelated with (x + d), d, and x . The total
noise (ν+d) at the quantizer output would be uncorrelated with x . From the point of
view of second-order moments, use of this dither would ensure that the quantization
noise ν would behave exactly like n of the PQN model.

When dither is added to the quantizer input, the total quantizer output noise is
equal to (ν + d). The disadvantage to using dither is that the total output noise in-
cludes d. When using a Gaussian dither whose standard deviation is q/2 for example,
the total output noise power is q2/12+q2/4 = q2/3, which is four times greater than
that of the quantization noise alone. When using a triangular dither whose amplitude
range is ±q for example, the total output noise power is q2/12 + q2/6 = q2/4,
which is three times greater than that of the quantization noise alone. The added
noise power at the quantizer output represents a significant price to pay for both of
these dithers.

In some cases, this additional output noise can be eliminated by subtracting the
same dither signal at the quantizer output that had been added in at the quantizer
input. The method is called “subtractive dither,” and was first proposed by Roberts
(1962). It should always be practiced when it is possible to do so. The method
removes the dither from the quantizer output. The dither then works like the catalyst
of a chemical process. It makes the process work better, but does not appear at the
process output.

The dither methodology developed for uniform quantization can be modified
for use with floating-point quantization. Dither can also be used in numerical floating-
point computation. Frequently, dither is used in nonlinear feedback control systems
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to achieve linearization or approximate linearization. The theoretical ideas about
dither that have been developed in this chapter could be very helpful in designing
dither signals for these and other applications. One could use the quantizing theo-
rems QT I, QT II, QT III, and QT IV to design dithers so that the quantization noise
would have desired physical and statistical properties. The most popular dithers are
Gaussian, sinusoidal, rectangular, and triangular.

19.12 EXERCISES

19.1 Assume that when recording for 16-bit storage on a CD, a dither triangularly distributed
in [−q, q] is used. What is the maximum SNR in this case? Theoretically, can an SNR
of 96 dB be reached for 16-bit fixed-point representation, using dither?

19.2 The input range of an eight-bit A/D converter (7 bits + sign) is ±1 V. A DC voltage
between ±0.5 V is to be measured, the desired accuracy is ±1 mV. Let us suppose that
the A/D converter can be well modeled by an ideal uniform quantizer. Use a Gaussian
dither.

(a) Determine the required minimum standard deviation of the dither, if the mean of
the quantization error is to be kept smaller than 0.5 mV.

(b) Using the dither determined in part (a), how many independent samples of the
quantizer output need to be averaged so that the maximum error within the 95%
confidence interval is not larger than 0.5 mV?

19.3 An unknown signal is quantized using a a dither which is a sum of three independent,
uniformly distributed variables whose range is ±q each.

(a) Which moments of ξ = (d + ν) are equal to the corresponding moments of
(n + d)?

(b) Which joint moments of ξ = (d + ν) with x and d correspond to joint moments
of (d + n) with x or d?
Hint: use the joint CFs of x and� , and d and� , respectively, available from the
web address
http://www.mit.bme.hu/books/quantization/.

19.4 The input signal x satisfies the conditions of QT IV/A. What can we say about ν and
about ξ = d + ν? What can we say if d satisfies QT IV/A, but x not?

19.5 Let a dither be generated with the PDF given in Fig. E3.12.1 of Exercise 3.12 (page 55).
For which values of q is the dither zero-order, for which values is it first-order?

19.6 Let a dither be generated with the PDF given in Fig. E3.13.1 of Exercise 3.13 (page 55).
For which values of q is the dither zero-order, for which values is it first-order?

19.7 Consider the dither PDFs given in Fig. E19.7.1(a)–(d). What is the order of the dither
generated with these PDFs? For which values of q is the dither zero-order, for which
values is it first-order? Give the expressions of the dither CFs.

19.8 Determine the characteristic function of the quantized output variable (x + d)′,
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Figure E19.7.1 Probability density functions of dithers to analyze.

(a) starting from the CF of the quantizer output without dither, given by Eq. (4.11),

(b) starting from the joint CF given by Eq. (19.4),

(c) starting from the joint CF given by Eq. (19.17).

19.9 Prove that for first-order dither, d and ν are uncorrelated.

19.10 Prove that for independent first-order dither, var{(x + d)′} = var{x} + var{d} + q2/12.

19.11 If x is uniformly distributed in (−q/2, q/2), and d is also uniformly distributed in
(−q/2, q/2), the sum x + d fulfills QT III/B, although d is only zero-order (it is not
first-order).

(a) Is the quantization noise ν = (x + d)′ − (x + d) independent of x? Are they
correlated?

(b) Is ν independent of d? Are they correlated?

(c) Is ν independent of x + d? Are they correlated?

(d) Which moments of ξ = d + ν are functionally independent of x?

19.12 Assume that the PDF of x can be written as the weighted sum of two shifted PDFs:

fx (z) = 0.5g(z)+ 0.5g(z + q/2) , (E19.12.1)

where g(z) is a PDF, and the dither is uniform in (−q/4, q/4).

(a) Determine which of the QTs for dither (QTD III, or QTD IV, or QTSD, or
GQTSD) are fulfilled.

(b) Which QT is fulfilled by x + d?

(c) Determine the PDF of the quantization noise ν = (x + d)′ − (x + d).

(d) Is the quantization noise ν independent of x? Are they correlated?

(e) Is ν independent of d? Are they correlated?

(f) Is ν independent of x + d? Are they correlated?

(g) Which moments of ξ = d + ν are functionally independent of x?

(h) Determine the PDF of ξ = d +ν for x binary with equal probabilities at (0, q/2),
furthermore at (q/4, 3q/4).

(i) Determine the CF of ξ = d + ν for these cases.
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19.13 For input x like in Eq. (E19.12.1), and a dither with trapezoidal PDF (Fig. E19.13.1):

fd(z) =
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Figure E19.13.1 Trapezoidal PDF.

repeat the questions (c)-(h) of Exercise 19.12.

19.14 Assume that the PDF of x can be written as the sum of three shifted PDFs:
fx (z) = 0.25g(z − q/2)+ 0.5g(z)+ 0.25g(z + q/2) , (E19.14.1)

where g(z) is a PDF, and the dither is triangular in (−q/2, q/2). Repeat the questions
of Exercise 19.12.

19.15 A dither signal satisfies QT IV/B but not QT IV/A. What is assured by the theory?

19.16 Roberts (1962) has introduced a global measure of the distortion of the quantizer with
subtractive dither, the so-called D-factor. This is defined as

D = E{(x − E{(x ′ − d)|x})2} . (E19.16.1)

This is a nonnegative measure of the quantizer distortion with subtractive dither, and
it becomes zero exactly when the resulting quantization noise ν is unbiased. Schuch-
man (1964) has shown that this statement is equivalent to the conditions for QTSD
(page 508), therefore the measurement of the quantity D can be used to check for
fulfillment of QTSD. Prove this statement.

19.17 At the website of the book, you can find the image einstein.tif. Do all of the
following:

(a) Read the image into MATLAB and quantize it uniformly to 8 representative lev-
els. Evaluate the mean squared error between the original image and the quan-
tized image.

(b) Generate random noise uniformly distributed over [−d/2, d/2], where d is the
step size for the quantization in part (a), and add this noise to the original im-
age. What is the mean squared error between the original image and the dithered
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image? Quantize this dithered image uniformly to 8 representative levels. Also,
evaluate the mean squared error between the original and the dithered and quan-
tized image.

(c) In which case, part (a) or part (b), do you get a higher mean squared error? In
which case, part (a) or part (b), is the subjective quality of the quantized image
better? Explain your answers briefly.

(d) The matrix ⎡⎢⎣ 1 2 1

2 4 2

1 2 1

⎤⎥⎦ (E19.17.1)

is a 2-D lowpass filter kernel. Filter the quantized image from (a) using this
kernel. Also filter the dithered and quantized image from (b) using this kernel.
Evaluate the mean squared error with respect to the original image for both. What
effect does the lowpass filtering have, in this case, on subjective quality?
Hint: Use the following code for filtering an image:

kernel = [1 2 1; 2 4 2; 1 2 1];
kernel = kernel/sum(sum(kernel));
img_filt = conv2(img, kernel);
img_filt = img_filt(2:(size(img_filt,1)-1),...

2:(size(img_filt,2)-1));

19.18 Derive the equivalent of Sheppard’s first 4 corrections (express the moments of x) with
independent zero-mean non-subtractive dither applied which satisfies the PQN model.

19.19 Prove that with independent dither triangularly distributed between ±q, the quantiza-
tion noise ν is orthogonal to and uncorrelated with d, regardless of the nature of x , and
furthermore, ν is orthogonal to and uncorrelated with x .

19.20 Verify, by Monte Carlo simulation, Eqs. (19.39), (19.40), and (19.43).

19.21 Using Gaussian and sinusoidal dithers, with various input signals x , check by Monte
Carlo simulation how closely the PQN model fits the experimental data regarding the
joint moments of x , d , ξ = d + ν, and ν. Specifically, q = 1,

(a) Gaussian dither, µ = 0, σ = q,
(b) sinusoidal dither, µ = 0, App = 15q,

for signal

(i) constant x , with value x = 0.3q,
(ii) sinusoidal x , µ = 0.1q , App = 0.3q,

(iii) uniform x , µ = 0.2q , App = q,

check the moments E{dξ}, E{ν}, E{xν}.
19.22 Suppose that, as in Section 19.7 (page 504), each of the individual dither signals

d1, d2, ..., dN meets the conditions for QT II. Show that the quantization noises
ν1, ν2, ..., νN are independent of each other, regardless of the nature of the inputs
x1, x2, ..., xN as long as the dither signals are independent of these inputs.
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19.23 Prove that if the dithers di , and d j satisfy the multidimensional QT IV/A, νi and ν j are
uncorrelated with xi and x j respectively, and that νi and ν j are uncorrelated with each
other.

19.24 Verify by computer simulation that with triangular independent dithers distributed be-
tween ±q , ν1 and ν2 are uncorrelated with x1, x2, d1, and d2, for x1 and x2 being
input time series signals as in Exercise 19.21, even if x1 = x2. Examine cov{x1, ν2},
cov{d1, ν1}, and cov{d2, ν1}.

19.25 Explain why the statement following Eq. (19.13): “since x and n are statistically in-
dependent, x and ν are also statistically independent and ν is uniformly distributed
between ±q/2” is true, and discuss the form of �x,ν(ux , uν).

19.26 Assume that for numbers equal to (integer+0.5)q, an independent dither uniformly dis-
tributed in (−q/2, q/2) is added, and afterwards, convergent rounding (see page 396)
is implemented. Describe the behavior of ν, E{ν|x}, E{ξ |x}, E{ν2|x}, and E{ξ2|x}, for
x uniformly distributed on the discrete values {(k + 0.5)q}, k = 1, 2, ..., N .

19.27 Prove the statement (Autocorrelation Function of ξ at Nonzero Lag Values), given on
page 505.

19.28 The distance of the Moon from the Earth can be determined by radar echo measure-
ments (John H. DeWitt, Jr, Jan. 1946, Zoltán Bay, Feb. 1946). However, these echoes
are very weak, thus the noise buries them.

In order to improve the SNR, a pseudo-code can be emitted, and the two-way travel
time can be determined by crosscorrelation of the pseudo-code to the noisy echo re-
ceived from the moon.

Simulate the correlation-based experiment, using the following data.

The average Earth–Moon distance is about D = 385 000 km. Therefore, the estimated
delay is about 2D/c ≈ 2.56 s.

The radar signal of 100 MHz is switched on and off according to a pseudo-random
binary signal (Godfrey, 1993) of length N = 210 − 1 = 1023. The clock frequency of
the binary signal is fc = 10 Hz.

Received power as a function of time is calculated, anti-alias filtered, then sampled.
At the output of the bandpass receiver (	 f/ f0 ≈ 0.01), the noise is white Gaussian.
The estimated SNR (calculated with respect to signal power with “signal on”) is about
−20 dB. This means that the received signal is very noisy, but, on the other hand, this
noise acts like dither, allowing detection of the signal even with very rough quantiza-
tion.

The sampling frequency is fs = 1 kHz. Cross-correlation is determined with the input
binary signal.

Determine by simulation whether with 8-bit ADC (input range: ±3σ around the ap-
proximate value of the power to be sampled), crosscorrelation is usable to detect the
distance of the Moon. If there any difference if quantization of the received noisy signal
is made rough, to 4-level, or to 3-level, or even to 2-level? Why do these also work?

19.29 Prove that if a discrete dither has a distribution symmetric to zero, and has values only
on the grid kqd (or at least on the grid kqd/2), with k = 0,±1,±2, . . ., it is true for



19.12 Exercises 527

the derivative of its characteristic function that �̇d

(
λ 2π

qd

)
= 0, for λ = ±1,±2, . . ..

Note: these derivative values appear in Eq. (J.4). Examples: distributions shown in
Fig. J.4(a)–(c) (Appendix J, page 693).

19.30 (a) Determine the variances of the dithers defined in Fig. J.2(a)–(c) (page 691) in the
amplitude domain.

(b) Determine the characteristic functions of the dithers defined in Fig. J.2(a),(c).
(Notice that the distribution in Fig. J.2(c) is a convolution of the distribution
shown in Fig. J.2(b) and of the binary distribution8 at ±qd/2.)

(c) Do the CFs exactly fulfill condition (J.1) for r = 1?

(d) Use the CFs for an alternative determination of the variances.

19.31 (a) Determine the variances of the dithers defined in Fig. J.4(a)–(c) (page 693) in the
amplitude domain.

(b) Determine the characteristic functions of the dithers defined in Fig. J.4(b),(c).
(Notice that the distribution in Fig. J.4(b) is an convolution of the distributions il-
lustrated in Fig. J.2(b) and Fig. J.2(c), furthermore that the distribution in Fig. J.4(c)
is an autoconvolution of the distribution of Fig. J.2(c).)

(c) Do the CFs exactly fulfill condition (J.1) for r = 2?

(d) Define in what sense are the CFs for Fig. J.4(b),(c) similar to the characteristic
function (J.8).

(e) Use the CF for an alternative determination of the variances. Compare the results
with the ones for part (a).

19.32 QTDD (see page 686) assures that the moments of ξ can be made functionally inde-
pendent of x , but does not guarantee their values.

(a) Assume that a triangular digital dither of Fig. J.4(a) is applied. Determine the
value of the moment E{ξ2} by

i. theoretical calculations, and/or
ii. by numerical summation of the probabilities, for L = 3, and/or

iii. by Monte Carlo, for L = 3 (e.g. use roundrand, page 713).

and give its difference from the theoretical value 3q2/12.

For each case, determine the maximum possible deviation from the above value,
caused by deterministic roundoff of the quantizer input values (k +0.5)q, exactly
in the midpoint between two representable numbers.

(b) Repeat the questions in (a) for the dither of Fig. J.4(b).

(c) Repeat the questions in (a) for the dither of Fig. J.4(c).

19.33 Devise simple means to generate dithers illustrated in

(a) Fig. J.2(a)–(c) (page 691),

(b) Fig. J.4(a)–(c) (page 693).

8Binary distribution is binomial distribution with n = 1, see Section 3.7, page 47.
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19.34 Determine simple approximations of the errors of the corrected first and second mo-
ments when approximately normally distributed digital dither is applied (normally dis-
tributed dither with µ = 0, and σ = q is quantized with a uniform midtread quantizer
with quantum step qd), with 2L = q/qd = 16:

(a) when x has a continuous distribution, like exponential, with λ = 1/q;
(b) when x is representable on the grid kqd.

19.35 The dither in Fig. J.2(a) (page 691) is asymmetric to the vertical axis (the mean value
is −qd). We try to make it symmetric by deleting the value at −q/2, and increasing the
probabilities of the other values accordingly.

(a) What do you think, why is this dither not recommended in the book?
(b) Determine the characteristic function of the dither. Does this CF fulfill condition

(J.1) for r = 1?
(c) Determine the dependence of the error of the first moment on the discrete values

x = kqd, and on x when it has continuous value.
(d) Can this “chopped” dither be used as dither?

19.36 Assume that for numbers equal to (integer + 0.5)q, an independent digital dither as
shown in Fig. J.2(b) is added with qd = q/4, and afterwards, either rounding towards
zero (see page 12), or convergent rounding (see page 396) is implemented. Describe
the behavior of ν, E{ν|x}, E{ξ |x}, E{ν2|x}, and E{ξ2|x}, for x uniformly distributed on
the discrete values {(k + 0.5)q}, k = 1, 2, ..., N .

19.37 Determine the conditional CF �ν|x (u), and use this for the proof of GQTSD (see the
Addendum on this book’s website):

General Quantizing Theorem for Subtractive Dither (GQTSD)
If in dithered quantization

dm
�d(ud)

dum
d

∣∣
ud =l

= 0 (E19.37.1)

for m being a nonnegative integer, and l = ±1,±2, . . ., then

E{x tx dmνtν } = E{x tx dmntν }
for tx = 0, 1, . . . , and tν = 0, 1, . . .

19.38 Starting from the joint characteristic function:

�x,d,ν (ux , ud , uν)

=
∞∑

l=−∞
�x (ux + l)�d(ud + l) sinc

(
q(uν + l)

2

)
, (E19.38.1)

prove the following equation:

�x,d,ξ
(
ux , ud , uξ

) =
∞∑

l=−∞
�x (ux + l)�d(ud + uξ + l) sinc

(
q(uξ + l)

2

)
.

(E19.38.2)



Chapter 20

Spectrum of Quantization Noise
and Conditions of Whiteness

When the input to a quantizer is a sampled time series represented by x1, x2, x3, . . . ,
the quantization noise is a time series represented by ν1, ν2, ν3, . . . Suppose that the
input time series is stationary and that its statistics satisfy the conditions for multi-
variable QT II (it would be sufficient that two-variable QT II conditions were satisfied
for x1 and x2, x1 and x3, x1 and x4, and so forth, because of stationarity). As such,
the quantization noise will be uncorrelated with the quantizer input, and the quanti-
zation noise will be white, i.e. uncorrelated over time. The PQN model applies. The
autocorrelation function of the quantizer output will be equal to the autocorrelation
function of the input plus the autocorrelation function of the quantization noise.

Fig. 20.1(a) is a sketch of an autocorrelation function of a quantizer input signal.
Fig. 20.1(b) shows the autocorrelation function of the quantization noise when the
PQN model applies. Fig. 20.1(c) shows the corresponding autocorrelation function
of the quantizer output.

Corresponding to the autocorrelation functions of Fig. 20.1, the power spectrum
of the quantizer output is equal to the power spectrum of the input plus the power
spectrum of the quantization noise. This spectrum is flat, with a total power of q2/12.

When it is known that the PQN model applies perfectly or otherwise applies
to a very close approximation, one can infer the autocorrelation function and power
spectrum of the quantizer input from knowledge of the autocorrelation function and
power spectrum of the quantizer output, since the autocorrelation function and power
spectrum of the quantization noise are known, these only need to be subtracted.

Spectral analysis of quantization is very simple when the quantization noise
is white and uncorrelated with the quantizer input signal. We will present methods
for determining the whiteness condition based on the multivariable characteristic
function of the quantizer input. Other methods for doing this exist in the literature,
and it is the purpose of this chapter to to explore these methods, and in some cases,
to enhance them.
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k, lag

Rνν(k)

q2

12

(b)

E{x2}
k, lag

Rxx (k)

(a)

E{x2} + q2

12

k, lag

Rx ′x ′(k)

(c)

Figure 20.1 Autocorrelation functions when the PQN model applies: (a) input autocorre-
lation function, (b) quantization noise autocorrelation function, (c) output autocorrelation
function.

20.1 QUANTIZATION OF GAUSSIAN AND SINE-WAVE
SIGNALS

In this chapter the spectra of the quantized signal and of the quantization noise will
be examined. For this, the correlation functions and the power spectral density (PSD)
functions will be examined.

In order to obtain an overall impression about the spectral behavior of a quan-
tized signal and quantization noise, let us consider two examples: quantization of a
bandlimited Gaussian signal and of a sine wave.

Example 20.1 Quantization of a Bandlimited Gaussian Signal
A bandlimited Gaussian signal may be quantized by a rather rough quantizer, as
illustrated in Fig. 20.2. The quantum size q as shown is approximately equal to
the standard deviation σ of the input signal.

The most important difference between the shapes of x(t) and that of x ′(t) and
ν(t) is that the latter two contain many discontinuities. It is known from signal
theory that discontinuities in the time function result in a relatively broad and
slowly decaying spectrum.

The sparsely sampled version of the quantization noise ν(ti1) in Fig. 20.2(c)
consists of seemingly independent (that is, uncorrelated) samples. Uncorrelated
samples correspond to a white spectrum. Thus, if sampling is not too dense,
whiteness may be a reasonable assumption.

Uncorrelatedness of the samples depends on the density of sampling. When
sampling is denser, the samples are obviously correlated, as in Fig. 20.2(d).
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(a)

(b)

(c)

(d)

t

t

tk1

tk2

x(t)

ν(t) = x ′(t)− x(t)

ν(tk1)

ν(tk2)

x(t) x ′(t)

q

0

0

0

0
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−2q

−3q

q
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q
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− q
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Figure 20.2 Quantization of a bandlimited Gaussian signal: (a) the input
signal x(t) and the quantized signal x ′(t); (b) the quantization noise ν(t);
(c) sampled quantization noise, sparse sampling; (d) sampled quantization
noise, dense sampling.

Example 20.2 Uniform Quantization of a Sine Wave
In Fig. 20.3 a sine wave of amplitude A is quantized using a quantum size q =
A/3.5. It is clear that both x ′(t) and ν(t) are periodic, and, consequently, their
spectra are discrete. Spectral broadening in the quantization noise means in this
case that an infinite number of harmonics are produced, with a total power of
about q2/12.

Furthermore, though the samples of ν(t) do not exhibit a clear interdependence,
periodicity yields a discrete spectrum, thus whiteness in the strict sense certainly
does not hold. We will see instead that the power of the harmonics in a not too
narrow frequency band, selected between 0 and the sampling frequency fs/2, is
more or less proportional to the bandwidth. This is also a kind of “whiteness”.

In this chapter the above observations are investigated in detail. First, the possibil-
ities for an exact mathematical treatment will be discussed, then some results from
the literature will be summarized. Either the power spectral density (PSD) function
or the autocorrelation function will be examined. They contain the same information
since they are Fourier transforms of each other:



532 20 Spectrum of Quantization Noise and Conditions of Whiteness
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Figure 20.3 Quantization of a sine wave: (a) the input signal x(t) and
the quantized signal x ′(t); (b) the quantization noise ν(t); (c) sampled
quantization noise, sparse sampling; (d) sampled quantization noise, dense
sampling.

S( f ) = F{R(τ )} . (20.1)

After this, a more practical approach is used to develop simple approximate formulas
for design purposes. The aim is to derive expressions that enable the estimation of
the impact of quantization on signal spectra, in order to promote the proper design
of measurement, control, and signal-processing systems.

20.2 CALCULATION OF CONTINUOUS-TIME CORRELATION
FUNCTIONS AND SPECTRA

20.2.1 General Considerations

When dealing with spectra, in some derivations we deal with the PSD of x ′(t), in
others with the PSD of ν(t). In most cases this is not of great consequence, since
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Rx ′x ′(τ )= E{x ′(t)x ′(t + τ)} = E
{(

x(t)+ ν(t)
)(

x(t + τ)+ ν(t + τ)
)}

= Rxx (τ )+ Rνν(τ )+
(

Rxν(τ )+ Rνx (τ )
)

(20.2)

and thus

Sx ′x ′( f ) = Sxx ( f )+ Sνν( f )+
(

Sxν( f )+ Sνx ( f )
)
. (20.3)

When x and ν are uncorrelated, and the mean value of ν is zero, that is, the PQN
noise model is valid, the last term vanishes both in Eq. (20.2) and in Eq. (20.3), thus
Sx ′x ′( f ) and Sνν( f ) depend only on each other, since Sxx ( f ) is given. In the case
of correlated x and ν, Sx ′x ′( f ) cannot be obtained by simple addition of Sxx ( f ) and
Sνν( f ).

Before going into details, two very general results will be presented. First, if the
quantization noise is uniformly distributed, that is, either QT I or QT II or QT III/A
is satisfied, the variance of the quantization noise, that is, the integral of its power
spectral density is known, and depends on q only:

∞∫
−∞

Sνν( f ) d f = Rνν(0) = var{n} = q2

12
. (20.4)

Second, since x ′(t) contains a series of finite discontinuities (“jumps”), the en-
velope of its Fourier transform (if this exists) vanishes for f → ∞ as O(1/ f )
(Bracewell, 1986, pp. 143–146). Similarly, the envelopes of Sx ′x ′( f ) and Sνν( f )
vanish as O(1/ f 2).

Example 20.3 Power Spectral Density of a Random Bit Sequence
A random bit sequence is a stochastic process which may change its sign at
equidistant time instants T (see Fig. 20.4). One can show that the autocorrelation

t

x(t)

TTTTTTTTTTT

1

−1

Figure 20.4 Random bit sequence.

function of the random bit sequence has the following form:

Rxx (τ ) =
⎧⎨⎩
(

1 − |τ |
T

)
, if |τ | < T

0 elsewhere.
(20.5)
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The power spectral density is the Fourier transform of the autocorrelation func-
tion:

Sxx ( f ) = F {Rxx (τ )} = T

(
sin(π f T )

π f T

)2

. (20.6)

Sxx ( f ) vanishes like O(1/ f 2), as it is expected.

Example 20.4 Power Spectral Density of a Random Telegraph Signal
The random telegraph signal is a binary (two-valued) stochastic process where
the time instants of changes of the sign form a Poisson point process (that is, in
any time interval the number of changes of the sign is a random variable with
Poisson distribution). A time record is shown in Fig. 20.5. Let us determine the
power spectral density function.

t

x(t)

1

−1

Figure 20.5 Random telegraph signal.

First the autocorrelation function will be calculated. The result of the multipli-
cation of two samples can be ±1:

• x(t)x(t + τ) = 1 if in the interval τ the number of sign changes was even.

The probability is p1 =
∞∑

k=0
P2k(τ ), where P2k(τ ) is the probability of

having exactly 2k changes of sign in the interval τ .

• x(t)x(t + τ) = −1 if in the interval τ the number of sign changes was odd.

The probability is p−1 =
∞∑

k=0
P2k+1(τ ).

From the above expressions,

Rxx (|τ |)= (1) · p1 + (−1) · p−1

=
∞∑

k=0

(
(λ|τ |)2k

(2k)!
− (λ|τ |)

2k+1

(2k + 1)!

)
e−λ|τ |

=
∞∑

n=0

(−1)n
(λ|τ |)n

n!
e−λ|τ |

= e−2λ|τ | . (20.7)
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The PSD is the Fourier transform of the autocorrelation function:

Sxx ( f ) = F{Rxx (τ )} = 4λ

4λ2 + (2π f )2
. (20.8)

The power spectral density function vanishes like O(1/ f 2), as was expected
from the jumps in the time record.

20.2.2 Direct Numerical Evaluation of the Expectations

It is possible to give mathematically correct general formulas for the correlation func-
tions and the spectra. Let us introduce the following notation (see also Fig. 20.6):

• Q(x) is the quantization characteristic: x ′ = Q(x)

• Qν(x) is the quantization noise characteristic: ν = Qν(x)

• f (x1, x2, τ ) is the joint probability density function of x(t) and x(t + τ), where
x(t) is a stationary random process.

(a)

(b)

x

x

x ′ = Q(x)

q

−q

q
2

− q
2

q
2

− q
2

ν = Qν(x)

Figure 20.6 Quantizer characteristics of a rounding quantizer: (a) characteristic of the
input–output quantizer; (b) characteristic which generates the quantization noise from the
input.

Using this notation, the correlation functions are by definition
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Rx ′x ′(τ ) = E
{

Q
(

x(t)
)

Q
(

x(t + τ)
)}

=
∞∫

−∞

∞∫
−∞

Q(x1)Q(x2) f (x1, x2, τ ) dx1 dx2 ,

(20.9)

Rνν(τ ) = E
{

Qν
(

x(t)
)

Qν
(

x(t + τ)
)}

=
∞∫

−∞

∞∫
−∞

Qν(x1)Qν(x2) f (x1, x2, τ ) dx1 dx2 .

(20.10)
The spectra can be obtained by Fourier transformation of the above expressions.

These expressions are theoretically correct. However, closed-form results usu-
ally do not exist because of the nonlinearity of Q and Qν . Therefore, their analytic
evaluation can be troublesome.

Computer evaluation seems to be more hopeful because Q is piecewise constant
and Qν is piecewise linear. The power of PQN (Eq. (20.4)) can be used to check the
quality of approximations and numerical calculations. However, special care should
be taken when evaluating Eq. (20.9) or Eq. (20.10) for τ = 0: f (x1, x2, τ = 0) is a
Dirac impulse sheet. Direct numerical computation may only be performed on the
basis of Eq. (20.9) and Eq. (20.10) for τ �= 0, otherwise these equations must be
modified as:

Rx ′x ′(0) =
∞∫

−∞
Q2(x) f (x) dx , (20.11)

and similarly,

Rνν(0) =
∞∫

−∞
Q2
ν(x) f (x) dx . (20.12)

Nevertheless, since the computation is three-dimensional (two independent variables
and the parameter τ ), it may need much computing effort. Moreover, numerical
results are generally appropriate for the purpose of analysis. To obtain usable results,
restrictions (special distribution, special form of spectra, etc.) and approximations
have to be introduced for well-defined cases.

20.2.3 Approximation Methods

Approximations are usually based on one of two key ideas.
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Approximation Based on the Characteristic Function

The first one makes use of the fact that correlation, as a second-order joint moment,
can be obtained from the joint characteristic function:

R(τ ) = 1

j2

∂2�(u1, u2, τ )

∂u1∂u2

∣∣∣∣∣
u1=u2=0

, (20.13)

where

�(u1, u2, τ ) =
∞∫

−∞

∞∫
−∞

f (x1, x2, τ ) e j (u1x1+u2x2) dx1 dx2 . (20.14)

Equation (20.13) can be applied to the quantized signal or to the quantization noise
(see Eqs. (8.23) and (9.4), respectively). From these expressions, the desired mo-
ments can be obtained for a rounding quantizer (Sripad and Snyder, 1977):

Rx ′x ′(τ )= Rxx (τ )

+ q

2π j

∞∑
l1=−∞

l1 �=0

∂ �xx

(
2πl1

q , u2, τ
)

∂u2

∣∣∣∣∣
u2=0

(−1)l1

l1

+ q

2π j

∞∑
l2=−∞

l2 �=0

∂ �xx

(
u1,

2πl2
q , τ

)
∂u1

∣∣∣∣∣
u1=0

(−1)l2

l2

+ q2

4π2

∞∑
l1=−∞

l1 �=0

∞∑
l2=−∞

l2 �=0

�xx

(
2πl1

q
,

2πl2
q
, τ

)
(−1)l1+l2+1

l1l2
,(20.15)

and

Rνν(τ ) = q2

4π2

∞∑
l1=−∞

l1 �=0

∞∑
l2=−∞

l2 �=0

�xx

(
2πl1

q
,

2πl2
q
, τ

)
(−1)l1+l2+1

l1l2
. (20.16)

Eqs. (20.15) and (20.16) usually cannot be given in closed form, but the higher-order
terms in the infinite sums are often negligible (depending on the form of the CF), and
an approximate closed form can be obtained.
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Approximation Based on the Modulation Principle

The noise spectrum can directly be obtained as follows (Claasen and Jongepier,
1981). The quantization noise as a function of the signal amplitude (see Fig. 20.6(b))
can be developed into a Fourier series. For a rounding quantizer,

Qν(x) = q

π

∞∑
n=1

(−1)n
sin

(
2πnx

q

)
n

. (20.17)

Since x = x(t) is a time function, Eq. (20.17) is a sum of phase-modulated sine
waves. This phase modulation is usually wide-band, since the signal amplitude is
generally larger than q. The spectrum can be approximated as follows. Each term
can be expressed with the PDF of the derivative of the signal x(t) (Claasen and
Jongepier, 1981),

Sνν( f ) ≈ q2

π2

∞∑
n=1

1

2n2

fẋ
(

f q
n

)
d
(

f q
n

)
d f

≈ q3

2π2

∞∑
n=1

fẋ
(

f q
n

)
n3

. (20.18)

The quality of approximation depends on the signal shape (Peebles, 1976, pp. 238–
246).

20.2.4 Correlation Function and Spectrum of Quantized Gaussian
Signals

For Gaussian signals several methods can be used. We will discuss five different
approaches. We will need the PDF and CF of two jointly normal random variables,
given in Appendix F.3.

Bennett’s Direct Analysis

Bennett (1948) dealt with zero mean Gaussian signals. He accomplished a rather
lengthy derivation for rounding quantizers, by directly evaluating Eq. (20.10). He
obtained the following expression:

Rνν(τ )= σ 2
x
γ

π2

∞∑
n=1

1

n2
e− 4n2π2

γ sinh

(
4n2π2ρ(τ)

γ

)

+ σ 2
x
γ

π2

∞∑
n=1

∞∑
m=1

n �=m

1

m2 − n2
e− 4(m2+n2)π2

γ sinh

(
−4(m2 − n2)π2ρ(τ)

γ

)
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− σ 2
x
γ

π2

∞∑
n=1

∞∑
m=1

n �=m

1

(m − 0.5)2 − (n − 0.5)2
e−

4

(
(m−0.5)2+(n−0.5)2

)
π2

γ

× sinh

⎛⎝−
4
(
(m − 0.5)2 − (n − 0.5)2

)
π2ρ(τ)

γ

⎞⎠ , (20.19)

where ρ(τ) = Rxx (τ )/Rxx (0) and γ = q2/σ 2
x .

The complicated formula in Eq. (20.19) can be well approximated, noticing
that |ρ| ≤ 1, and usually γ � 1. The value of Rνν(τ ) significantly differs from zero
only if |ρ| ≈ 1. Let us determine an approximation for ρ ≈ 1:

Rνν(τ ) ≈ σ 2
x
γ

2π2

∞∑
n=1

1

n2
e−4n2π2(1−ρ)

γ . (20.20)

Note that Eq. (20.20) gives the values of Rνν(τ ) as a function of ρ (or of Rxx (τ )). Its
behavior is illustrated in Fig. 20.7, for

√
γ = q/σx = 1/16, exhibiting a strikingly

rapid decrease as ρ moves away from 1. As a consequence of this behavior, the
autocorrelation function of ν(t) will be much sharper at τ ≈ 0 than that of x(t), and
this corresponds to a much broader spectrum. We will come back to this observation
later.
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Figure 20.7 Correlation of quantization noises (“errors”) as a function of the correlation
coefficient of the signal samples. 27q ≈ 2 · 4σx → q ≈ σx/16. After Bennett (1948).
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Example 20.5 Spectrum of the Quantization Noise of a Bandlimited Gaussian
Signal
Equation (20.20) can be used to obtain the spectrum of the bandlimited white
noise, substituting the first two terms of the power series expansion (τ ≈ 0 since
ρ ≈ 1),

ρ(τ) = sin(2πBτ)

2πBτ
= 1 − (2πBτ)2

3!
+ · · · , (20.21)

where B is the bandlimit of the input signal.

The result is as follows:

Sνν( f ) ≈ q2

4π3 B

√
3γ

2π
η

(
3γ f 2

8π2 B2

)
, (20.22)

where

η(y) =
∞∑

n=1

e−y/n2

n3
. (20.23)

Figure 20.8 illustrates the spectra obtained from Eq. (20.22) for some values of
γ . The curves are parametrized by the bit number of the A/D converter: by
setting the input range equal to (−4σx , 4σx ), the bit number can be expressed as
b = log2(8σx/q).

Application of the Characteristic Function Method

An alternative form of the correlation of the quantization noise was obtained for zero
mean Gaussian signals by Sripad and Snyder (1977) by using Eq. (20.16):

E{ν1ν2} = q2

π2

∞∑
l1=1

∞∑
l2=1

(−1)l1+l2

l1l2
e
−2π2 σ

2
x

q2 (l
2
1+l2

2) sinh

(
4π2l1l2ρσ 2

x

q2

)
, (20.24)

To prove the equivalence of formulas (20.19) and (20.24), consider the single sum in
Eq. (20.19) as a special case of the first double sum with m = 0, and write both sums
into a form where the indices run from −∞ to ∞. By the following substitutions: in
the first double sum l1 = m + n, l2 = m − n; in the second one l1 = m + n − 1,
l2 = m − n, thus Eq. (20.24) is obtained. The equivalence of the different terms is
illustrated in Fig. 20.9. The figure highlights the method by which Bennett (1948)
summed the terms in his three sums, and shows why the sum of Sripad and Snyder
(1977) is much simpler.
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Figure 20.8 Quantization noise spectra of a bandlimited Gaussian signal
(after (Bennett, 1948)). Frequency unit: bandwidth B of the original signal.
Power unit: mean signal power (σ 2). The interval (−4σx , 4σx ) is equal to
the input range of the A/D converter.

Analysis of the Autocorrelation Function of the Noise

Katzenelson (1962) obtained the same results by investigating the autocorrelation
function. He made use of Eqs. (20.13) and (8.23), with the assumption that the
conditions of QT II are approximately fulfilled. Accordingly,

Rνν(τ ) ≈ Rx ′x ′(τ )− Rxx (τ ) (20.25)

may be used.1

By using the joint CF of the two-dimensional normal distribution (see Eq. (F.17)),
he obtained Eq. (20.20) for ρ ≈ 1. He suggested the following approximation for
this expression:

Rνν(τ ) ≈ q2

2π2

∞∑
k=1

1

k2
e
−4n2π2(1−ρ(τ)) σ2

x
q2 ≈ q2

12
e
−4π2(1−ρ(τ)) σ2

x
q2 . (20.26)

1It is possible to make the first steps of his derivation exact, using Eq. (20.13) and (8.23). However,
the infinite sum will need to be approximated in any event, and the final result will be the same.
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Figure 20.9 Illustration of the equivalence of the infinite sums (20.19) and (20.24):
◦ = terms of the simple sum in (20.19); • = terms of the first double sum in (20.19);
× = terms of the second double sum in (20.19).

The last expression can be obtained by realizing that for ρ ≈ 1 the exponentials in
the first few terms of the sum in Eq. (20.26) are all approximately equal to one, and
that the following sum converges rapidly:

∞∑
k=1

1

k2
= π2

6
. (20.27)

Series Representation of the Joint Normal PDF

For Gaussian signals there is still another possibility to compute spectra, based on
(Amiantov and Tikhonov, 1956). Based on their work, Velichkin (1962) used the
following series representation of the two-dimensional Gaussian probability density
with zero mean:

fx1,x2
(x1, x2) =

∞∑
k=1

dk fx1
(x1)

dxk
1

dk fx2
(x2)

dxk
2

ρk

k!
σ 2k

x . (20.28)

This formula can be proved e.g. by using Price’s theorem (Papoulis, 1991, p. 161).
From Eqs. (20.28) and (20.9), by using ρ(τ)kσ 2k

x = Rk
xx(τ ), and assuming a station-

ary input signal (fx1
(x) = fx2

(x) = fx (x)),
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Rx ′x ′(τ ) =
∞∑

k=1

⎛⎝ ∞∫
−∞

Q(x)
dk fx (x)

dxk
dx

⎞⎠2

Rk
xx (τ )

k!
=

∞∑
k=1

Ak

σ 2k
x

Rk
xx (τ ) , (20.29)

and

Sx ′x ′( f ) =
∞∑

k=1

Ak

σ 2k
x

F

{
Rk

xx (τ )
}

=
∞∑

k=1

Ak

σ 2k
x

Ck−1 {Sxx ( f )} , (20.30)

where Ck{ } denotes the (k − 1)th self-convolution.
This is a very interesting expression of the spectrum. The coefficients Ak do not

depend on the spectrum (or the autocorrelation) of the input signal. This means that
the spectral behavior of Sx ′x ′( f ) directly depends on the F{Rk

xx (τ )} terms. When
k = 1, the corresponding component is the original input spectrum multiplied by
A1/σ

2
x . It can be shown that

lim
q→0

A1

σ 2
x

= 1 . (20.31)

For other values of n, the Fourier transform of Rn
xx (τ ) corresponds to an (n−1)th self-

convolution of Sxx ( f ). That is, with the increase of n the spectrum is increasingly
“smeared” along the frequency axis. This is related to the large bandwidth of the
quantization noise.

Equation (20.30) can be used for the calculation of spectra, though its conver-
gence is rather slow (Robertson, 1969). This convergence can be supervised on-line,
realizing that on the one hand

Rx ′x ′(0) =
∞∑

k=1

Ak

(
µ2

x + σ 2
x

σ 2
x

)k

, (20.32)

and on the other hand

Rx ′x ′(0) =
∞∫

−∞
Q2(x) fx (x) dx . (20.33)

Equation (20.33) can be quickly evaluated, and the result can be used for checking
the convergence of the sum in Eq. (20.32). Another possibility for checking the
convergence is to use

Rx ′x ′(0) ≈ µ2
x + σ 2

x + q2

12
, (20.34)
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which is a good approximation of the mean square value for q < σx .

Use of the Modulation Principle

Let us use Eq. (20.18) to obtain the quantization noise spectrum. The approximation
is very good, since for bandlimited Gaussian signals the so-called RMS modulation
index (Peebles, 1976, pp. 245–246), which is approximately equal in our case to
βrms ≈ 22σx/q, fulfills

βrms > 5 . (20.35)

This condition is amply fulfilled in practical cases.
The derivative of a Gaussian process is Gaussian too. The standard deviation

can be obtained for the bandlimited white noise from the integral of the spectrum of
the derivative:

σ 2
ẋ =

∞∫
−∞

Sẋ ẋ ( f ) d f =
∞∫

−∞
(2π f )2 Sxx ( f ) d f = 4π2

3
B2σ 2

x . (20.36)

By substituting the Gaussian probability density with parameter σẋ into Eq. (20.18)
we obtain

Sνν( f ) ≈ q3

2π2

1√
2π 2π√

3
Bσx

∞∑
k=1

1

k3
e

− 1
2

(
f q
k

)2

(
2π√

3
σx B

)2

(20.37)

which is the same as Eq. (20.22). This is by no means surprising, since Peebles used
the same second-order approximation of the autocorrelation function as we did when
deriving Eq. (20.22).

20.2.5 Spectrum of the Quantization Noise of a Quantized Sine
Wave

Quantization of sine waves presents a much more difficult problem to analyze than
the quantization of Gaussian signals. The CF of a sinusoidal signal decreases slowly
(see Appendix I.6, Fig. I.6), therefore the autocorrelation function and the spectrum
cannot be approximated by just a few terms of the series representations. Moreover,
the quantization noise is periodic having the same period length as the signal, so its
spectrum is discrete, with a lot of harmonics.

Example 20.6 Autocorrelation Function of the Quantization Noise of a Sine
Wave
The quantization noise of a sine wave can be analyzed numerically. In Fig. 20.10
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the autocorrelation function is evaluated for A = 4q. Let us observe the irregular
form of the autocorrelation function. This illustrates why is it difficult to handle
analytically.

τ
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− q2

12
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q2

12

− T1
2 0 T1

2
T1

3T1
2

Figure 20.10 Calculated autocorrelation function of the quantization noise
of a sine wave. A = 4q, T1 = 1/ f1.

Example 20.7 Power Spectral Density of the Quantization Noise of a Sine
Wave
The power spectral density function of the quantization noise of a sine wave can
be analyzed using a computer, performing numerical Fourier series expansion.

The spectrum is full of harmonics, placed in a rather irregular manner. However,
some strange “periodic” form shows up in the envelope, and this phenomenon
can be described analytically, although providing a rough approximation only.

In the following considerations a reasonable approximation of the quantization noise
spectrum will be obtained. Since the characteristic function vanishes very slowly,
the approximation of Eq. (20.15) or (20.16) by the first terms will not work, and so
the method of phase-modulated sine waves will be used instead.

The Fourier spectrum of a sine wave which is phase-modulated by another
sine wave, is given in the literature (Peebles, 1976, p. 237). It consists of an in-
finite sum of harmonics, weighted with values of Bessel functions. For x(t) =
A cos (2π f0t + β cos(2π fmt)),

Sxx( f ) = A2

4

∞∑
k=−∞

J 2
k (β)

(
δ( f − f0 − k fm)+ δ( f + f0 + k fm)

)
. (20.38)
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Figure 20.11 Numerical calculation of the power spectral density of the
quantization noise of a sine wave. A = 15.5q. The mark on the ver-
tical axis shows the value of the analytical approximation (Eq. (20.41),
Fig. 20.13).

By using Eq. (20.17), a second summation is to be accomplished, and an absolute
squaring of the obtained coefficients at every frequency line is necessary, in order to
obtain power values (Fujii and Azegami, 1967). It is obvious that the result is not
fruitful, thus another approach is to be chosen.

The spectrum of a quantized sine wave was investigated by Claasen and Jongepier
(1981), using Eq. (20.18).

If x(t) is a sine wave,

x(t) = A sin(2π f1t + ϕ) , (20.39)

its derivative is also sinusoidal, and the PDF of the derivative is

fẋ (x) = 1

2π2 f1 A

1√
1 −

(
x

2π f1 A

)2
, for |x | < 2π f1 A . (20.40)

By substituting Eq. (20.40) into Eq. (20.18), the desired formula is obtained:

Sνν( f ) ≈ q3

4π4 f1 A

∞∑
n=1

1√√√√1−
(

f q

2π f1 An

)2

n3
, for | f q| < 2π f1 An , (20.41)



20.2 Derivation of Correlation Functions and Spectra 547

where the condition means that for each value of f only those terms are summed for
which the condition is satisfied.

Equation (20.18) is clearly a rather rough approximation in this case, since this
is continuous, while the quantization noise is in reality periodic with the fundamental
frequency f1 (see Fig. 20.10), and has a discrete spectrum (see Fig. 20.11). However,
Eq. (20.18) was successfully verified by Claasen and Jongepier, using a spectrum
analyzer. The character of a measured spectrum is shown in Fig. 20.12.
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Figure 20.12 Verification of the model of Eq. (20.18) for the case of a sine wave (after
Claasen and Jongepier (1981), c©1981 IEEE). Signal amplitude: A = 15.5q. a – spectrum
obtained from Eq. (20.18), after smoothing; b – spectrum measured by a spectrum analyzer,
with 	 f = 4.9 f1.

The analyzer had a resolution of

	 f ≈ 1

20

2π A

q
f1 ≈ 4.9 f1 . (20.42)

The infinite peaks in both the true spectrum and in Eq. (20.41) (see Fig. 20.13) were
smoothed by the finite resolution. Verification was successful, because the smoothed
versions of the two spectra are very similar. The approximate spectrum obtained
from Eq. (20.41) and Eq. (20.40) contains about the same power as the true spectrum
in a given bandwidth, if 	 f > f1 and A � q. In this sense this is a successful
attempt to provide a more or less accurate, usable expression of the spectrum of a
quantized sine wave.
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Figure 20.13 Approximate spectrum of the quantization noise of a sine wave, based on
Eq. (20.41). A = 15.5q .

20.3 CONDITIONS OF WHITENESS FOR THE SAMPLED
QUANTIZATION NOISE

Before going into details, let us briefly survey why a white noise spectrum is favor-
able:

(a) The white spectrum does not depend on the form of the input spectrum, thus
the spectral behavior of the quantization noise does not depend on that of the
input signal.

(b) The white spectrum means that the noise samples are uncorrelated, thus well-
known design formulas elaborated for measurements with uncorrelated sam-
ples can be used.

(c) The power of the quantization noise is uniformly distributed between 0 and
fs/2, and this is advantageous in the measurement of spectra.

Example 20.8 Quantization Noise in Audio
In digital audio techniques it is of outstanding importance that the quantization
noise does not result in an annoying audible noise superimposed on the music.
With present technology the noise level is not reduced below the hearing thresh-
old, thus at soft parts of music the noise is audible. There are two conditions that
should to be fulfilled:
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• The noise spectrum should be white, so that the noise is heard and it is not
a “tone” due to a more or less concentrated frequency spectrum.

• The noise should be uncorrelated with the input signal, otherwise it would
act as a kind of distortion component.

The first condition will be studied in the next part of this chapter. The second
one was treated in Chapter 6.

It should be mentioned here that by appropriate feedback the noise spectrum can be
modified in such a way that, at the price of remarkably higher variance, a large part
of the quantization noise power is “transferred” to higher frequencies. More details
can be found in (Spang and Schultheiss, 1962).

We have already seen in the previous sections that the spectrum of the quan-
tization noise is usually broad and flat in a relatively wide band. If only this band
is of interest, the spectrum can be considered as being white. However, the quan-
tization noise, considered as a continuous-time stochastic process, cannot have a
white spectrum, since its variance is approximately q2/12 (see Eq. (20.4)), while a
continuous-time white spectrum would in theory have an infinite variance.

On the other hand, quantization is usually performed in connection with sam-
pling, or on already sampled data. The effect of sampling a signal is the repetition of
its original spectrum. From Fig. 20.14 it is obvious that in the case of smooth spec-
tra and significant overlapping (sufficiently small fs values) the resulting spectrum
of the samples is more or less white. Thus, to provide a white spectrum, an upper
bound for fs must be determined.

f

S( f )

Sνν( f ) Sνν( f − fs) Sνν( f − 2 fs)

Sνν�( f )

− fs 0 fs 2 fs 3 fs

0

Figure 20.14 The effect of sampling in frequency domain.

In the time domain, white spectrum means uncorrelated samples. This feature
will be useful in understanding the following discussions; on the other hand, this ex-
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plains why whiteness of the spectrum is advantageous when the effect of quantization
is investigated in many systems.

Let us formulate now the conditions for a white quantization noise spectrum.
The general condition of whiteness was given by Sripad and Snyder (1977). Using
the characteristic function method they showed that the necessary and sufficient con-
dition for the uncorrelatedness of noise samples is that the characteristic function of
the sample pair of x(t) fulfills the equation

�x1x2

(
2πl1

q
,

2πl2
q

)
= 0 (20.43)

for every integer value of l1 and l2, except (l1, l2) = (0, 0).
Independence implies uncorrelatedness, thus Eq. (20.43) is a sufficient condi-

tion. The exact expression of E{ν1ν2} = Rν1ν2(τ ) was given in Eq. (20.16), and this
has to be equal to zero for |τ | > 0 in order to provide uncorrelatedness.

However, to formulate a usable general condition on the basis of Eq. (20.16)
seems to be very difficult. Thus, in the following considerations Eq. (20.43) will be
used, or Eq. (20.16) will be evaluated for special cases.

In the following sections we will deal first with the conditions for a white quan-
tization noise spectrum in the case of the two most often investigated signal types,
the Gaussian noise and the sine wave, based on the previous considerations. Then a
uniform condition will be formulated, which does not rely on the signal shape.

20.3.1 Bandlimited Gaussian Noise

A Condition Based on Approximate Correlation

First let us consider expression Eq. (20.16) of the noise autocorrelation as applied
in the Gaussian case (see Appendix F, Eq. (F.17)). The highest quantization noise
correlation occurs for ρ ≈ 1, where

�x1x2(u1, u2) ≈ e
−4π2(1−ρ) σ2

x
q2 . (20.44)

Under this condition, the dominating terms in expression (20.16) belong to l1 =
−l2 = ±1, that is, u1 = −u2 = ±2π/q.

To ensure that the correlation coefficient of the quantization noise samples is
less than, say, 0.1,

E{ν1ν2}
q2/12

≈ 1

q2/12
2

q2

4π2
e
−4π2(1−ρ) σ2

x
q2 < 0.1 , (20.45)

the inequality

ρ < 1 − 1.8

4π2

q2

σ 2
x

= 1 − 0.046
q2

σ 2
x

(20.46)
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has to be fulfilled, and, using the first two terms of the power series expansion of the
correlation function of a bandlimited white noise again (see Eq. (20.21)):

ρ(τ) = sin(2πBτ)

2πBτ
= 1 − (2πBτ)2

3!
+ · · · , (20.21)

the desired condition can be obtained, using fs = 1/τ :

fs <
2π√

3! · 0.046

σx

q
B = 12

σx

q
B . (20.47)

An exact formula for the correlation of the quantization noise can be obtained using
Eq. (9.7). This was obtained by Sripad and Snyder (1977) as Eq. (20.24).

However, this is a rather complicated formula. Widrow (1956b) and Korn
(1965) presented a first-order approximation of E{ν1ν2} for ρ ≈ 1:

E{ν1ν2} ≈ q2

12
e
−(1−ρ)4π2 σ

2
x

q2 , (20.48)

which is the same as Eq. (20.26).
Using Eq. (20.48), the condition of approximate uncorrelatedness can be for-

mulated as follows:

Rνν(τ )

Rνν(0)
< 0.1 if ρ < 1 − 0.058

q2

σ 2
x
. (20.49)

In the case of quantization of a bandlimited Gaussian white noise, the first two terms
of Eq. (20.21) can be used again, and applying fs = 1/τ , the following condition is
obtained:

fs <

√
(2π)2

3! · 0.058

σx

q
B ≈ 10.7

σx

q
B , (20.50)

which is in very good agreement with Eq. (20.47).
Equation (20.50) can be re-written as

q

σx
< 10.7

B

fs
. (20.51)

The Nyquist sampling frequency in this case is fN = 2B. Accordingly, for whiteness
of the quantization noise,

q

σx
< 5.3

fN

fs
. (20.52)

This is a useful result.
When sampling with fs = fN, Eq. (20.52) is weaker than its application condi-

tion q < σx , therefore, as an example, we will discuss the use of fs = 10 fN. When
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sampling at this frequency, the quantization noise will be white if the quantization
grain size q is less than 0.5 standard deviations of the quantizer input signal x . One
should note that meeting the condition for whiteness (20.52) does not guarantee that
the quantization noise will be uncorrelated with signal x . In fact, the grain size q
should be less than about 0.25σx , in order to have very low crosscorrelation between
the quantization noise and signal x .

A Condition Based on the Bandwidth of the Spectrum

By considering Fig. 20.8 it can be observed that the quantization noise spectra are
more or less smooth, and, by decreasing the quantum step size, they broaden and flat-
ten. Sampling repeats the spectrum at integer multiples of the sampling frequency.
To have a white spectrum for the sampled quantization noise, the spectral replicas
should sufficiently overlap. It seems to be reasonable to choose the sampling fre-
quency not greater than, e.g., double the frequency spacing of the 3 dB (half-power)
points of the quantization noise spectrum, since in this case, the summed replicas
everywhere will yield a large enough spectrum.

In Eq. (20.23), η(y) has its 3 dB-point at y ≈ 0.8, and thus from

y =
3 q2

σ 2
x

(
fs
2

)2

8π2 B2
< 0.8 , (20.53)

the following condition can be given:

fs < 9.2
σx

q
B , (20.54)

which is practically equivalent to Eq. (20.47) or (20.50). The condition for q/σx is

q

σx
< 4.6

fN

fs
, (20.55)

very close to (20.52).
The equivalent quantization noise bandwidth (Bendat and Piersol, 1986) can be

calculated as follows:

Be =

∞∫
−∞

Sνν( f ) d f

2 Sνν(0)
≈

q2

12

2
q2

4π3 B

√
3γ

2π

∞∑
n=1

1

n3

≈ 6.3
σx

q
B , (20.56)

from which once again practically the same condition as above,

fs < 12.6
σx

q
B (20.57)

is obtained.
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The condition for the quantization grain size, expressed similarly to (20.52), is

q

σx
< 6.3

fN

fs
. (20.58)

A Condition Based on Computer Evaluation of Spectra

On the basis of computer evaluation of the series expansion of the spectrum of the
quantized variable, Eq. (20.30), Robertson (1969) gave a simple rule of thumb: pro-
vided that σx > q, the noise spectra will be white even in the case of colored sig-
nal spectra, if the sampling frequency is not much greater (e.g. fs < 6B) than the
Nyquist rate for the signal being quantized. For the quantization of bandlimited white
noise, in the case of σx � q, the limit on sampling frequency is to be increased by
the factor σx/q (the density of the jumps in the quantization noise increases in pro-
portion with σx/q, which means that its spectrum broadens similarly), the resulting
condition,

fs < 6
σx

q
B (20.59)

is again in good agreement with Eq. (20.54) etc. Condition (20.59) is stricter, since
it is derived from a condition valid for colored spectra as well.

The condition for the quantization grain size is, similarly to (20.52),

q

σx
< 3

fN

fs
. (20.60)

Robertson’s result can be used in the case of narrow-band Gaussian noise, too. Refer
to Fig. 20.15. The center frequency of the Gaussian noise spectrum is f0. The limit
on the sampling frequency is

fs < 2 · 2 f0
σx

q
= 4

σx

q
f0 . (20.61)

However, this should be taken with due precaution, since this is based on a rather
qualitative statement of Robertson.

f

Sxx ( f )

σ 2
x
2

σ 2
x
2	 f

− f0 f0

Figure 20.15 Spectrum of narrow-band noise: 	 f � f0. The area of each rectangle is
σ 2

x /2.
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The center frequency of the input signal is f0, and the Nyquist sampling fre-
quency for this case is approximately

fN = 2 f0 . (20.62)

Accordingly, for whiteness of quantization noise,

q

σx
< 2

fN

fs
. (20.63)

This is a useful result. It is a tighter condition than (20.52), and it reflects the idea
that the lowpass Gaussian signal is, at its Nyquist rate, more uncorrelated over time
than the bandpass Gaussian signal is at its Nyquist rate.

20.3.2 Sine Wave

Using the results of Claasen and Jongepier (1981), a condition for the sampling rate
can be formulated when a sine wave is quantized (see also Section 20.2.5). From
Fig. 20.12 one can see that Sνν( f ) is flat for

| f | < π A

q
f1 . (20.64)

Claasen and Jongepier (1981) suggested this or an even smaller upper bound for the
sampling frequency. Considering that the first peak at f = 2π A f1/q contains about
10% of the total signal power, the condition

fs < 0.5
π A

q
f1 (20.65)

may be suggested.2 The resulting spectrum will contain some ripples for any value
of fs. However, the power associated with them will be small in comparison to the
total power of the quantization noise.

The Nyquist frequency of the sine wave of frequency f1 is

fN = 2 f1 . (20.66)

Substituting, the whiteness condition for quantization noise with a sinusoidal input
becomes

q

A
< 0.25π

fN

fs
. (20.67)

This is a useful result.
It is interesting to compare (20.67) with the corresponding condition for the

narrow-band bandpass Gaussian case given by (20.63), since both the Gaussian sig-
nal and the sinusoidal signal are narrow-band. The sine wave amplitude is bounded
between ±A. The Gaussian signal is not bounded, but almost all of its probability

2This coincides well with (G.6), obtained using the characteristic function
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lies between ±2.5σx . So let the narrow-band Gaussian signal have an “amplitude”
of

AG = 2.5σx . (20.68)

Substituting this into (20.63), we have

q

AG
<

2

2.5
· fN

fs
. (20.69)

Whiteness condition (20.69) for the narrow-band Gaussian signal is almost the same
as (20.67) for the sinusoidal signal since

0.25π = 0.7854, and
2/2.5 = 0.8 .

This is a very nice result.

Example 20.9 Quantization Noise in a Spectrum Analyzer
In a spectrum analyzer with the bandwidth of 25 kHz (Pendergrass and Farn-
bach, 1978), a 27 kHz sine wave of amplitude Ad ≈ 11.5q is used at the input
as an additive dither3 to linearize and thus improve the performance of the ana-
lyzer’s 12-bit A/D converter. The dither creates approximate conditions for the
satisfaction of QT II at the quantizer input and allows the PQN model of quanti-
zation to apply to a very close approximation.

Let us calculate the bias of the spectral estimate due to quantization noise, if the
sampling frequency is fs ≈ 100 kHz. Let us compute the signal-to-quantization-
noise ratio in the analyzer bandwidth for the case of the maximal amplitude input
sine wave, if the number of processed samples is N = 512. Note that the dither
itself does not distort the spectrum since its frequency of 27 kHz is outside the
frequency range of the analyzer.

The worst case occurs when a useful signal of very low level is analyzed. From
the point of view of quantization, in this case, practically the dither itself is quan-
tized. According to (20.65), the quantization noise spectrum is white if

fs = 100 kHz < 1.6
Ad

q
f1 = 1.6 · 11.5 · 27 ≈ 497 kHz , (20.70)

which is amply fulfilled. Thus, the whole power, q2/12, will be approximately
uniformly distributed between zero and fs, thus the increase in the PSD due to
quantization is

	S = q2

12 fs
, (20.71)

3Dither is the subject of Chapter 19. It is briefly mentioned here to illustrate an application of the
theory of sine wave quantization.
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where 	S is the bias in the spectrum due to quantization noise. This is the
“noise floor” of the spectrum analyzer.

Let us compare this to the spectral peak belonging to the maximal input sine
wave. Suppose that the sampling frequency is approximately an integer multiple
of the sine frequency so that the “picket fence effect” does not show up. Using
Amax ≈ 211q , the dynamic range of the spectrum analyzer is

d = 10 log

⎛⎜⎜⎝
A2

max

4
N

q2

12

⎞⎟⎟⎠ ≈ 98 dB . (20.72)

20.3.3 A Uniform Condition for White Noise Spectrum

In the previous sections different techniques were used to derive upper bounds of the
sampling frequency for the quantization of certain signal types. In this section we
formulate an approximate uniform condition which is independent of concrete signal
parameters.

In Fig. 20.2 the quantization of a Gaussian noise is illustrated. We observe that
the waveform of the quantization noise is in most time intervals very similar to a
“saw-tooth” signal, with varying slope.

It seems to be quite natural to assume that the samples of the quantization
noise are uncorrelated, if not more than 1–2 samples are taken from a “period” (see
Fig. 20.2(c)). The average length of these periods depends on the average slope of
the signal, and can be expressed as follows:

Tp = q

E {|ẋ(t)|} , (20.73)

where ẋ(t) is the first derivative of the signal, and x(t) is assumed to be stationary.
From Eq. (20.73) an upper bound can be given for the sampling frequency:

fs < K
E {|ẋ(t)|}

q
, (20.74)

where the constant K may be somewhere in the range (1, 2).
Let us check this condition for the cases treated in the previous sections. For

zero mean Gaussian variables,

E{|x |} =
√

2

π
σx . (20.75)
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Differentiation of the time domain signal causes a factor ( j2π f ) to appear in the
Fourier domain. Therefore, the expression of the variance of the derivative is

σ 2
ẋ =

∞∫
−∞
(2π f )2 Sxx ( f ) d f , (20.76)

and from this, we obtain for the bandlimited (lowpass) input signal

E {|ẋ(t)|} =
√

2

π
σẋ ≈

√
8π

3
σx B , (20.77)

and for the narrow-band (bandpass) input signal

E {|ẋ(t)|} =
√

2

π
σẋ ≈

√
8πσx f0 . (20.78)

For the sine wave,

E {|ẋ(t)|} = 4 f1 A . (20.79)

By comparing Eqs. (20.77), (20.78), and (20.79) with Eqs. (20.54), (20.61), and
(20.65), it is clear that in each case Eq. (20.74) can be used, with K = 3.2, 0.8, 0.4,
respectively. It can be observed that K is of the same order of magnitude for each
type of signal (though its value varies more than it was supposed above; it is not
surprising that the “worse” the signal behaves (“bad” means in our interpretation to
have very spiked spectra, as in the case with the latter two signals), the smaller is the
value of K that must be chosen within the approximate range from 3.2 to 0.4.

On the basis of the above results, Eq. (20.74) turns out to be very useful, espe-
cially because E {|ẋ(t)|} can usually be measured directly. The appropriate value of
K depends slightly on the waveform, nevertheless since Eq. (20.74) is an inequality,
K can be chosen to be sufficiently small in order to have a safe upper bound on the
sampling frequency.

It has been shown in this section that Eq. (20.74) can be used for two types
of Gaussian signals and also for sinusoidal signals, to provide white quantization
noise spectra. There are further examples (see e.g. Example 20.10 below), in which
quantization noises behave similarly. However, it is an open question, what is the
maximum value of K for a class of signals? Intuitively it is clear that if the input
signal does not have broad nearly constant sections or nearly constant-slope sections
(as the square wave and the triangle wave), then Eq. (20.74) can be used e.g. with
K = 0.4. Greater values of K can be used if the signal is of stochastic nature. More-
over, dithering (see Chapter 19) can always be effective in assuring the necessary
randomness of the signal to be quantized.
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Example 20.10 Signal Processing in an Industrial Weightchecker
This is an illustrative example to show the use of the general condition of white-
ness in a real-life problem.

In many measurements like the measurement of temperature or weight, the sys-
tem has a limited bandwidth which does not allow quick readout. The classical
approach is to wait long enough to allow the transients to die out. However, if
the system dynamics is known, the steady-state value can be predicted by using
LS estimation.

Trigger Detectors

Accelerator
belt

Deplacement
sensorx(t)

(a)
x(t)

t0

x∞

0 0.05 0.1 0.15
(b)

Figure 20.16 Transient response of a weightchecker: (a) schematic dia-
gram; (b) measured response.

The signal model for the output of an industrial weightchecker illustrated in
Fig. 20.16 is as follows:

x(t) = x∞ + A e− t
T cos(ω0t)+ B e− t

T sin(ω0t)+ n(t) . (20.80)

where x∞ is the desired steady-state value, ω0 = 60 Hz, the natural frequency of
the system, T = 0.083 s, n(t) is the measurement noise. A and B are unknown
parameters corresponding to the slightly random initial conditions of each mea-
surement. For the initial conditions the following equations hold:

E{x(0)} = 0 , E{ẋ(0)} = 0 ⇒ E{A} = −x∞ , E{B} = − x∞
ω0T

.

(20.81)
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For samples of the measured signal this model takes the following form,

x(tk)= x∞ + A e− tk
T cos(ω0tk)+ B e− tk

T sin(ω0tk)+ k(tk) ,
k = 0, 1, 2, . . . , N − 1 , (20.82)

or in matrix form

x = U

⎡⎢⎣ x∞
A

B

⎤⎥⎦+ n , (20.83)

where N is the number of samples, and

U =

⎡⎢⎢⎢⎢⎢⎣
1 e− 0	t

T cos(ω00	t) e− 0	t
T sin(ω00	t)

1 e− 1	t
T cos(ω01	t) e− 1	t

T sin(ω01	t)
...

...
...

1 e− (N−1)	t
T cos(ω0(N − 1)	t) e− (N−1)	t

T sin(ω0(N − 1)	t)

⎤⎥⎥⎥⎥⎥⎦
(20.84)

The LS estimate can be obtained from the discrete model in the form

x̂∞ = eT
1 (U

TU)−1UTx =
N∑

k=1

ak x(tk) , (20.85)

with eT
1 = [1 0 0].

Suppose that Eq. (20.85) will be evaluated, with data obtained by using an 8-bit
A/D converter with input range (0, 2x∞). Equation (20.85) is a weighted average
of the samples, therefore it effectively reduces the variance due to quantization
noise, at least when the noise samples are uncorrelated. The roundoff noise of
the representation of the coefficients ak and that of the calculations will be ne-
glected. Therefore, it is reasonable to increase the sampling frequency in order
to reduce the uncertainty of the estimate. What is the maximum number of sam-
ples to be taken in a given measurement time Tm = 0.15 s that already provides
optimal suppression of the quantization noise? We need to determine the mini-
mum standard deviation of Eq. (20.85) with respect to q if only the quantization
noise is taken into account as a source of variance.

Let us use the general formula Eq. (20.74). Since the spectral behavior of x(t) is
lowpass, K ≈ 3 seems to be a reasonable choice.

First the average of |ẋ(t)| has to be calculated:

|ẋ(t)| = Total variation

Measurement time
≈ 2.3x∞

Tm
. (20.86)
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The total variation was calculated from the data derived from simulation of the
system pictured in Fig. 20.16.

From Eq. (20.71) we obtain for the number of samples:

N = fsTm < K
|ẋ(t)|

q
Tm ≈ 3

2.3x∞
0.15
2x∞
28

0.15 ≈ 883 . (20.87)

Simulation results give for the limit of effective averaging N ≈ 1300, which
corresponds to a value of K ≈ 5. Our calculated upper bound is consequently
somewhat low, however, it is a safer limit. Equation (20.87) provides in fact inde-
pendent noise samples. On the other hand, the value of K given for bandlimited
Gaussian noise (K = 3.2) lies in the near neighborhood of K ≈ 5. Accordingly,
from the point of view of quantization, the function given in Eq. (20.80) behaves
similarly to a bandlimited Gaussian noise.

The variance of the quantization noise is equal to approx. q2/12. Let us use the
result numerically obtained (Kollár, 1983) for the case illustrated in Fig. 20.16:

N−1∑
k=1

a2
k ≈ 1.13

N
. (20.88)

Assuming that the noise samples are uncorrelated, for N = 1300

√
var{x̂∞} =

√√√√q2

12

N∑
k=1

a2
k ≈

√
q2

12

1.13

N
≈ 0.008q . (20.89)

Because of the nonlinear error of the ADC, this result is somewhat smaller than
experienced in practice, but well illustrates the validity of the theory.

20.4 SUMMARY

If the sampled input to a quantizer is x1, x2, x3, . . . , and if two-variable QT II condi-
tions are satisfied for x1 and x2, x1 and x3, x1 and x4, and so forth, the quantization
noise will be white with zero mean and a variance of q2/12, and it will be uncorre-
lated with the signal being quantized. This situation occurs in practice in many cases,
and is closely approximated in many more cases. Spectral analysis of quantization
noise is especially simple under these circumstances because the autocorrelation of
the quantizer output is equal to the autocorrelation of the quantizer input plus the
autocorrelation of the quantization noise, and the spectrum of the output of the quan-
tizer is equal to the spectrum of the input plus the spectrum of the quantization noise.
The spectrum of the noise is flat, with total power of q2/12.
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Conditions for whiteness of the quantization noise based on the characteristic
function were derived by Widrow (1956b) and Sripad and Snyder (1977). Based on
a number of different approaches, other conditions for whiteness were derived by
Bennett (1948), Claasen and Jongepier (1981), Peebles (1976), Katzenelson (1962),
Bendat and Piersol (1986), Robertson (1969), and Kollár (1986). The basic issue is,
when performing analog-to-digital conversion on an input signal, how fine must the
quantization be in order that the quantization noise be white?

In general, the higher the sampling rate, the finer the quantization must be to
achieve whiteness of the quantization noise. When a bandlimited lowpass Gaussian
signal is quantized, relation (20.47) gives a limit on the sampling frequency to insure
whiteness, with the application condition q < σx . Other approximations lead to
similar limits such as (20.50), (20.54), and (20.57). The most conservative is (20.54),

fs < 9.2
σx

q
B . (20.54)

This leads to
q

σx
< 4.6

fN

fs
, (20.55)

with fN being the Nyquist sampling frequency.
When sampling with fs = 10 fN, the quantization noise will be white if the

quantization grain size q is less than 0.5 standard deviations of the quantizer input
signal x . However, the grain size q should be less than about 0.25σx , in order to have
very low crosscorrelation between the quantization noise and signal x .

If the Gaussian signal is more oversampled, for example if the sampling rate
is 100 times the Nyquist rate, expression (20.52) tells us that the quantization grain
size q should be smaller than 0.05σx for the quantization noise to be white. Under
these circumstances, the quantization noise would be highly uncorrelated with the
input signal x .

Quantization of a narrow-band bandpass Gaussian signal has the whiteness con-
dition

fs < 4
σx

q
f0 , (20.61)

with the application condition q < σ . From this,

q

σx
< 2

fN

fs
. (20.63)

Quantization of a sine wave has the whiteness condition

fs < 0.5π
A

q
f1 , (20.65)
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with the application condition q � A. This condition can be rearranged as

q

A
< 0.25π

fN

fs
. (20.67)

This is usually fulfilled as a consequence of q � A, if oversampling is not very high.

20.5 EXERCISES

20.1 A sine wave of amplitude A = 3.5 V is sampled and quantized with a 10-bit A/D
converter working over the range [±5 V]. The sampling frequency is fs, and the sine
wave frequency is f1.

(a) Determine numerically the amplitude spectrum of the quantization noise for fs =
3000 f1, using a DFT with N = 4096. Plot the spectrum with logarithmic ampli-
tude scale (dB).

(b) Determine the highest sampling frequency fs such that the approximate condition
for quantization noise whiteness is satisfied.

(c) Plot the amplitude spectrum of the quantization noise, sampling with the fre-
quency determined in (b), with N = 4096.

(d) Repeat the above calculations applying white dither with uniform distribution
between ±0.0049 V.

20.2 The DFT of a random white Gaussian sequence with variance σ 2 is calculated.

(a) Determine the probability distribution at frequency k of the result for 0 < k <
N/2.

(b) Calculate the 95% upper bound of the magnitude parametrically, and evaluate it
for N = 1024.

20.3 The N -point digital Fourier transform of an input signal is calculated with double pre-
cision floating-point arithmetic. This calculation may be considered to be perfectly
accurate. The input signal is uniformly quantized with a quantum step size of q.

(a) At frequency index k, 0 < k < N/2, calculate the theoretical bounds on the real
and imaginary parts of the quantization noise.

(b) Calculate the theoretical bound on the magnitude of the quantization noise.

(c) At frequency index k, calculate the variance of the real and imaginary parts of the
quantization noise, and calculate the standard deviation of the quantization noise.

(d) For N = 1024, calculate the theoretical bound of the magnitude of the quantiza-
tion noise, and the standard deviation of it at frequency index k = 128. Compare
these values.

(e) Give the distribution of the magnitude square of the quantization noise (|Xqk |2),
and of the magnitude.
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Chapter 21

Coefficient Quantization

The effects of roundoff noise in control and signal processing systems, and in nu-
merical computation have been described in detail in the previous chapters.

There is another kind of quantization that takes place in these systems however,
which has not yet been discussed, and that is coefficient quantization.

The coefficients of an equation being implemented by computer must be rep-
resented according to a given numerical scale. The representation is of course done
with a finite number of bits. The same would be true for the coefficients of a digital
filter or for the gains of a control system.

If a coefficient can be perfectly represented by the allowed number of bits, there
would be no error in the system implementation. If the coefficient required more bits
than the allowed word length, then the coefficient would need to be rounded to the
nearest number on the allowed number scale. The rounding of the coefficient would
result in a change in the implementation and would cause an error in the computed
result. This error is distinct from and independent of quantization noise introduced
by roundoff in computation. Its effect is bias-like, rather than the PQN nature of
roundoff, studied previously.

If a numerical equation is being implemented or simulated by computer, quan-
tization of the coefficients causes the implementation of a slightly different equa-
tion. If a digital filter is being simulated by computer or implemented in hardware,
errors in the coefficients caused by quantization result in the implementation of a
slightly different digital filter, having slightly different pole and zero locations. This
is discussed e. g. by Oppenheim and Schafer (1989), in Section 6.8 (The Effects of
Coefficient Quantization).

Examples of numbers that would need to be rounded if they were coefficients,
are the following:

π = 3.141 592 653...
e = 2.718 281 828...

2/3 = .666 666 666...√
2 = 1.414 213 562... (21.1)

565
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With binary implementation, numbers that may be represented with a finite
number of decimal digits may in some cases require an infinite number of bits for
perfect equivalence. An example of a decimal number and the corresponding binary
number is

decimal, 0.5
binary, 0.1 . (21.2)

In this case, the binary number is a perfect equivalent, and is realized with a finite
number of bits. Another case is

decimal, 0.6
binary, 0.1001 1001 1001 10... (21.3)

An infinite number of bits would be required to perfectly represent the decimal num-
ber. Usually, a specified decimal coefficient would require an infinite number of bits
for perfect realization.

It will almost always be the case that non-integer coefficients originally spec-
ified as decimal numbers will need to be rounded when expressed as coefficients in
binary form, with a finite number of bits.

21.1 COEFFICIENT QUANTIZATION IN LINEAR DIGITAL
FILTERS

The following is a linear digital filter that may be used as an example for discussion.
This filter, shown in Fig. 21.1, has a transfer function from its input to its output
which is given by

H(z) = a0 + a1z−1 + a2z−2

1 − b1z−1 − b2z−2 − b3z−3
. (21.4)

Assume that the coefficients a0, a1, a2, and b1, b2, b3 are perfectly known. In order
to implement this filter in binary form, it is safe to assume that all of the coefficients
will need to be quantized. The quantized coefficients can be represented by a0+	a0,
a1 +	a1, a2 +	a2, and b1 +	b1, b2 +	b2, b3 +	b3, where	a0,	a1,	a2, and
	b1, 	b2, 	b3 are the quantization errors in the respective coefficients. The digital
filter as implemented is shown in Fig. 21.2.
The transfer function of the digital filter as implemented is

H ′(z) = (a0 +	a0)+ (a1 +	a1)z−1 + (a2 +	a2)z−2

1 − (b1 +	b1)z−1 − (b2 +	b2)z−2 − (b3 +	b3)z−3
. (21.5)

Figure 21.3 shows the ideal digital filter H(z) and the implemented digital fil-
ter H ′(z) delivering output time functions y(k) and y(k) + 	y(k) respectively, in
response to the input time function x(k). The difference in the outputs is 	y(k).
This is the “output error.”
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Input

Output
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Figure 21.1 A linear digital filter.
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Figure 21.2 The implemented digital filter.

Figure 21.4 shows an “error” filter. Its input is x(k), and its output is 	y(k).
For any input x(k), the error in the implemented output 	y(k) can be computed by
applying the input x(k) to the error filter whose transfer function is H ′(z) − H(z).
The question is, how does one find the transfer function of the error filter?
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Input Output
�

H(z)

Ideal Filter

H ′(z)

	y(k)
−

Error

Implemented Filter
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+
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Figure 21.3 The ideal and implemented filters.

Input Output

The “error” Filter

x(k) 	y(k)H ′(z)− H(z)

Error

Figure 21.4 The “error” filter.

Assume that the quantization errors in the coefficients are small. Then the
change in the transfer function due to coefficient errors can be expressed as

H ′(z)− H(z)≈ ∂H(z)

∂a0
	a0 + ∂H(z)

∂a1
	a1 + ∂H(z)

∂a2
	a2

+∂H(z)

∂b1
	b1 + ∂H(z)

∂b2
	b2 + ∂H(z)

∂b3
	b3

=
2∑

i=0

∂H(z)

∂ai
	ai +

3∑
i=1

∂H(z)

∂bi
	bi . (21.6)

The derivatives can be obtained by differentiating H(z) from Eq. (21.4).

∂H(z)

∂ai
= z−i

1 − b1z−1 − b2z−2 − b3z−3

∂H(z)

∂bi
= z−i (a0 + a1z−1 + a2z−2)

(1 − b1z−1 − b2z−2 − b3z−3)2
. (21.7)

From this, the transfer function of the error filter can be obtained.

H ′(z)− H(z)= 	a0 +	a1z−1 +	a2z−2

1 − b1z−1 − b2z−2 − b3z−3
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+
(
	b1z−1 +	b2z−2 +	b3z−3

) (
a0 + a1z−1 + a2z−2

)(
1 − b1z−1 − b2z−2 − b3z−3

)2 . (21.8)

This is the transfer function of the error filter pictured in Fig. 21.4.
To get the actual transfer function, one would need to calculate 	a0, 	a1,

	a2, and 	b1, 	b2, 	b3. These errors can be obtained by comparing the exact
coefficients with these same coefficients quantized as they would be in the actual
implementation. The transfer function of the error filter can then be used to calculate
	y(k).

It would be useful to compare 	y(k) with y(k). The comparison can be done
visually by plotting these time functions, or it can be done quantitatively, perhaps
by comparing their root mean square values computed with moving averages, or by
some other measure of comparison.

21.2 AN EXAMPLE OF COEFFICIENT QUANTIZATION

A one-pole digital filter is shown in Fig. 21.5. Its transfer function is

H(z) = 1

1 − 0.6z−1
. (21.9)

Σ

x(k) y(k)
Input Output

++

z−1

0.6

Unit delay

Figure 21.5 A one-pole digital filter.

The feedback coefficient b = 0.6, in binary form, is given by (21.3) as

b = 0.1001 1001 1001 1001 10... (21.10)

Let the implementation of this coefficient be fixed-point, 10 bits including the
sign, the binary point at the left. The feedback coefficient in the implementation is
therefore

bimpl = +.1001 1001 1 . (21.11)

The error in this coefficient is the difference between (21.11) and (21.10), which is

	b = −0.0000 0000 0001 1001 1001 10... (21.12)

To calculate the value of 	b in decimal form, we can do the following:

	b = (2−1 + 2−4 + 2−5 + 2−8 + 2−9)− 0.6 = −0.000 390 625 . (21.13)



570 21 Coefficient Quantization

Therefore, 	b can be well approximated as

	b ≈ −0.0004 . (21.14)

The one-pole digital filter implemented with a 10-bit feedback coefficient can now
be diagrammed as shown in Fig. 21.6. From (21.8), the error in the transfer function
can be calculated:

H ′(z)− H(z) ≈ −0.0004z−1

(1 − 0.6z−1)2
. (21.15)

z−1

0.6

x(k)

.0004

y(k)+	y(k)

+
+

+

−

�

�

Figure 21.6 The one-pole digital filter, as implemented.

Figure 21.7 shows the one-pole filter and its error filter. Note that the error filter
has a double pole.

H(z) = 1
1−0.6z−1

One-Pole Filter

H ′(z)− H(z) ≈ −0.0004z−1(
1−0.6z−1

)2 	y(k)

Error Filter

(a)

y(k)

(b)

x(k)

x(k)

Figure 21.7 A one-pole filter, (a) the filter, (b) the error filter.

The one-pole filter has the impulse response

h(k) =
{

0.6k, if k ≥ 0,

0, if k < 0.
(21.16)
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The error filter has the impulse response

h′(k)− h(k) =
{

−0.0004 · k · 0.6k−1, if k > 0,

0, if k ≤ 0.
(21.17)

Suppose for example that the input signal is an exponential pulse,

x(k) =
{

0.5k, if k ≥ 0,

0, if k < 0.
(21.18)

The z-transform of x(k) is

X (z) = 1

1 − 0.5z−1
. (21.19)

The output y(k) can be calculated by using z-transforms.

Y (z)= X (z)H(z) = 1

(1 − 0.5z−1)(1 − 0.6z−1)

= −5

1 − 0.5z−1
+ 6

1 − 0.6z−1
. (21.20)

The output y(k) is the inverse z-transform of (21.20).

y(k) =
{

−5 · 0.5k + 6 · 0.6k, if k ≥ 0,

0, if k < 0.
(21.21)

The output error 	y(k) can also be calculated by using z-transforms.

	Y (z)= X (z)
(
H ′(z)− H(z)

)
= 1

1 − 0.5z−1

−0.0004z−1(
1 − 0.6z−1

)2
=
(

25

1 − 0.5z−1
+ −30

1 − 0.6z−1
+ 6(

1 − 0.6z−1
)2
)
(−0.0004z−1)

= −0.01z−1

1 − 0.5z−1
+ 0.012z−1

1 − 0.6z−1
+ −0.0024z−1(

1 − 0.6z−1
)2 . (21.22)

The output error 	y(k) is the inverse z-transform of (21.22).

	y(k) =
{

−0.01 · 0.5k−1 + 0.012 · 0.6k−1 − 0.0024 · k · 0.6k−1, if k > 0,

0, if k ≤ 0.
(21.23)

The output error (21.23) can now be compared to the output (21.21) in order to
determine the consequences of 10-bit quantization of the feedback coefficient. The
output error has a different waveshape from the output signal, and it is of the order of
500 times smaller. If a different number of bits were used to represent the feedback
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coefficient, one would need to re-compute the error. Generally, for each added bit,
the magnitude of the coefficient error is reduced by an approximate factor of 2, and
the magnitude of the output error is reduced by an approximate factor of 2. This
is true for fixed-point representation, and works also for filters with more than one
feedback or feedforward coefficient. The output error and the comparison of this
error with the output signal itself would give different results than the above if the
input x(k) were different from the exponential pulse (21.18).

As another example, the input could be a discrete sinusoid, and the output and
the output error could be computed and compared. The input could be a random
signal and the mean square of the output error could be computed and compared
with the mean square of the output. Adding one bit to all of the filter coefficients
would reduce the root mean square of the output error by an approximate factor of 2
and reduce the mean square of the output error by an approximate factor of 4.

21.3 FLOATING-POINT COEFFICIENT QUANTIZATION

When the coefficients are represented by floating-point numbers, the number of man-
tissa bits and the size of the exponents determine the magnitude of the coefficient
errors. Consider two coefficients as examples. The first number, the coefficient 0.6
represented as a binary number, is

0.1001 1001 1001 10... (21.24)

The second number, the coefficient 0.6, multiplied by 28(= 256), is 153.6. In
binary form, this coefficient can be written as

1001 1001.1001 10... (21.25)

Representing these two numbers in floating point with a 10-bit mantissa (1.0 ≤ m <
2.0), and a 6-bit exponent for example (including the sign bit for both), these numbers
can be written as

0.6 → +1.0011 0011︸ ︷︷ ︸
mantissa

−0000 1︸ ︷︷ ︸
exponent

153.6 → +1.0011 0011︸ ︷︷ ︸
mantissa

+0011 1︸ ︷︷ ︸
exponent

. (21.26)

The error of the first coefficient is
0.0000 0000 0001 1001 1001 10... , (21.27)

and the error of the second coefficient is

28 · (0.0000 0000 0001 1001 1001 10...) , (21.28)

which is 256 times larger.



21.3 Floating-Point Coefficient Quantization 573

From these examples, one can observe that the magnitude of the floating-point
coefficient error is proportional to the magnitude of the floating-point coefficient
itself.

Consider another coefficient, expressed as a fixed-point binary number:

0.1000 0000 0011 1111 1111 111... (21.29)

As a floating-point number with a 10-bit mantissa and a 6-bit exponent, the number
(21.29) would be rounded to

+1.0000 0000︸ ︷︷ ︸
mantissa

−0000 1︸ ︷︷ ︸
exponent

. (21.30)

The roundoff error would be
−0.0000 0000 0011 1111 1111 111... (21.31)

which is very close to

−0.0000 0000 0100 0000 0000 000... (21.32)

This is a “worst-case” situation, with the smallest possible 10-bit mantissa and the
largest possible quantization error. In this case, the magnitude of the coefficient error
compares with the magnitude of the coefficient itself by a factor of 2−p, where p is
the number of bits of the mantissa (without the sign bit). In general, if the coefficient
has a value b, the magnitude of the actual coefficient error, |	b|, will fall below the
following limit:

|	b| < 2−p|b| . (21.33)

Consider once again the simple one-pole digital filter of Fig. 21.5. The feedback
coefficient is 0.6. When represented in floating-point with a 10-bit mantissa, the
coefficient error in this case would be −0.0004, as before, since the exponent would
be zero. Instead of actually calculating this coefficient error, a worst-case estimate
could be made as

|	b| < 0.6 · 2−p = 0.6 · 2−9 = 0.6

512
≈ 0.001 172 . (21.34)

This compares very well with 0.0004, which falls within the range of (21.34).
It will always be easier to calculate the worst-case coefficient error rather than

to calculate the actual error. However, the worst-case calculation will only give the
magnitude of the coefficient error and will not indicate the sign of this error. Having
the correct sign is important when there are many coefficients, and finding the worst-
case	y()would require finding the combination of coefficient error signs that would
yield the largest magnitude for 	y(k).
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21.4 ANALYSIS OF COEFFICIENT QUANTIZATION EFFECTS
BY COMPUTER SIMULATION

Any system of interest can be computer-simulated if the system can be represented
as an equation or as a set of equations. The effects of coefficient quantization for the
system can be studied quite easily if a precise simulation environment is available.
All arithmetic operations could be done, for example, in double precision floating-
point. The coefficients, on the other hand, could be represented by either fixed-point
or floating-point numbers, as they would exist in an actual implementation.

By doing the numerical operations with very high precision, the effects of quan-
tization noise are essentially eliminated. By representing the coefficients with, for
example, double precision floating point, the effects of coefficient quantization are
essentially eliminated, and the simulation will yield solutions that are essentially
perfect. By these means, the perfect solution, y(k), can be obtained.

When representing a coefficient b in fixed-point, 	b is bounded by ±(half the
value of the least significant bit). Increasing the resolution by one bit halves the
bounds of 	b. Increasing and decreasing the number of bits in the coefficient repre-
sentation decreases and increases the bounds of the coefficient error, and decreases
and increases the magnitude of the coefficient error in roughly the same way.

To see how this works, the one-pole filter of Fig. 21.5 was simulated in double-
precision floating-point, and the feedback coefficient was determined in fixed-point
for a series of runs, each with a different number of coefficient bits. Each fixed-
point coefficient value was converted to the closest double-precision floating-point
value in order to precisely represent the rounded coefficient and to proceed with the
simulations. The simulations were done completely in double precision floating-
point.
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Figure 21.8 Relative error for the one-pole filter of Fig. 21.5 with fixed-point coefficients.
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Figure 21.8 shows simulation results for the one-pole filter. The filter input in
this case was a sinusoid whose frequency was one twenty-second of the sampling
frequency. The output error 	y(k) was also sinusoidal. For each run, the magnitude
of the output error was observed, with the magnitude of the input fixed. The vertical
axis is log2 of the magnitude of the “relative error,” the ratio of the error magnitude
to the output magnitude. The horizontal axis is the number of coefficient bits. The
points roughly follow a straight-line curve. A straight-line curve has been plotted
using least squares fitting, and the experimental points scatter about it. The experi-
mental point corresponding to a 10-bit coefficient indicates that the relative error is
about 0.001 . This corresponds well to the theoretical result that was obtained with an
exponential pulse input, that the error pulse is about 500 times smaller in magnitude
than the output pulse.

Another experiment was done with a three-pole filter like the one in Fig. 21.1.
For this example, there are six coefficients. The transfer function of the three-pole
filter is given by (21.4). Coefficients were chosen for the experiment in the following
way. The three poles were chosen to make a stable filter, and the two zeros were
chosen not to cancel any of the poles. The filter chosen for the experiment was the
following:

H(z)= (1 − 0.3z−1)(1 − 0.7z−1)

(1 − 0.4z−1)(1 − 0.5z−1)(1 − 0.6z−1)

= 1 − z−1 + 0.21z−2

1 − 1.5z−1 + 0.74z−2 − 0.12z−3
. (21.35)

The coefficients of Eq. (21.4), and of the system in Fig. 21.1, were as follows:

a0 = 1, a1 = −1, a2 = 0.21, b1 = 1.5, b2 = −0.74, b3 = 0.12 .
(21.36)

Once again, the input was chosen to be a sinusoid whose frequency was one twenty-
second of the sampling frequency. Figure 21.9 shows simulation results for the three-
pole filter. The vertical axis is log2 of the relative error magnitude, and the horizontal
axis is the number of coefficient bits. A straight line was drawn between the exper-
imental points. They scatter about this line. It is possible to extrapolate with this
line to obtain a rough prediction of the relative error for cases that have not been
specifically calculated.

The same experiment was repeated with floating-point instead of fixed-point
coefficients, and the results are shown in Fig. 21.10. The vertical axis is log2 of the
relative error magnitude, and the horizontal axis is the number of bits of the man-
tissas. The experimental points scatter about a straight line, as shown in Fig. 21.10.
Once again, extrapolation could be done with the line to get approximate values of
the relative error for cases not specifically calculated.
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Figure 21.9 Relative error for the three-pole filter of Fig. 21.1 with fixed-point coefficients.

p, precision

−4

−8

−12

−16

−20

4 6 8 10 12 14 16 18 20

B
as

e-
2

lo
ga

ri
th

m
of

re
la

tiv
e

er
ro

r

Figure 21.10 Relative error for the three-pole filter of Fig. 21.1 with floating-point coeffi-
cients. p is the precision: this is equal to the number of mantissa bits.

21.5 COEFFICIENT QUANTIZATION IN NONLINEAR
SYSTEMS

Nonlinear systems do not have linear transfer functions and consequently, the ana-
lytical methods described in the above sections of this chapter for the study of the
changes of the transfer function cannot be used. It is true, however, that small er-
rors in the coefficients cause small errors in the system output response. Although a
system may be nonlinear, the output error will be proportional to the error in a given
coefficient, and if there are two coefficients with errors, the output error will be a
sum of errors, each resulting from the separate errors in the coefficients. If there are
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many coefficients, the output error will be a linear combination of the separate errors
caused by the individual coefficient errors.

Because there is no linear transfer function for the nonlinear system, the best
way to study the effects of coefficient errors is by computer simulation. A nonlin-
ear system that can be studied as an example is given by the difference equation
(21.37). The input x(k) is again a unit amplitude sinusoid whose frequency is one
twenty-second of the sampling frequency, and the initial conditions were chosen to
be y(0) = 0 and y(1) = 1.

y(k) = 2.7x2(k)− 3x2(k − 1)

2.2y2(k − 1)
+ 1

3
|y(k − 2)|0.5 . (21.37)

The coefficients are 2.7, −3, 2.2, and 1/3. They will be represented in this case as
floating-point numbers with various numbers of mantissa bits.
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Figure 21.11 Input and output waveforms for the nonlinear system of Eq. (21.37) with
double-precision floating-point implementation, (a) input, (b) output.

Figure 21.11 shows the input signal x(k) and the output signal y(k). Initial
transients have died out, and what is seen is the steady-state periodic response of
the system to the sinusoidal input. This response is calculated with double-precision
coefficients and double-precision arithmetic, and may be considered to be “perfect.”

Errors in the output solution for different numbers of mantissa bits for the quan-
tized coefficients have been computed. The error waveforms are periodic, and their
root mean square (RMS) values have been computed and compared with the RMS
values of the perfect output. The ratios are, in this case, the “relative errors.”

Figure 21.12 shows relative errors for different numbers of mantissa bits of the
coefficients. The vertical axis is log2 of the relative RMS error, and the horizontal
axis is the number of mantissa bits. A straight line is drawn through the experimental
points, and it is clear that this line could be used to estimate the relative error for
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Figure 21.12 Relative error for the nonlinear system of Eq. (21.37) versus number of bits
of coefficient mantissas, for floating-point coefficients. p is the precision: this is equal to
the number of mantissa bits.

cases that have not been specifically computed. The RMS error is approximately
proportional to 2−p, where p is the number of bits of the coefficient mantissas.

21.6 SUMMARY

Several linear systems and a nonlinear system have been studied. For all these cases,
relative output error versus number of bits of the mantissa for floating-point coeffi-
cients and number of bits (word length) for fixed-point coefficients have been plotted.
The plotted points generally fall close to a straight line for each case, as can be seen
by inspection of Figs. 21.8, 21.9, 21.10, and 21.12. All of the straight-line curves
have something in common. Their slopes are all very close to unity. Although this
sample of cases is limited in size and scope, a tentative conclusion can be drawn for
systems that are linear or nonlinear, where the coefficients are implemented in fixed-
point or floating-point. For each bit added to the coefficients, there will be a drop in
the relative output error of approximately a factor of 2.

This simple and intuitive rule is quite useful for the study of both linear and
nonlinear systems. If the relative output error is known either from theoretical con-
siderations or from experimental measurement, the relative output error can be es-
timated when increasing or decreasing the number of coefficient bits. The relative
output error approximately halves for every added bit, and approximately doubles
for every bit withdrawn.

Exceptions to this rule occur with chaotic systems, systems which drastically
change their behavior with coefficient errors. These systems are described in Chap-
ter 18 (Roundoff Errors in Nonlinear Dynamic Systems – A Chaotic Example).
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21.7 EXERCISES

21.1 The coefficients of the filter shown in Fig. E21.1.1 need to be rounded for implemen-
tation. Perfect values of the coefficients are shown in the diagram. Each coefficient
will be implemented as a two’s complement fixed-point binary number with the binary
point after the 4th magnitude bit, as follows:

<sign bit> 4 bits . 10 bits (E21.1.1)

z−1z−1z−1z−1z−1z−1

11

x(k)

-0.3

y(k)

0.7 0.5

�

-0.8 .2

Input

Output

Figure E21.1.1 FIR filter to be implemented

(a) Find the transfer function and impulse response of the implemented filter.

(b) Find the transfer function and impulse response of the error filter.

21.2 (a) With double-precision, simulate the perfect FIR filter of Exercise 21.1.

(b) With double-precision, simulate the FIR filter of Exercise 21.1 as implemented
there with fixed-point coefficients.

(c) Using the above simulations, calculate the impulse responses of the above error
filters of Exercise 21.1.

(d) Calculate the SOS (sum of squares) value of the impulse response (the square root
of the sum of squares of the impulse response values) of the simulated perfect
filter and of the simulated error filter. Find the ratio.

(e) Let the input signal be samples of a unit-amplitude sine wave whose period is
50 sampling intervals. Apply this input to the simulated FIR filter and to the
simulated error filter. Find the ratio of the squares of the RMS values of their
outputs, and compare with result of part (d) above. Are the ratios similar?

(f) Let the input signal be zero-mean, unit-variance uncorrelated samples, i. e., white
noise. Apply this input to the simulated FIR filter and to the simulated error filter.
Find the ratio of the RMS values of their outputs, and compare with the result of
part (d) above. Are the ratios the same?
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21.3 (a) Repeat Exercise 21.1(b) with the coefficients implemented as two’s complement
fixed-point binary numbers as follows, with the binary point after the 4th magni-
tude bit:

<sign bit> 4 bits . 5 bits (E21.3.1)

(b) Calculate the SOS value of the impulse response of the error filter and compare
with that of the perfect filter. Find the ratio.

(c) Apply white noise to the simulated perfect filter and to the simulated error filter.
Calculate the ratio of the mean square values of their outputs. Compare this ratio
with the ratio of (b).

21.4 Repeat Exercise 21.3 with the coefficients implemented as floating-point binary num-
bers as follows:

<sign bit> . 10 bits + 5 bits

(mantissa) (exponent)
(E21.4.1)

21.5 For the feedback system in Fig. E21.5.1, the feedback coefficient will be implemented
as a two’s complement fixed-point number as follows:

<sign bit> 4 bits . 5 bits (E21.5.1)

Σ

x(k) y(k)
Input Output

++

z−1

0.9

Unit delay

Figure E21.5.1 A simple feedback system

(a) Find the transfer function and impulse response of the perfect system, and the
transfer function and impulse response of the error filter.

(b) Calculate the SOS value of the impulse response of the error filter, and compare
with that of the perfect system. Find the ratio.

(c) Let the input x(k) be zero-mean white noise. Find the mean square value of the
output of the perfect system and the mean square value of the output of the error
filter. Find the ratio and compare with the ratio calculated for (b) above.

(d) With double precision, simulate the above system. Let the input x(k) be zero-
mean unit RMS white noise. Calculate the mean square value of the output of
the perfect system (double-precision realization may be considered as “perfect”).
Simulate the error filter with double precision and calculate the MS value of its
output. Find the ratio of the MS values and compare with the result of (c) above.

21.6 The behavior of the feedback system illustrated in Fig. E21.5.1 can be represented by
the following difference equation:

y(k) = 0.9y(k − 1)+ x(k) . (E21.6.1)
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Let the input x(k) be
x(k) = 0, all k, (E21.6.2)

and let there be an initial condition
y(−1) = 1.7 . (E21.6.3)

(a) Find the system output y(k), k ≥ 0, for a perfectly implemented system with a
perfectly implemented initial condition.

(b) Find the system output y(k), k ≥ 0, for a perfectly implemented system with the
initial condition implemented as a two’s complement binary number as follows:

<sign bit> 4 bits . 5 bits (E21.6.4)

(c) Find the system output y(k), k ≥ 0, when the initial condition is perfectly im-
plemented, and the feedback coefficient is implemented as a two’s complement
fixed-point binary number, according to (E21.6.4).

(d) Find the system output y(k), k ≥ 0, when the system’s feedback coefficient
and the initial condition are implemented as two’s complement fixed-point binary
numbers according to (E21.6.4).

(e) Form a sum of the outputs for (b) and (c) above, and compare this with the sum
of the outputs of (a) and (d).

21.7 In the system shown in Fig. E21.7.1, quantization of the feedback signal is effected
(finite wordlength storage) after multiplication by the feedback coefficient (0.3), in
order to prevent the word length from growing without bound.

x(k) y(k)
Input Output

Q

z−1

0.3

++ �

Figure E21.7.1 Quantization after multiplication

Furthermore, the feedback coefficient will also be quantized for practical realization.
The purpose of this exercise, and the next three exercises to follow, is to demonstrate
that the effects of coefficient quantization and signal quantization are usually additive.

Let the input signal x(k) be zero-mean, unit-variance, uncorrelated samples, i. e., white
noise.

(a) Let the feedback coefficient be quantized according to (E21.7.1), and let the feed-
back signal be quantized also according to (E21.7.1).

<sign bit> 4 bits . 5 bits (E21.7.1)
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(b) Let the feedback coefficient be quantized to IEEE single precision, and let the
quantizer of the feedback signal be IEEE single precision. Let the output of
the adder (y(k)) be represented with IEEE double precision (approximately no
quantization when compared to single precision).

Execute the following tasks:

i. On a theoretical basis, calculate the mean square value of the error at the system
output.

ii. On a theoretical basis, calculate the mean square value of the output error due to
coefficient quantization.

21.8 In floating-point realization of the system shown in Fig. E21.7.1, quantization after
the adder is also necessary for proper signal storage. Let us therefore investigate the
system illustrated in Fig. E21.8.1.

Q

Q

x(k) y(k)
Input Output

# 1

# 2

++

z−1

0.3

Unit delay

�

Figure E21.8.1 Quantization after multiplication and summation

Let the input signal x(k) be zero-mean, unit-variance, uncorrelated samples, i. e., white
noise.

Let the quantizers of the feedback coefficient, of the feedback signal and of the sum all
be single-precision floating point.

On a theoretical basis, calculate the mean square value of the error at the system output,
due to signal quantization and coefficient quantization.

21.9 By computer simulation, the effects of coefficient quantization and feedback signal
quantization after the multiplication can be studied experimentally in the arrangements
shown in Fig. E21.9.1.

(a) A “perfect” system can be simulated with double precision.

(b) A system with coefficient error can be simulated with double precision by using
b +	b as the feedback coefficient.

(c) A system with signal quantization can be simulated with double precision by
inserting a quantizer according to (E21.9.1) in the feedback loop.

<sign bit> 4 bits . 5 bits (E21.9.1)
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Figure E21.9.1 Possibilities for studying the error

(d) A system with signal quantization and coefficient error can be simulated with
double-precision by inserting a quantizer according to (E21.9.1) in the feedback
loop and using b +	b as the feedback coefficient.

All of the systems are driven by x(k), unit-variance, zero-mean, white noise. The
measurement tasks are as follows:

i. By subtracting the outputs of the “perfect system” and the system with feedback
signal quantization, calculate the mean square value of the difference. Compare
this result with that of Exercise 21.7(i-a).

ii. By subtracting the outputs of the “perfect system” and the system with coefficient
error, calculate the mean square value of the difference. Compare this result with
that of Exercise 21.7(i-b).

iii. By subtracting the outputs of the “perfect system” and the system with feedback
signal quantization and coefficient quantization, calculate the mean square value
of the difference. Do the effects of quantization noise and coefficient quantization
add linearly?

21.10 When the number representation in Exercise 21.9 is floating-point, proper number rep-
resentation requires quantization of the sum as well.
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(a) Answer the questions of Exercise 21.9 for the quantizer being IEEE single preci-
sion.

(b) Investigate the effect of an additional quantizer after the adder.

21.11 The nonlinear system of Eq. (21.37) can be block-diagrammed as in Fig. E21.11.1.
In this block diagram, signal quantization is incorporated wherever needed, to prevent
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Figure E21.11.1 Block diagram of a nonlinear system.

wordlength from growing without bound (Fig. E21.11.2). Because of the system’s non-
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Figure E21.11.2 Block diagram of a nonlinear system with quantizers.

linearity, it is impossible to theoretically calculate the effects of signal quantization and
coefficient quantization. However, these effects can be studied by computer simulation.
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Let the input signal be a unit-amplitude sinusoid whose frequency is one twenty-second
(1/22 part) of the sampling frequency. The “perfect system” can be simulated with
double precision. This same system could also be simulated three different ways,

(a) with all coefficients rounded to single precision, and all quantizers being double
precision, or

(b) with all quantizers rounding signals to single precision, and all coefficients rounded
to double precision, or

(c) with all coefficients rounded to single precision, and all quantizers rounding sig-
nals to single precision.

The tasks are as follows:

i. Using the method described in Exercise 21.9(a), calculate the mean square value
of the output error due to coefficient quantization.

ii. Using the method described in Exercise 21.9(b), calculate the mean square value
of the output quantization noise.

iii. Using the method described in Exercise 21.9(c), calculate the mean square value
of the output error and of the output noise due to both coefficient quantization and
signal quantization. Compare this to the sum of the results of (a) and (b) above.
Note that in spite of the system’s nonlinearity, the effects at the system output due
to coefficient quantization and signal quantization add linearly. Does this work
for the given system?
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Appendix A

Perfectly Bandlimited
Characteristic Functions

We have seen when discussing the sampling theorem in Section 2.2 that the condi-
tions of the theorem are exactly met only if the signal being sampled is perfectly
bandlimited. This is rarely the case, since perfect bandlimitedness implies that the
signal cannot be time-limited. Such a signal can be easily defined mathematically,
but measured signals are always time-limited, so the condition of the sampling the-
orem can be met only approximately. While the sinc function wave is theoretically
bandlimited, its time truncated versions are not, so the sampling theorem can be ap-
plied only approximately. However, sampling theory proved to be very powerful
despite its approximate applicability.

The situation is similar with the quantizing theorems. Bandlimitedness of the
CF would imply that the PDF is not amplitude-limited. Since measured signals are
always amplitude-limited, the quantization theorems can be applied only approx-
imately. Similarly to the sampling theorem, this does not prevent the quantizing
theorems from being very powerful in many applications.

Most distributions that are applied in practice, like the Gaussian, exponential
or chi-squared are not bandlimited. This fact does not prevent the application of the
quantizing theorems if the quantum step size is significantly smaller than the standard
deviation. Nevertheless, it is of interest to investigate the question whether there are
distributions whose characteristic functions are perfectly bandlimited, similarly to
the sinc function.

In the following paragraphs we will discuss some examples of distributions
whose CFs are perfectly bandlimited.

A.1 EXAMPLES OF BANDLIMITED CHARACTERISTIC
FUNCTIONS

Example A.1 Characteristic Functions that Satisfy QT I or QT II
A few attempts are enough to reveal that it is not easy to construct examples of

589
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u

�x B(u)

−B 0 B

1

(a)

x

fx B(x)

−4π/B−2π/B 0 2π/B 4π/B

B/2π

(b)

Figure A.1 A distribution with bandlimited CF: (a) CF; (b) PDF.

bandlimited characteristic functions. The reason is that analytic characteristic
functions cannot be bandlimited (see Section A.2), and most of the CFs that
occur in practice are analytic around the origin. Therefore, let us discuss first the
conditions that we have to meet in order to construct a bandlimited CF.

The necessary and sufficient condition for a function to be a characteristic func-
tion is that its inverse Fourier transform be a probability density function. A
PDF is a nonnegative function, with integral equal to one. The first property of
the PDF is equivalent to the CF being a nonnegative definite function1 (Lukacs,
1970, Theorem 4.2.2, p. 71), the second one means that �x (0) = 1.

The first example of a bandlimited CF is a triangle function in the CF domain
(see Fig. A.1):

�1B(u) =
{

1 − |u|
B for |u| ≤ B

0 elsewhere.
(A.1)

The bandlimit of this CF is B. The corresponding PDF is the square of the sinc
function,

f1B(x) = B

2π
sinc2 Bx

2
. (A.2)

1The complex-valued function �(u) is nonnegative definite if

• �(u) is continuous

• for any positive integer N and any real u1, u2, . . . , uN and any complex ξ1, ξ2, . . . , ξN , the sum

N∑
i=1

N∑
j=1

�x (ui − u j )ξi ξ j

is real and nonnegative.
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It may be surprising that �1B(u) has no derivatives at u = 0. The reason is that
no moments of this distribution exist, because the improper integral

∞∫
−∞

x f1B(x) dx (A.3)

does not exist. Therefore, this is a distribution which has a bandlimited CF, but
has no moments, so the quantizing theorems give no usable result.

As a second example, let us take the fourth power of the sinc function as the PDF,
and normalize the area under it to 1:

f2B(x) = 3B

4π
sinc4 Bx

2
. (A.4)

The characteristic function is a threefold convolution of the rectangle function
with itself, or the convolution of a triangle impulse with itself. This CF is band-
limited. This distribution has first and second moments, because x2 · f2B(x) =
O(

1
x2 ) (it disappears as quickly as 1/x2 for large x), so the improper integrals

converge:

E{x2
2B} =

∞∫
−∞

x2 f2B(x) dx

= 3B

4π

∞∫
−∞

8

B3

sin4 Bx
2( Bx

2

)2 d

(
Bx

2

)

= 6

πB2

∞∫
−∞

sin4 y

y2
dy

= 6

πB2

∞∫
−∞

sin2 y

y2
− sin2 2y

4y2
dy

= 3

B2
, (A.5)

and

E{x} =
∞∫

−∞
x f2B(x) dx = 0 . (A.6)

The characteristic function has the shape of an auto-convolution of�1B(u), there-
fore it is smoother than �1B(u), and can be differentiated two times at zero. We



592 A Perfectly Bandlimited Characteristic Functions

will not prove differentiability; it follows from the existence of the first two mo-
ments.

�2B(u)=
3B

4π

1

2π

∞∫
−∞

2π

B
�1B(u − v)2π

B
�1B(v) dv

= 3

2B

∞∫
−∞

�1B(u − v)�1B(v) dv . (A.7)

This is a distribution with bandlimited CF (the bandlimit is 2B), and existing
first and second moments.

Further examples can be obtained by taking even higher powers of the sinc func-
tion, and scaling them to obtain PDFs:

fkB(x) = sinc2k ( Bx
2

)
∞∫

−∞
sinc2k ( Bx

2

)
dx

, k = 3, 4, . . . (A.8)

The distribution defined by fkB(x)will have moments E{xr }, for r = 1, . . . , 2k−
2. The bandlimit of the CF is k B.

Example A.2 A Distribution for which All the Moments Exist, and has a
Bandlimited CF
The distributions in the above examples have a finite number of moments only.
In this example we will show a distribution which has a perfectly bandlimited
CF and for which all moments exist.

The number of existing moments can be increased without limit in (A.8), but
then the bandlimit k B also increases without bound, therefore for k → ∞ the
CF is not bandlimited any more.

The problem with the above construction is that each convolution increases the
bandlimit by B. We need the convolutions in order to assure that the CF is dif-
ferentiable at the origin many times. However, in order to make the CF differen-
tiable at zero, we need convolutions with finite but arbitrarily narrow functions.
Let us define therefore the nonnegative functions

gk(x) =
k∏

i=1

sinc2
(

Bx

2i

)
k = 1, 2, . . . (A.9)
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Since g1(x) is integrable

∞∫
−∞

g1(x) dx = 2π

B
, (A.10)

and gk+1(x) ≤ gk(x), each function is integrable. Therefore, we can form a
series of PDFs from them:

fk(x) = gk(k)
∞∫

−∞
gk(k) dx

k = 1, 2, . . . (A.11)

The limit of these PDFs is the one we are looking for:

f∞(x) = lim
k→∞

fk(x) . (A.12)

This is a PDF, at least if it is not degenerate. This can be easily shown noticing
that in the definition of gk(x) the multiplicative terms become wider and wider
for larger values of k, therefore they practically do not modify the shape of the
function around zero; they only provide that the asymptotic decay of gk(x) is
O(1/x2k). Therefore, for small values of x ,

gk(x) ≈
k∏

i=1

(
1 −

( Bx
2i )

2

6

)2

≈ 1 − B2

6
x2

k∑
i=1

1

4k
> 1 − B2

12
x2 1

3
≈ 1 , (A.13)

which means that the area under gk(x)will not disappear for k → ∞. Therefore,
f∞(x) is not degenerate.

The characteristic function is defined as

�∞(u) =
∞∫

−∞
f∞(k)e

jux dx . (A.14)

The shapes of f∞(x) and �∞(u) are illustrated in Fig. A.2.

All moments exist for f∞(x), because the tails disappear quicker than any poly-
nomial of 1/x . The CF is obviously bandlimited, since the bandlimit of �k(u)
is equal to the sum of the bandwidths of the convolved CFs:

Bk =
k∑

i=1

2
B

2i
= 2B(1 − 2−k) , (A.15)
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x

f∞(x)

−2π/B 0 2π/B
(a)

u

�∞(u)

−2B 0 2B

1

(b)

Figure A.2 PDF and CF of the distribution defined by Eq. (A.12), for
which all the moments exist and the CF is bandlimited: (a) PDF; (b) CF.

and

B∞ = lim
k→∞

Bk = 2B . (A.16)

It may be of interest to note that although all the derivatives of the CF exist
at u = 0, it is not analytic (see Section A.2), and cannot be represented by a
Maclaurin series. The Maclaurin series formed from these derivatives does not
converge.

This example is not meant to be practical. It only shows that it is possible to have
a bandlimited CF having all finite derivatives at u = 0, and corresponding to a
proper PDF.

A.2 A BANDLIMITED CHARACTERISTIC FUNCTION
CANNOT BE ANALYTIC

In this section it will be shown that bandlimitedness is an important restriction on
the characteristic function. We will prove that a bandlimited CF is not analytic, or,
equivalently, it cannot be represented as a Maclaurin series.

Let us assume that a CF can be represented in the form of a Maclaurin series
for −δ < u < δ, as

�x (u) =
∞∑

k=0

dr �x (u)

dur

∣∣∣∣∣
u=0

ur

r !
=

∞∑
k=0

(− j)rαr
ur

r !
, (A.17)

with αr being the r th moment of x :

αr = E{xr } = 1

(− j)r
dr �x (u)

dur

∣∣∣∣
u=0
. (A.18)
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Then this series is absolutely convergent for all complex values of u inside the circle
|u| < δ (Churchill, 1948, Section 61, p. 105). This means that it represents an an-
alytic function at every point of this region (Churchill, 1948, Section 62, p. 109). It
can be shown that if the function is analytic inside the circle |u| < δ, it can be repre-
sented by a Maclaurin series (Churchill, 1948, Section 57, p. 98), so representability
by a Maclaurin series and analyticity in the circle |u| < δ are interchangeable.

If a characteristic function is analytic within a circle of radius δ around the ori-
gin, it is also analytic in a strip (see Fig. A.3) defined by | Im{u}| < δ (Lukacs, 1970,
Theorem 7.1.1, p. 193). This strip includes the real axis. Bandlimitedness means
that for |u| > B on the real axis,�x (u) is zero. However, this implies for an analytic
function that�x (u) ≡ 0 in the whole strip (Churchill, 1948, Section 99, p. 188). This
does not allow any bandlimited nonzero CF. Therefore, a bandlimited CF cannot be
represented by a Maclaurin series, or, equivalently, it cannot be analytic.

Re{u}

Im{u}

δ

−δ

Figure A.3 Regions of convergence for the Maclaurin series of Eq. (A.17).

A.2.1 Characteristic Functions that Satisfy QT I or QT II

Most of the CFs that are used in practice are analytic around the origin (see Appen-
dix I). Therefore, they are not perfectly bandlimited. For large amplitude values they
are approximately bandlimited, but one always has to check the accuracy of the ap-
proximation. There are examples of CFs that are exactly bandlimited, but these are
artificial creations rather than usable ones.

A.2.2 Impossibility of Reconstruction of the Input PDF when
QT II is Satisfied but QT I is not

We have seen in Section 4.3 that the moments of the input signal can be determined
from the moments of the quantizer output if QT II is satisfied. But because the
CF is bandlimited, this CF cannot be determined from its moments since it is not
analytic and representable by a Maclaurin series. Therefore, satisfaction of QT II
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is not sufficient for the determination of the quantization input CF and PDF from
knowledge of the quantizer output moments.

Satisfaction of QT I is sufficient for the recovery of the input CF and PDF from
the quantizer output CF or PDF (see Chapter 4), but not from the output moments.

One may argue that approximate fulfillment of the conditions for QT II may
allow one to use the Maclaurin series for approximate reconstruction of the PDF of
x . This may be true, but it would be difficult to tell how many terms of the series
one should use. High-order moments may deviate seriously from the expressions
with the derivations of the CF, defined by (A.18), so the approximation even by a
high-order Maclaurin series can be very bad. Therefore, the reconstruction of fx (x)
by using the Maclaurin series of the CF often provides a poor result.

When QT II is approximately satisfied, QT I is usually also approximately satis-
fied. If this is true, the methods described in Section 4.4 are more robust to imperfect
satisfaction of the conditions than the one based on the Maclaurin series.



Appendix B

General Expressions of the
Moments of the Quantizer

Output, and of the Errors of
Sheppard’s Corrections

When neither QT I nor QT II are satisfied perfectly, the moments of x ′ deviate from
those predicted by the PQN model. In order to examine this, we need precise expres-
sions for the moments of x ′ that are general and apply whether or not QT I or QT II
are satisfied.

B.1 GENERAL EXPRESSIONS OF THE MOMENTS OF THE
QUANTIZER OUTPUT

For each moment of x ′, we will determine an expression in the form of

E{(x ′)r } = E{xr } + Mr + Nr . (B.1)

Here Mr denotes the terms that are present when QT II is satisfied (see Eq. (4.27)),
and Nr denotes the usually small terms (the deviation from the ideal case) that are
added when QT II is not satisfied.

The moments of x ′ can be derived from the characteristic function (4.11). This
can be put in more convenient form as

�x ′(u)=
∞∑

l=−∞
�x (u + l) sinc

(
q(u + l)

2

)

=
∞∑

l=−∞
�x (u + l) sinc

(qu

2
+ πl

)
. (B.2)
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By taking the derivatives of �x ′(u) at u = 0, we can obtain the moments that we
seek.

The first moment, the expected value of x ′, is:

E{x ′} = 1

j

[
d

du

∞∑
l=−∞

�x (u + l) sinc
(qu

2
+ lπ

)]
u=0

= 1

j
�̇x (0)+

1

j

∞∑
l=−∞

l �=0

�x (l)
q

2

(
cosπl

πl
− sinπl

(πl)2

)

= E{x} + q

2π

∞∑
l=−∞

l �=0

�x (l)

j

(−1)l

l

= E{x} + q

π

∞∑
l=1

Im {�x (l)}
(−1)l

l

= E{x} + M1 + N1 , (B.3)

with M1 = 0 from (4.28), and N1 determined by the preceding line of (B.3).
The general expression of the second moment of x ′ can be derived in a similar

manner:

E{(x ′)2} = 1

j2

[
d2

du2

∞∑
l=−∞

�x (u + l) sinc
(qu

2
+ lπ

)]
u=0

= −
∞∑

l=−∞
�̈x (l) sinc (lπ)

−
∞∑

l=−∞
�x (l)

d2 sinc(qu
2 + lπ)

du2

∣∣∣∣
u=0

− 2
∞∑

l=−∞
�̇x (l)

d sinc(qu
2 + lπ)

du

∣∣∣∣
u=0

= − �̈x (0)

−�x (0)
(q

2

)2
(

−1

3

)
−

∞∑
l=−∞

l �=0

�x (l)
(q

2

)2
(

− sin lπ

lπ
− 2 cos lπ

(lπ)2
+ 2 sin lπ

(lπ)3

)



B.1 General Expressions of the Moments of the Quantizer Output 599

− 2
∞∑

l=−∞
l �=0

�̇x (l)
q

2

(
cos lπ

lπ
− sin lπ

(lπ)2

)

= E{x2} + q2

12

+

⎛⎜⎜⎝ q2

2π2

∞∑
l=−∞

l �=0

�x (l)
(−1)l

l2
+ 2

q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l

⎞⎟⎟⎠
= E{x2} + q2

12

+
(

q2

π2

∞∑
l=1

Re

{
�x (l)

(−1)l

l2

}
+ 2

q

π

∞∑
l=1

Re
{
�̇x (l)

} (−1)l+1

l

)
= E{x2} + M2 + N2 , (B.4)

with M2 = q2/12 from (4.28), and N2 determined by the preceding line of (B.4).
The general expression of the third moment is

E{(x ′)3} = 1

j3

[
d3

du3

∞∑
l=−∞

�x (u + l) sinc
(qu

2
+ lπ

)]
u=0

= E{x3}

−
∞∑

l=−∞
l �=0

3
�̈x (l)

j

q

2

(−1)l

lπ

+ 3E{x}q2

12

−
∞∑

l=−∞
l �=0

3
�̇x (l)

j

(q

2

)2
(

2(−1)l+1

(lπ)2

)

−
∞∑

l=−∞
l �=0

�x (l)

j

(q

2

)3
(
(−1)l+1

lπ
+ 6
(−1)l

(lπ)3

)

= E{x3} + 3E{x}q2

12



600 B Errors in Sheppard’s Corrections

+

⎛⎜⎜⎝− 3q

2

∞∑
l=−∞

l �=0

�̈x (l)

j

(−1)l

lπ

− 3q2

2

∞∑
l=−∞

l �=0

�̇x (l)

j

(−1)l+1

(lπ)2

− q3

8

∞∑
l=−∞

l �=0

�x (l)

j

(
(−1)l+1

lπ
+ 6
(−1)l

(lπ)3

)⎞⎟⎟⎠
= E{x3} + 3E{x}q2

12

+
(

− 3q
∞∑

l=1

Im
{
�̈x (l)

} (−1)l

lπ

− 3q2
∞∑

l=1

Im
{
�̇x (l)

} (−1)l+1

(lπ)2

− q3

4

∞∑
l=1

Im {�x (l)}
(
(−1)l+1

lπ
+ 6
(−1)l

(lπ)3

))
= E{x3} + M3 + N3 , (B.5)

with M3 = 3E{x}q2/12 from (4.28), and N3 determined by the preceding lines of
(B.5).

The general expression of the fourth moment is as follows.

E{(x ′)4} = 1

j4

d4

du4

∞∑
l=−∞

[
�x (u + l) sinc

(qu

2
+ lπ

)]
u=0

= E{x4}

+
∞∑

l=−∞
l �=0

4
...
�x (l)

q

2

(−1)l

lπ

+ 6E{x2}q2

12

+
∞∑

l=−∞
l �=0

6�̈x (l)
(q

2

)2
(

−2(−1)l

(lπ)2

)
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+
∞∑

l=−∞
l �=0

4�̇x (l)
(q

2

)3
(
(−1)l+1

lπ
+ 6
(−1)l

(lπ)3

)

+
(q

2

)4 1

5

+
∞∑

l=−∞
l �=0

�x (l)
(q

2

)4
(

4
(−1)l

(lπ)2
+ 24

(−1)l+1

(lπ)4

)

= E{x4} + 6E{x2}q2

12
+ q4

80

+

⎛⎜⎜⎝2q
∞∑

l=−∞
l �=0

...
�x (l)

(−1)l

lπ

+ 3q2
∞∑

l=−∞
l �=0

�̈x (l)
(−1)l+1

(lπ)2

+ q3

2

∞∑
l=−∞

l �=0

�̇x (l)

(
(−1)l+1

lπ
+ 6
(−1)l

(lπ)3

)

+ q4

4

∞∑
l=−∞

l �=0

�x (l)

(
(−1)l

(lπ)2
+ 6
(−1)l+1

(lπ)4

)⎞⎟⎟⎠
= E{x4} + 6E{x2}q2

12
+ q4

80

+
(

4q
∞∑

l=1

Re
{...
�x (l)

} (−1)l

lπ

+ 6q2
∞∑

l=1

Re
{
�̈x (l

)}(−1)l+1

(lπ)2

+ q3
∞∑

l=1

Re
{
�̇x (l)

}((−1)l+1

lπ
− 6
(−1)l+1

(lπ)3

)

+ q4

2

∞∑
l=1

Re {�x (l)}
(
(−1)l

(lπ)2
− 6
(−1)l

(lπ)4

))
= E{x4} + M4 + N4 . (B.6)
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with M4 = 6E{x2}q2/12 + q4/80 from (4.28), and N4 determined by the preceding
lines of (B.6).

We have determined the general expressions of the first four moments of x ′
in terms of moments of x , and in terms of q, and errors Nr . In the next section,
we will use these expressions for determination of the residual errors of Sheppard’s
corrections.

B.2 GENERAL EXPRESSIONS OF THE ERRORS OF
SHEPPARD’S CORRECTIONS

When neither QT I nor QT II are satisfied, Sheppard’s corrections may be applied
only approximately. Our purpose here is to derive expressions for the errors in Shep-
pard’s corrections. We will use the general expressions of the moments of x ′, deter-
mined in the previous section, and rearrange them in order to obtain formulas that
directly correspond to Sheppard’s corrections:

E{xr } = E{(x ′)r } − Sr − Rr , (B.7)

where Sr is Sheppard’s r th correction (see Eq. (4.29)), and Rr is the residual error
that cannot be corrected for in general. Our aim will be then to provide reasonable
upper bounds on the magnitude of Rr .

Note that Sr is expressed with moments of x ′, while Mr (see (B.1)) is expressed
with moments of x . When PQN applies, Sr = Mr , but otherwise they may be slightly
different, since the moments of x ′ are not exactly equal to the moments of (x + n),
so the errors in Sheppard’s corrections, Rr , are not equal to Nr . The quantities Mr
and Nr were derived primarily for the purpose of deriving Rr .

From Eq. (B.3), and taking into account that Sheppard’s first correction is S1 =
0, we obtain that

E{x} = E{x ′} −

⎛⎜⎜⎝ q

2π

∞∑
l=−∞

l �=0

�x (l)

j

(−1)l

l

⎞⎟⎟⎠
= E{x ′} −

(
q

π

∞∑
l=1

Im {�x (l)}
(−1)l

l

)

= E{x ′} −
(

q

π

∞∑
l=1

Im
{

e jlµ
�x̃ (l)

} (−1)l

l

)
= E{x ′} − R1 , (B.8)

where µ = E{x}, and �x̃ (u) is the characteristic function of x̃ = (x − µ), the fluc-
tuation of x about its mean (see Eq. (3.13)). The CF of x and the CF of x̃ are related
by �x (u) = e juµ �x̃ (u).
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For PDFs symmetrical about their means, the CFs of x̃ are real. In these cases,

R1 = q

π

∞∑
l=1

�x̃ (l)
(−1)l

l
sin(lµ) . (B.9)

Equations (B.8) and (B.9) represent formulas for the errors of Sheppard’s first cor-
rection, as functions of µ, in the form of a Fourier series. These relations correspond
to the fact that the corrections have to be periodic in µ, with a period of length q.

In the Gaussian input case, �x̃ (l) vanishes rapidly for increasing arguments,
and the first term of (B.9) dominates. Therefore, the Fourier series reduces to a
sinusoidal function of µ, and the maximal error can be approximated by the first
coefficient. This case is investigated in Chapter 11.

For other distributions, the CF usually vanishes much slower, and several terms
of Eq. (B.9) have to be taken into consideration. However, for reasonable values of q
(q <

√
var{x}), the decrease of the CF is sufficiently accelerated by the 1/ l terms

in the coefficients so that 20–100 terms usually give a very good approximation.
Therefore, the above expressions can be easily evaluated by means of a computer.
Moreover, a simple upper bound for |R1| can be developed using these formulas.
This will be done for specific distributions in Appendices G and H.

The exact expression of the second moment of x can be expressed from Eq. (B.4)
as

E{x2} = E{(x ′)2} − q2

12

−

⎛⎜⎜⎝ q2

2π2

∞∑
l=−∞

l �=0

�x (l)
(−1)l

l2
+ 2

q

2π

∞∑
l=−∞

l �=0

�̇x (l)
(−1)l+1

l

⎞⎟⎟⎠
= E{(x ′)2} − S2 − R2 . (B.10)

Equation (4.31) gives S2, and R2 is determined by the preceding line of (B.10).
For PDFs symmetrical about their mean values, using �x (u) = e juµ �x̃ (u),

R2 = E{(x ′)2} − E{(x)2} − q2

12

= q2

π2

∞∑
l=1

�x̃ (l)
(−1)l

l2
cos(lµ)

+ 2µ
q

π

∞∑
l=1

�x̃ (l)
(−1)l

l
sin(lµ)
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+ 2
q

π

∞∑
l=1

�̇x̃ (l)
(−1)l+1

l
cos(lµ) . (B.11)

Eqs. (B.10) and (B.11) have an interesting property when compared to the first cor-
rections (B.8) and (B.9). The second right-hand side term contains a factor µ. This
is a direct consequence of the fact that x ′ = x + ν, and in the second and all higher
moments the expected value xν appears, which contains µν. This is rather unpleas-
ant since it means that for large values of µ, the residual error in Sheppard’s second
correction becomes large. Given that Sheppard’s second correction is q2/12 which
is independent of µ, a relative error in the correction may be defined as

εS2
	= R2

S2
= R2

q2/12
. (B.12)

This increases without bound as µ increases. Therefore, for large values of µ, Shep-
pard’s second correction gives inaccurate results; it is preferable to study the central-
ized moments1 of x and x ′. This is done in the Addendum at this book’s website.

Equations (B.10) and (B.11) represent the error terms in the form of a Fourier
series which and can be evaluated numerically. Similarly to the first-order case,
usually 20–100 terms give a reasonably good approximation of the actual value.

The above formulas can also be used for determination of upper bounds on the
errors in the corrections. This is done in Chapters 11, and Appendices G and H.

The error in the third correction can be obtained by rearranging Eq. (B.5) and
using the general expression of E{x}, Eq. (B.8). We obtain

E{x3} = E{(x ′)3} − 3
(

E{x ′} − R1

)q2

12
− N3

= E{(x ′)3} − 3E{x ′}q2

12

−
(

− 3

(
q

π

∞∑
l=1

Im {�x (l)}
(−1)l

l

)
q2

12

− 3q
∞∑

l=1

Im
{
�̈x (l)

} (−1)l

lπ

− 3q2
∞∑

l=1

Im
{
�̇x (l)

} (−1)l+1

(lπ)2

1The r th centralized moment of x is E{(x − µ)r }.
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− q3

4

∞∑
l=1

Im {�x (l)}
(
(−1)l+1

lπ
+ 6
(−1)l

(lπ)3

))
= E{(x ′)3} − S3 − R3 . (B.13)

Equation (4.31) gives S3, and R3 is determined by the preceding line of (B.13). It
can be seen that R3 can be expressed by the Nr -terms as

R3 = N3 − N1
q2

4
. (B.14)

For PDFs symmetrical about their mean values, using �x (u) = e juµ �x̃ (u),

R3 = − 3

(
q

π

∞∑
l=1

�x̃ (l)
(−1)l

l
sin (lµ)

)
q2

12

− 3q
∞∑

l=1

(−1)l

lπ

×
(
�̈x̃ (l) sin (lµ)+ 2µ�̇x̃ (l) cos (lµ)− µ2

�x̃ (l) sin (lµ)
)

+ 3E{x}q2

12

− 3q2
∞∑

l=1

(−1)l+1

(lπ)2
(
�̇x̃ (l) sin (lµ)+ µ�x̃ (l) cos (lµ)

)
− q3

4

∞∑
l=1

(
(−1)l+1

lπ
+ 6
(−1)l

(lπ)3

)
�x̃ (l) sin (lµ) . (B.15)

The above formulas can be evaluated numerically.
The error in the fourth correction can be obtained by rearranging Eq. (B.6), and

using the general expression of E{x2}, Eq. (B.10). We obtain

E{x4} = E{(x ′)4} − 6E{x2}q2

12
− q4

80
− N4

= E{(x ′)4} − 6
(

E{(x ′)2} − S2 − R2

) q2

12
− q4

80
− N4

= E{(x ′)4} −
(

6E{(x ′)2}q2

12
− 7q4

240

)
−
(

− 6

(
q2

π2

∞∑
l=1

Re

{
�x (l)

(−1)l

l2

}
+ 2

q

π

∞∑
l=1

Re
{
�̇x (l)

} (−1)l+1

l

)
q2

12
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+ 4q
∞∑

l=1

Re
{...
�x (l)

} (−1)l

lπ

+ 6q2
∞∑

l=1

Re
{
�̈x (l

)}(−1)l+1

(lπ)2

+ q3
∞∑

l=1

Re
{
�̇x (l)

}((−1)l+1

lπ
− 6
(−1)l+1

(lπ)3

)

+ q4

2

∞∑
l=1

Re {�x (l)}
(
(−1)l

(lπ)2
− 6
(−1)l

(lπ)4

))
= E{(x ′)4} − S4 − R4 . (B.16)

Equation (4.31) gives S4, and R4 is determined by the preceding line of (B.16). It
can be seen that R4 can be expressed by the N-terms as

R4 = N4 − N2
q2

2
. (B.17)

For PDFs symmetrical about their mean values, using �x (u) = e juµ �x̃ (u),

R4 = − q2

π2

∞∑
l=1

�x̃ (l)
(−1)l

l2
cos (lµ)

q2

2

− 2
q

π

∞∑
l=1

(−1)l+1

l

(
�̇x̃ (l) cos (lµ)− µ�x̃ (l) sin (lµ)

) q2

2

+ 4q
∞∑

l=1

(−1)l

lπ

(...
�x̃ (l) cos (lµ)− 3µ�̈x̃ (l) sin (lµ)

− 3µ2
�̇x̃ (l) cos (lµ)+ µ3

�x̃ (l) sin (lµ)
)

+ 6q2
∞∑

l=1

(−1)l+1

(lπ)2

×
(
�̈x̃ (l) cos (lµ)− 2µ�̇x̃ (l) sin (lµ)− µ2

�x̃ (l) cos (lµ)
)

+ q3
∞∑

l=1

(
(−1)l+1

lπ
− 6
(−1)l+1

(lπ)3

)
× (�̇x̃ (l) cos (lµ)− µ�x̃ (l) sin (lµ)

)
+ q4

2

∞∑
l=1

(
(−1)l

(lπ)2
− 6
(−1)l

(lπ)4

)
�x̃ (l) cos (lµ) . (B.18)
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As mentioned earlier in connection with the expressions of the residual errors of
Sheppard’s second correction, given by Eqs. (B.10) and (B.11), the corrections for
Sheppard’s second and higher corrections contain powers of the mean value µ. This
gives rise to concerns about the behavior of Sheppard’s corrections for high values
of µ, since their respective corrections will increase as polynomials of µ, having no
upper bound.

Sheppard’s corrections work perfectly when QT II is satisfied, regardless of the
value of the mean of the quantizer input u. When QT II is not perfectly satisfied,
increasing values of µ cause Sheppard’s corrections to be increasingly inaccurate.

The reader should be reassured that when Sheppard’s corrections become inac-
curate because of large values of µ, nothing drastic happens with the quantizer. The
moments of x are closely approximated by the moments of x ′ since the moments of
the quantization noise (quantization error) become relatively negligible. Under these
conditions, Sheppard’s corrections simply give a poor representation of the moments
of the actual quantization noise.

B.3 GENERAL EXPRESSIONS FOR THE QUANTIZER
OUTPUT JOINT MOMENTS

In the general case, when neither QT I, nor QT II are satisfied, the joint moments
of the quantizer outputs can be expressed in the form of infinite sums of certain
values of the joint characteristic function. These expressions can be obtained from
the partial derivatives of Eq. (8.23), taken at (ux1 = 0, ux2 = 0).

The simplest joint moment, the cross correlation of x ′
1 and x ′

2, is:

E{x ′
1x ′

2} = 1

j2

∂2�x ′
1,x

′
2
(ux1, ux2)

∂ux1∂ux2

∣∣∣∣ux1=0
ux2=0

= − ∂2

∂(ux1)∂(ux2)

⎡⎣ ∞∑
l1=−∞

∞∑
l2=−∞

�x1,x2(ux1 + l11, ux2 + l22)

× sinc
π(ux1 + l11)

1
· sinc

π(ux2 + l22)

2

]
ux1=0
ux2=0

= − ∂
2�x1,x2(ux1, ux2)

∂ux1∂ux2

∣∣∣∣ux1=0
ux2=0

−
∞∑

l2=−∞
l2 �=0

(
∂ �x1,x2(ux1, l22)

∂ux1

∣∣∣∣
ux1=0

)
q2

2

(−1)l2

lπ
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−
∞∑

l1=−∞
l1 �=0
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+ q2

2π

∞∑
l2=−∞

l2 �=0

(
∂ �x1,x2(ux1, l22)

∂ux1

∣∣∣∣
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{
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l1l2

⎞⎠ . (B.19)

In the last step, we have added pairs of complex conjugate terms to obtain the new
ones, in order to be able to write “one-sided” sums.

If QT I or QT II are satisfied, each sum disappears in the last expression of
(B.19), and Sheppard’s first correction for joint moments (the first line of (8.46)) is
obtained.

As we saw in Chapters 9 and 10, the four right-hand side terms in the last
expression of (B.19) correspond respectively to the terms in the following equation:
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E{x ′
1x ′

2} = E{(x1 + ν1)(x2 + ν2)}
= E{x1x2} + E{x1ν2} + E{ν1x2} + E{ν1ν2} . (B.20)

This correspondence is very interesting but not obvious. It is proven in Sections 9.2
and 10.4.

If the joint PDF is symmetric about its mean values µ1, µ2, i.e.,

fx1,x2
(x1 + µ1, x2 + µ2) = fx1,x2

(−x1 + µ1,−x2 + µ2) , (B.21)

then the CF is real. The crosscorrelation can be expressed by making use of Eq. (B.19),
in an alternative form in terms of the zero-mean variables x̃1 and x̃2:
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2} = E{x1x2}
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The covariance can be also determined from (B.19) by subtracting the product of the
mean values. By using E{xi } = �̇xi (0)/j , and in addition Eq. (5.24), we obtain

E{x ′
1}E{x ′

2} = (E{x1} + E{ν1}) (E{x2} + E{ν2})
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×
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(B.23)

Using this, we can write that

cov{x ′
1, x ′

2} = E{x̃ ′
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For symmetric PDFs, this takes a somewhat simpler form:
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Higher-order joint moments can be obtained in a way similar to (B.19), but they
contain more infinite sums, so their evaluation becomes rather complicated. These
formulas are very useful when the joint CF disappears rapidly with increasing values
of the arguments, as in the case of the Gaussian distribution. The first few terms of
the sums provide an approximate analytic expression of the joint moments. If the
joint CF does not disappear rapidly, it may be easier to numerically evaluate the joint
moments, using their definition:

E{(x ′
1)

r (x ′
2)

t } =
∞∫

−∞

∞∫
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1)
r (x ′

2)
t fx ′

1,x
′
2
(x ′

1, x ′
2) dx ′

1 dx ′
2 . (B.26)





Appendix C

Derivatives of the Sinc Function

The derivatives of the sinc function are used throughout this book to determine mo-
ments of the quantization noise and correlations between this noise and the signal
being quantized. The purpose of this appendix is to obtain sinc function derivatives
and to present them in a convenient place.

When x �= 0, the derivatives of the function

sinc(x) = sin x

x
. (C.1)

can be analytically determined:

dn sinc(x)

dxn
=
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k

)
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1
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=
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1

xk+1

=
n∑
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n!
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(−1)n−m dm sin x

dxm

1

xn−m+1
. (C.2)

This gives for the first few values of n:

d sinc x

dx
= cos x

x
− sin x

x2
= x cos x − sin x

x2

d2 sinc x

dx2
= − sin x

x
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dx3
= − cos x

x
+ 3

sin x

x2
+ 6

cos x

x3
− 6

sin x

x4

d4 sinc x

dx4
= sin x

x
+ 4

cos x

x2
− 12

sin x

x3
− 24

cos x

x4
+ 24

sin x

x5
. (C.3)
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We often need the values of the derivatives of sinc q(u+l)
2 for u = 0,  = 2π/q,

l = ±1,±2 . . . For these values sin(l) = 0, and cos(l) = (−1)l . Consequently,

d sinc q(u+l)
2

du
∣∣

u=0

= q

2

(−1)l

lπ
= q

2π

(−1)l

l
. (C.4)

d2 sinc q(u+l)
2

du2
∣∣

u=0

=
(q

2

)2 2(−1)l+1

(lπ)2
= q2

2π2

(−1)l+1

l2
. (C.5)

d3 sinc q(u+l)
2

du3
∣∣

u=0

=
(q

2

)3
(
(−1)l+1

lπ
+ 6
(−1)l

(lπ)3

)
. (C.6)

d4 sinc q(u+l)
2

du4
∣∣

u=0

=
(q

2

)4
(

4
(−1)l

(lπ)2
+ 24

(−1)l+1

(lπ)4

)
= q4

4

(
(−1)l

(lπ)2
+ 6
(−1)l+1

(lπ)4

)
, (C.7)

d5 sinc q(u+l)
2

du5
∣∣

u=0

=
(q

2

)5
(
(−1)l

lπ
+ 20

(−1)l+1

(lπ)3
+ 120
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(lπ)5

)
= q4
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(
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(lπ)2
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(lπ)4
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, (C.8)

...

dn sinc q(u+l)
2

dun
∣∣

u=0

=
(q

2

)n

⌊
n−1

2

⌋∑
s=0

n!

(2s + 1)!

(−1)n−s−1+l

(lπ)n−2s
, (C.9)

with 
·� being the closest smaller or equal integer number (rounding towards zero).
For l = 0, these expressions cannot be directly used. It is simpler to work with

the Taylor series of sinc(x), easily obtained from the Taylor series of sin(x):

sinc(x) = 1 − x2

3!
+ x4

5!
− x6

7!
+ · · · (C.10)

From this series,

d sinc qu
2

du
∣∣

u=0

= 0 ,
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d2 sinc qu
2

du2
∣∣
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3
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du3
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)4 1
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)n (−1)(n/2)

n + 1
(C.11)





Appendix D

Proofs of Quantizing Theorems
III and IV

D.1 PROOF OF QT III

In this appendix we will prove that if

dm �x (ux )

dum
x

∣∣∣∣
ux=l

= 0 for m = 0, 1, · · · , r , l = ±1,±2, · · · , (7.48)

where r is a nonnegative integer, then this is both a necessary and sufficient condition
for

E{xrνt } = E{xr nt } , t = 1, 2, · · · (7.49)

to be true, independent of the mean of x .
From the general expression of the moments (7.46) it is clear that the necessary

and sufficient condition for Eq. (7.49) to be true is

∞∑
l=−∞

l �=0

dr �x (ux )

dur
x

∣∣∣
ux=l

dt �n(uν)

dut
ν

∣∣∣
uν=l

= 0 . (D.1)

Condition (D.1) is clearly fulfilled when (7.48) is true. This can be seen by taking the
m = r case, and substituting the zero derivative values into (D.1). This demonstrates
sufficiency.

Next we will prove necessity. Condition (D.1) must hold for all values of µ,
which enters the expression implicitly through �x (ux ). When the mean value µ is
changed by an arbitrary value µm to µ + µm , the characteristic function is changed
from �x (ux ) to �xm(ux ) = e juxµm �x (ux ). The r th derivative of the modified
characteristic function can be calculated similarly to the binomial expression of the
power of sums, as
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dr �xm(ux )

dur
x

= dr e juxµm �x (ux )

dur
x

=
r∑

k=0

(
r

k

)
( jµm)

ke juxµm
dr−k �x (ux )

dur−k
x

. (D.2)

Substitute (D.2) into (D.1), and let us choose for µm the arbitrary value µ0, then
choose µ0 + q, . . . , then µ = µ0 + rq. For this discussion, let µm = µ0 + mq:

∞∑
l=−∞

l �=0

r∑
k=0

(
r

k

)
j k(µ0 + mq)ke jux (µ0+mq) d

r−k �x (ux )

dur−k
x

∣∣∣
ux=l

dt �n(uν)

dut
ν

∣∣∣
uν=l

=
∞∑

l=−∞
l �=0

r∑
k=0

(
µk

0 +
(

k

1

)
mq · µk−1

0 + · · · +
(

k

k − 1

)
(mq)k−1µ0 + (mq)k

)

×
(

r

k

)
j k dr−k �x (ux )

dur−k
x

∣∣∣
ux=l

dt �n(uν)

dut
ν

∣∣∣
uν=l

e juxµ0 = 0

for m = 0, 1, . . . , r . (D.3)

The r + 1 equations (D.3) for m = 0, 1, . . . r are very similar. They differ in that the
polynomials of µ0 differ, since the values of m are distinct.

From the r + 1 simultaneous equations, the (r − 1)th, (r − 2)th, . . . , 1st and
0th powers of µ0 can be removed by elimination. From the remainder, µr

0 can be
factored out, and what remains is a Fourier series as a function of µ0, containing in
its coefficients specific values of �x only, and not its derivatives. The Fourier series
can be zero for all the possible values of µ0 only if all the coefficients of the Fourier
series are equal to zero:

�x (l) = 0 , for l = ±1,±2, . . . (D.4)

By substitution back into the above set of equations, we obtain recursively that all
the derivatives of �x (ux ) of order 1 . . . r must be zero at the proper places, so con-
ditions (7.48) must hold. The conditions (7.48) are therefore necessary conditions
for Eq. (D.1) to hold. Necessary conditions for (D.1) are necessary conditions for
(7.49). Since we have already proven the sufficiency of (7.48), the proof of QT III is
complete.

D.2 PROOF OF QT IV

We will prove in this appendix that if

dr �x̃ (ux )

dur
x

= 0 for ux = l l = ±1,±2, . . . (7.55)
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for any value or values of r , where r is always a nonnegative integer, then this is both
a necessary and sufficient condition for

E{x̃rνt } = E{x̃r nt } , t = 1, 2, . . . (7.56)

to be true, independent of the mean of x .
The proof can be obtained by using the joint characteristic function of x̃ and ν.

This CF can be directly determined from the joint CF of x and ν (Eq. (7.28)).

�x̃,ν(ux , uν)= e− juxµ �x,ν(ux , uν)

= e− juxµ

∞∑
l=−∞

e( jux+ jl)µ
�x̃ (ux + l) sinc

q(uν + l)

2

=
∞∑

l=−∞
e jlµ

�x̃ (ux + l) sinc
q(uν + l)

2
. (D.5)

In this formula, ux and uν appear in separate terms of each product. Therefore, it is
easy to take the partial derivative:

E{x̃rνt } = 1

jr+t

∂r+t �x̃,ν(ux , uν)

∂ur
x∂ut

ν

∣∣∣∣ux=0
uν=0

= 1

jr+t

∞∑
l=−∞

e jlµ
[

dr

dur
x
�x̃ (ux + l)

]
ux=0

[
dt

dut
ν

sinc
q(uν + l)

2

]
uν=0

= E{x̃r nt }

+ 1

jr+t

∞∑
l=−∞

l �=0

e jlµ
[

dr

dur
x
�x̃ (ux )

]
ux=l

[
dt

dut
ν

sinc
q(uν)

2

]
uν=l

.

(D.6)

If the r th derivative of�x̃ (ux ) equals zero at ux = l, l = ±1,±2, . . ., the joint mo-
ment simplifies to (7.56). This demonstrates the sufficiency of the condition (7.55).

It can be shown that (7.55) is also a necessary condition for (7.56). The sum
in the last line of Eq. (D.6) may be regarded as a Fourier series in µ, so the sum can
be zero for all values of µ only if all the coefficients of the Fourier series are zero.
Since the derivatives[

dt

dut
ν

sinc
quν

2

]
uν=l

with l = ±1,±2, . . . and t = 1, 2, 3, . . . (D.7)

are not zero, the r th derivative of �x̃ (ux ) must be zero. Therefore, condition (7.55)
is a necessary and sufficient condition for (7.56). By this, we have proven QT IV.





Appendix E

Limits of Applicability of the
Theory – Caveat Reader

The theory described in this book is very general: it describes well most quantization
and roundoff situations. However, assumptions have been made which are necessary
for proper application. In this appendix, some of these will be briefly described.

E.1 LONG-TIME VS. SHORT-TIME PROPERTIES OF
QUANTIZATION

Statistical theory of quantization deals with statistics of signals: PDFs, CFs and mo-
ments. The basic idea is coined at the beginning of Chapter 4: “Instead of devoting
attention to the signal being quantized, let its probability density function be consid-
ered.”

Having extensively explored the theory, a few basic questions need to be dis-
cussed, like:

• when may the PDF be used?

• what are the consequences of the use of the PDF in the application of the the-
ory?

• what has to be done if the PDF may not used, e.g. when the signal is determin-
istic?

For the introduction of the probability density function, Fig. 3.1(a) shows an ensem-
ble of random time functions. These random time functions are realizations of a
stochastic process. In practice, usually just one realization is measured, thus averag-
ing is performed as averaging in time – which means that time averages are assumed
to be equal to ensemble averages. In this case, the process is called ergodic (see page
43).
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622 E Limits of Applicability of the Theory – Caveat Reader

Quantization theory deals with statistical properties of ergodic processes. Ful-
fillment of QT I ensures that the PDF of x can be determined from the PDF of x ′.
Fulfillment of QT I or QT II ensures that the moments of these processes follow
Sheppard’s corrections. The behavior of statistical descriptors is examined, charac-
terizing time records of infinite length.

In practice, however, finite-length measured records are analyzed. Thus, ap-
plicability of our results depends on how much the moments and the PDF of the
infinitely long input signal are relevant to our time record. In quantization theory, it
is tacitly assumed that the PDF and the moments are usable for the measured data.
This is usually true, but not in every case.

Moreover, for deterministic signals, the use of the PDF needs some explana-
tion. A “PDF” can be assigned to the time domain signal, as if this was a random
realization of a stochastic process. The ratio of the time while the signal stays in a
given amplitude range is taken, relative to the full time length, as “probability”:

f (x0) = lim
	x→0

P(x0 ≤ x(t) < x0 +	x)

	x
	= lim
	x→0

Tx0≤x(t)<x0+	x

Trecord

	x
. (E.1)

By this, similar statements can be made as for stochastic signals. These will be valid
for the whole (infinitely long) signal, since the PDF is also defined for the whole one.

Quantizing theorems refer to global properties: to PDF of the whole signal,
or moments as results of averaging over the whole signal. Thus, from the quanti-
zation theory point of view, there is no difference e.g. among the signals illustrated
in Fig. E.1(a)–(c). They are designed to have identical PDFs. However, it can be
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Figure E.1 Different time domain signals having the same PDF: (a) Gaussian signal;
(b) inverse of the Gaussian distribution function; (c) sum of the two.

observed that while for the signal in Fig. E.1(a) the PDF remains the same if we take
the half of the record, for Fig. E.1(b)–(c) this is not true. The statistical properties
valid for the full record are not necessarily inherent to parts of it. The statements
which are valid for the full record (like the QTs) are not necessarily valid for parts of
the record. Therefore, in order to apply QTs and the PQN model with a sound basis,
we must measure long enough records for which the PDF is really applicable. If this
is not done for some reason, we need to look into short-time properties of quantized
data.
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A good example of the contradiction between long-term and short-term proper-
ties becomes evident in digitally recorded music. PQN is usually perfectly applicable
to the full recording. However, based on quantization theory, this is true in average
only. Nothing is said about short-time behavior. What we hear as noise, however, is
short-time (< 0.1 s) noise power. This should be small, and what is audible from it
should stay at a constant level, independent of the input signal, otherwise it becomes
annoying.

An example is shown in Fig. E.2. In Fig. E.2(a), a short-time record of a
Gaussian distributed signal is shown. This has been quantized with q = σx , that
is, the quantization theorem is well fulfilled. The quantized signal is shown in
Fig. E.2(b). Between 1.4 s and 2 s, there is no change at the output, while between 2
s and 2.5 s there is noise, clearly audible in the audio frequency range.

Record of Gaussian signal

Time, s(a)
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−0.5

0.5

0 0.5 1 1.5 2 2.5 3

Quantized signal

Time, s(b)

−2
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0

1

0 0.5 1 1.5 2 2.5 3

Figure E.2 Noise modulation: (a) time record of a Gaussian signal; (b) result of quanti-
zation with q = σx .

Short-time dependence of the moments of ν on x is possible even if their long-
time correlation is zero, so it deserves analysis on its own.
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E.1.1 Mathematical Analysis

The tool of this investigation is the conditional PDF of the quantization noise, with
the condition being the instantaneous value of the input signal:

fν|x (z) = rect

(
z

q

) ∞∑
m=−∞

δ(x + z + mq) . (E.2)

The conditional CF is the Fourier transform of this:

�ν|x(u) =
∞∫

−∞
fν|x (z) e j zu dz = sinc

(qu

2

)
�

( ∞∑
l=−∞

e− j xuδ(u + l)

)

=
∞∑

l=−∞
sinc

(
q(u + l)

2

)
e j xl . (E.3)

Evaluation of Eqs. (E.2) and (E.3) seems to be awkward, since because of the de-
terministic nature of quantization, these describe simple one-to-one relationships.
However, for slightly random x , these functions will be smeared, and the functions
of ν are obtained:

fν(z)=
∞∫

−∞
fν|x(z) f (x) dx ,

�ν(z)=
∞∫

−∞
�ν|x (z) f (x) dx . (E.4)

The conditional moments of ν can be calculated by differentiating Eq. (E.3), and by
setting u to zero:

E{ν|x} = 1

j

d�ν|x(u)
du

∣∣∣∣
u=0

=
∞∑

l=−∞
l �=0

q

2π j

(−1)l

l
e j xl

=
∞∑

l=1

q

π

(−1)l

l
sin(xl) . (E.5)
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E{ν2|x} = 1

j2

d2�ν|x(u)
du2

∣∣∣∣
u=0

= q2

12
+

∞∑
l=−∞

l �=0

q2

2π2

(−1)l

l2
e j xl

= q2

12
+

∞∑
l=1

q2

π2

(−1)l

l2
cos(xl) . (E.6)

E{ν} =
∞∫

−∞
E{ν|x} f (x) dx =

∞∫
−∞

∞∑
l=1

q

π

(−1)l

l
sin(xl) f (x) dx ,

E{ν2} =
∞∫

−∞
E{ν2|x} f (x) dx =

∞∫
−∞

q2

12
+

∞∑
l=1

q2

π2

(−1)l

l2
cos(xl) f (x) dx ,

...

Mi,ν =
∞∫

−∞
Mi,ν|x f (x) dx, i = 1, 2, . . . (E.7)

The above expressions clearly show that the moments of the quantization noise may
depend on x . This is not in contradiction with PQN theory described earlier. When
x sufficiently varies, these dependencies will be smoothed out to zero. QT I or QT II
are sufficient to eliminate moment dependency for records long enough to have rea-
sonable PQN.

However, if x is almost constant in a finite-length interval, the variance will
behave as illustrated in Fig. E.3(c). This is not very disturbing, since the peaks in the
variance have zero width and x practically never takes this value. However, if x has a
small variation, like in Fig. E.3(d)–(f), the variance shows noticeable changes. This
phenomenon, the so-called noise modulation, is very annoying in audio applications
when a slowly changing input value with a small additive noise causes a changing
noise power. If this happens, an appropriate (e.g. triangular) dither has to be used
(see Section 19.5) to assure short-time fulfillment of the QT conditions, especially
for soft, low-level recordings.

It is of interest to analyze how the series in Eqs. (E.5) and (E.6) yield the func-
tions in Fig. E.3. It is clear that the Fourier series in Eq. (E.5) is of a sawtooth. The
form of (E.6) is more complex. It is straightforward to see that the two extreme val-
ues are 0 and q2/4. These are the squares of the two bounds of |ν|: for x = 0, ν = 0,
and its square is also 0; for x = q/2, the other extreme value is taken. As for the
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Figure E.3 Dependence of functions of the quantization error on the input variable x :
(I) x =const: (a) ν(x); (b) ν2(x); (c) var{ν(x)} = ν2(x)− (E{ν(x)})2;
(II) noisy input, x normally distributed with σx = q/10, dependence onµx : (d) E{ν(x)};

(e) E{ν2(x)}; (f) var{ν(x)}.

sum, with x = 0 the cosine is one, and the sum gives −q2/12; with x = q/2, the
cosine is equal to (−1)l , and it is easy to check that

∞∑
l=1

q2

π2

1

l2
= q2

6
, (E.8)

and q2/12 + q2/6 = q2/4.
When QT II is fulfilled, the moments take the PQN values, E{ν} = 0, and

E{ν2} = q2/12. This is true because the moments can be calculated according to
Eqs. E.7, and this smoothing of the conditional moments yields the above values.

As a summary of the above discussion, it can be stated that small variability of
x , like in short-time records, will not efficiently smear out x-dependent (and time-
dependent) behavior of moments of ν, but a variability fulfilling QT I or QT II will
smear them out. Short-time average values of the moments of ν may depend on
beginning of the time record.

E.2 SATURATION EFFECTS

In the statistical theory of quantization, it is assumed that the quantization character-
istic has the same staircase form of infinite length in both directions.
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In practice, the finite amplitude range of the input signal restricts the range of
interest, therefore it is enough if the quantization characteristic is uniform where it
is really used. It may be thought that the characteristic continues similarly at places
where it is not used.
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Figure E.4 Saturation in a real quantizer, with N = 15: (a) quantizer characteristics;
(b) quantization error characteristics; (c) PDF of an input signal.

In the previous investigations, it was simply assumed that although the range of
the quantization characteristic is always limited in practice, the input signal is scaled
properly to avoid saturation. In this section, this scaling is briefly discussed.

In scaling for quantization, two requirements need to be satisfied:

• the input signal must be small enough to avoid saturation,

• the input signal must be large enough to fulfill an appropriate quantizing theo-
rem, and also to assure good signal-to-noise ratio with respect to the quantiza-
tion noise.

Therefore, it seems to be best to have the largest possible input signal which still
avoids saturation. However, most PDFs, like the Gaussian or the Laplacian, have
infinite range, so in theory, saturation will always happen.

This is not as bad as it sounds. Distributions with infinite range are only mod-
els of reality with limited precision. For finite sample size, the central limit theorem
assures good approximation of the bell curve at the main lobe, but approximation be-
comes poor at the tails. Therefore, behavior of the tails is not a good model anyhow.

This is true, but it does not give guidance where is the limit above which it may
be assumed that the probability is zero: over 2σx , 3σx , or more? For the Gaussian
distribution, this is not a very difficult dilemma, since a few times σx is generally a
good choice (e.g. P{|x − µx | > 3σx } ≈ 0.997). For other distributions, it may be
more difficult to determine a good rule.

A systematic approach can be to maximize the SNR, by selecting the ratio of
the uniform quantization range, N ·q (where N is the number of quantizing intervals),
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and of the standard deviation of the input signal, for quantization characteristics like
in Fig. E.4(a). For fixed N and σx , this means proper selection of q in

max
Nq/σx

SNR = max
Nq/σx

10 log10

(
E{x2}
E{ν2}

)
, (E.9)

Thus, there is a small probability that saturation occurs, but its effect is relatively
small. Figure E.5 illustrates the optimal ratio as a function of the number of quan-
tization levels N , for two common distributions. It can be observed that in both
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Figure E.5 Optimal setting of uniform quantization (a) for normal distribution, N/2·q
σx

≈
1.39 + 0.32 log2 N ; (b) for Laplacian distribution, N/2·q

σx
≈ 0.39 + 0.83 log2 N .

cases, the optimal saturation level increases with increasing number of quantization
intervals. In other words, the range to be quantized is larger when more quantiza-
tion levels are used. It is surprising to note that the required uniform quantization
range seems to increase with N without bound. This is indeed the case for many
distributions, as proved by Hui and Neuhoff (2001).

For the Gaussian distribution, the number of levels N = 28 requires coverage
of the interval ±4σx (q = 8σx/28 in this case). This range is larger than it was
anticipated above, and increases further with increasing N . This makes us reconsider
our common belief of the quantization of the Gaussian distribution.

Proper selection of the uniformly quantized range is important because while
the selection of a too fine grain size is attractive, it may easily cause the bias caused
by overload to dominate over quantization error.

E.3 ANALOG-TO-DIGITAL CONVERSION: NON-IDEAL
REALIZATION OF UNIFORM QUANTIZATION

Quantization most commonly occurs in analog-to-digital converters. These usually
have uniform step size, thus it could be thought that the theory in this book applies
to them without any further considerations.
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Unfortunately, this is not the case. Real ADCs approximately perform uniform
quantization, but they are prone to production errors. The characteristics approxi-
mate uniform quantization, but in signal processing, the approximation errors must
be considered.

In the specification of ADCs, the deviation of their characteristics is given with
certain quality figures. Here differential and integral nonlinearities will be briefly
discussed. They are both given in LSB, as:

• integral nonlinearity (INL): a measure in LSB of the worst-case deviation from
the ideal A/D transfer characteristic. The INL is the worst-case value found
by subtracting the actual code transition locations from an end-point or a best-
straight-line fit of the characteristics. Each of these approaches can yield dif-
ferent numbers for the same data converter, and do not account for offset and
drift.

• differential nonlinearity (DNL): a measure in LSB of the worst-case devia-
tion of quantization interval widths from the ideal size (q). An ideal converter
would have each interval exactly the same size, and a DNL of 0 (zero).

Let us discuss a few examples.

Example E.1 QT III in A/D Converters
When QT III/A is fulfilled, theory provides that the mean value of the quanti-
zation noise is zero (that is, E{x ′} = E{x}). However, this is not true when the
quantizer is not perfectly uniform. Let us assume that the differential nonlinear-
ity is 0.5 LSB, and the signal is uniformly distributed in an interval of width q.
QT III/A is fulfilled for the nominal q, however, according to the specification,
there can be a quantization interval which is 2q wide (0.5 LSB error on both
sides). Consequently, the A/D converter is insensitive to the position of the sig-
nal within the interval. The error of the mean value may change between ±0.5q.

Example E.2 Error of the Mean Value in ADCs
Let us assume that the specified INL is 0.5 LSB. This means that even if the
differential nonlinearity is very small (e.g. 0.05 LSB), the measured mean value
may differ from the true one by the maximum specified INL. That is, the mea-
sured mean value of a signal may be off by 0.5q, even with a dither normally
distributed over several quantization intervals (that is, if σx > q, which is theo-
retically enough to eliminate the quantization bias).

Nonlinearities in the step sizes are randomly distributed along the staircase. How-
ever, it is not assured that random distribution of these nonlinearity errors can be
exploited. When the signal (or the signal+dither) extends several quantum boxes, it
would be expected that these errors cancel each other, or at least more or less average
out. With 0.5 LSB DNL, and randomly positioned errors, one might expect that the
mean value of a signal uniformly distributed over 30 quantum boxes, the mean value
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of the measured signal has an error of 0.5q/
√

30 < 0.1q. This is unfortunately not
true. There is more than one reason for this:

• Nothing assures that the errors work against each other. It is possible that in the
range of interest, all quantum levels are off by 0.5 LSB, thus the mean value is
also off by this quantity.

• Averaging will not help to decrease the error. Even if the error sources are ran-
domly appearing, the characteristic of an ADC is deterministic, thus repeated
experiments are prone repeatedly to the same nonlinearity error.

Nonlinear errors can even cause harmonic products above the quantization noise
level. In order to gain a feeling of this, let us calculate the following example.

Example E.3 Harmonic Distortion Due to Nonlinearity
Let us assume that the integral nonlinearity of an ADC is 0.3 LSB. A sinusoidal
signal x(t) = A cos(2π f1t + φ), A = 5q, is coherently sampled ( f1 = k fs/N ,
that is, no leakage happens in the DFT). Let us consider the spectral error for
k = 7, N = 512, if the comparison levels are

{y−4.5, y−3.5, y−2.5, y−1.5, y−0.5, y0.5, y1.5, y2.5, y3.5, y4.5} =
{−4.8q,−3.5q,−2.2q,−1.3q,−0.4q, 0.6q, 1.7q, 2.7q, 3.8q, 4.3q}.
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Figure E.6 Spectra of sine wave and quantized sine wave: (a) spec-
trum of the non-quantized sine; (b) spectrum of the ideally quantized sine;
(c) spectrum of the output of the ADC; (d) difference of the spectrum of
the output of the ADC and of the ideally quantized sine.

From Fig. E.6 it is observable that the nonlinearity of the ADC causes a peak
of 3.5 dB over the largest peak of the quantization error of the ideal quantizer,
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moreover, at a place where almost no power was present in the quantized sine
wave.

Example E.4 Error in a Successive Approximation ADC
An attractive structure for making an ADC is successive approximation. The ba-
sic algorithm is as follows. The input sample is compared to half of the allowed
input amplitude range value (this is called reference value). If the input sample is
larger, then this value is subtracted from the input sample, and bit one is stored,
otherwise bit 0 is stored. In the next step, comparison with half of the above ref-
erence value follows. By repetition, bits of the converted value are determined
in succession.

Let us assume that in a 10-bit successive approximation ADC, each subtraction
has an error of 0.2 LSB. Then, the worst case error after 9 subtractions is about
1.8 LSB. The error of successive approximation ADCs grows rapidly with the
number of stages.

High-resolution ADCs are implemented using principles which circumvent this
error accumulation, like sigma-delta ADCs (see the Addendum at this book’s
website).





Appendix F

Some Properties of the
Gaussian PDF and CF

The probability density function (PDF) of a zero-mean Gaussian variable is:

fx̃ (x) = 1√
2πσ

e
− x2

2σ2 . (F.1)

with the standard deviation represented by σ .
Integrals of the PDF multiplied by powers of x are as follows:∫

f (x) dx = F(x)+ C ,∫
x f (x) dx =

∫
x

1√
2πσ

e
− (x−µ)2

2σ2 dx = −σ 2 f (x)+ µF(x)+ C ,∫
x2 f (x) dx =

∫
x2 1√

2πσ
e
− (x−µ)2

2σ2 dx

=
[
x(−σ 2) f (x)

]
− (−σ 2)

∫
f (x) dx +

∫
xµ f (x) dx

= − σ 2x f (x)+ σ 2 F(x)+ µ
(
−σ 2 f (x)+ µF(x)

)
+ C . (F.2)

The characteristic function (CF), the Fourier transform of the probability density
function, is

�x̃ (u) = e− u2σ2
2 . (F.3)

The derivatives of the characteristic function are:

�x̃ (u)= e− u2σ2
2 ,

�̇x̃ (u)= −σ 2u e− u2σ2
2 ,

�̈x̃ (u)= (−σ 2 + σ 4u2) e− u2σ2
2 ,
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Figure F.1 Probability density function and characteristic function of the Gaussian distri-
bution: (a) PDF; (b) CF.

...
�x̃ (u)= (3σ 4u − σ 6u3) e− u2σ2

2 ,
....
�x̃ (u)= (3σ 4 − 6σ 6u2 + σ 8u4) e− u2σ2

2 . (F.4)

The corresponding moments are

E{x̃} = 0 , E{x̃2} = σ 2 , E{x̃3} = 0 , E{x̃4} = 3σ 4 . (F.5)

F.1 APPROXIMATE EXPRESSIONS FOR THE GAUSSIAN
CHARACTERISTIC FUNCTION

The values of the CF that appear in the various moment error expressions (differences
between the actual moments and the moments that would exist if the Quantizing
Theorems were satisfied) all contain terms of the form e−2π2l2σ 2/q2

. The derivatives
also contain this term, multiplied by powers of σ , which increase much slower than
the rate at which the exponential disappears. Therefore, one can expect that for large
enough σ/q values (e. g. σ/q > 1) the error terms all will be very small, and their
decrease will be determined by an exponential term. The asymptotic behavior of the
CF and its derivatives is dominated by the exponential term.

The approximate expressions of the maximum values of a few error terms are
as follows.1 The minimum values are equal to (−1) times the maximum values.

max{R1} ≈ q

π
e−2π2σ 2/q2

. (F.6)

max (err{E{ν}}) ≈ q

π
e−2π2σ 2/q2

. (F.7)

1A few error terms for centralized moments are given in the Addendum,see the website of this book.
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max
(

err{E{ν2}}
)

≈ q2

π2
e−2π2σ 2/q2

. (F.8)

max
(

err{E{ν3}}
)

≈ q3

4

(
1

π
− 6

π3

)
e−2π2σ 2/q2

. (F.9)

max
(

err{E{ν4}}
)

≈ q4

2π4
(π2 − 6)e−2π2σ 2/q2

. (F.10)

max (err{E{xν}}) ≈ 2σ 2e−2π2σ 2/q2
. (F.11)

max (err{cov{x, ν}}) ≈ 2σ 2e−2π2σ 2/q2
. (F.12)

max
(
err{ρx,ν}

) ≈ 2
√

12
σ

q
e−2π2σ 2/q2

. (F.13)

Values of �x̃ (l) = e
−2π2l2 σ2

q2 :

l = 1 l = 2 l = 3

q = σ 2.68 · 10−9 7.16 · 10−18 1.91 · 10−26

q = 2σ 7.19 · 10−3 5.17 · 10−5 3.72 · 10−7

q = 3σ 1.12 · 10−1 1.24 · 10−2 1.39 · 10−3

F.2 DERIVATIVES OF THE CF WITH E{x} �= 0

�(u)= e juµ− u2σ2
2 ,

�̇x (u)= ( jµ− σ 2u)e juµ− u2σ2
2 ,

�̈x (u)=
(
−σ 2 + ( jµ− σ 2u)2

)
e juµ− u2σ2

2 ,

...
�x (u)=

(
−3σ 2( jµ− σ 2u)+ ( jµ− σ 2u)3

)
e juµ− u2σ2

2 ,

....
�x (u)=

(
3σ 4 − 6σ 2( jµ− σ 2u)2 + ( jµ− σ 2u)4

)
e juµ− u2σ2

2 . (F.14)
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The corresponding moments are

E{x} =µ ,
E{x2} = σ 2 + µ2 ,

E{x3} = 3σ 2µ+ µ3 ,

E{x4} = 3σ 4 + 6σ 2µ2 + µ4 . (F.15)

F.3 TWO-DIMENSIONAL CF

The two-dimensional Gaussian PDF is

fx1,x2
(x1, x2) = 1

√
2π

2√|�|
e− (x−/u)

T�−1(x−/u)
2

= 1

2πσ1σ2

√
1 − ρ2

x1,x2

e
− 1

2(1−ρ2
x1,x2

)

(
(x1−µ1)

2

σ2
1

+ (x2−µ2)
2

σ2
2

−2ρx1,x2
(x1−µ1)(x2−µ2)

σ1σ2

)
.

(F.16)

where � is the covariance matrix of the Gaussian variables.
The CF of x1 and x2 is

�x1,x2(ux1, ux2)= e

(
juT

/u− 1
2 uT�u

)
= e

(
jux1µ1+ jux2µ2− 1

2 (σ
2
1 u2

x1
+2ρx1,x2σ1σ2ux1 ux2+σ 2

2 u2
x2
)
)
. (F.17)

The derivatives of the two-dimensional CF of the zero-mean Gaussian variables are
as follows:
∂ �x̃1,x̃2(ux1, ux2)

∂ux1

=
(
−σ 2

1 ux1 − ρx1,x2σ1σ2ux2

)
e− 1

2 (σ
2
1 u2

x1
+2ρx1,x2σ1σ2ux1 ux2+σ 2

2 u2
x2
)
.

(F.18)

∂ �x̃1,x̃2(ux1, ux2)

∂ux2
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−σ 2

2 ux2 − ρx1,x2σ1σ2ux1

)
e− 1

2 (σ
2
1 u2
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2 u2
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)
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(F.19)

∂2�x̃1,x̃2(ux1, ux2)

∂ux2∂ux1

=((
σ 2

1 ux1 + ρx1,x2σ1σ2ux2

) (
σ 2

2 ux2 + ρx1,x2σ1σ2ux1

)
− ρx1,x2σ1σ2

)
× e− 1

2 (σ
2
1 u2

x1
+2ρx1,x2σ1σ2ux1 ux2+σ 2

2 u2
x2
)
. (F.20)

These derivatives are used for the analysis of joint moments of quantized Gaussian
variables.



Appendix G

Quantization of a Sinusoidal
Input

The extremely fast rolloff of the characteristic function of Gaussian variables pro-
vides nearly perfect fulfillment of the quantization theorems under most circum-
stances, and allows easy approximation of the errors in Sheppard’s corrections by
the first terms of their series expression. However, for most other distributions, this
is not the case.

As an example, let us study the behavior of the residual error of Sheppard’s first
correction in the case of a sinusoidal quantizer input of amplitude A.12

Plots of the error are shown in Fig. G.1.
It can be observed that neither of the functions is smooth, that is, a high-order

Fourier series is necessary for properly representing the residual error in Sheppard’s
first correction, R1(A, µ) with sufficient accuracy. The maxima and minima of
R1(A, µ), obtained for each value of A by changing µ, exhibits oscillatory behavior.
For some values of A, for example as A ≈ 1.43q or A ≈ 1.93q (marked by vertical
dotted lines in Fig. G.1(b)), the residual error of Sheppard’s correction remains quite
small for any value of the mean, but the limits of the error jump apart rapidly for
values of A even close to these. A conservative upper bound of the error is therefore
as high as the peaks in Fig. G.1(b). One could use the envelope of the error function
for this purpose. Therefore, the question arises if this envelope can be represented in

1These plots and further plots in this Appendix were determined from finite-length summation of
the Fourier series, defined by samples of the CF.
An alternative numerical way would be to have the PDF sliced up at quantization levels, determine the
probability (or, if necessary, as integral values within the slices) from the PDF for each slice, and deter-
mine the desired quantities as a sum of the values in the individual slices, weighted by the probabilities
of the slices.

2The basic ideas and some figures of this appendix were first published in, and are taken with per-
mission from Kollár, I., “Bias of mean value and mean square value measurements based on quantized
data,” IEEE Transactions on Instrumentation and Measurement 43(5): 733–9. c©1994 IEEE.
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Figure G.1 Residual error of Sheppard’s first correction for the case of a sinusoidal quan-
tizer input: (a) for A = 7.6q, as a function of the mean value of the input signal, shown
by the continuous line. The dash-dotted lines show the upper limits, the dashed lines show
the lower limits of the error, according to (G.2); (b) maximum and minimum values of the
residual, determined by scanning the mean value µ of the sinusoid between [0, q], for each
value of the signal amplitude A. The envelope is ±0.135q/

√
A/q, shown by the dotted

line.

a simple way for all values of A. We will see in the next section that the envelope
can indeed be expressed in a simple form.

G.1 STUDY OF THE RESIDUAL ERROR OF SHEPPARD’S
FIRST CORRECTION

In order to explore the envelope of the error, let us examine the expression for the
residual error of Sheppard’s first correction, Eq. (B.8):
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R1 = q

2π

∞∑
l=−∞

�x̃ (l)

j

(−1)l

l
e jlµ

= q

π

∞∑
l=1

Im{e jlµ
�x̃ (l)}

(−1)l

l
. (G.1)

R1 has zero mean and is periodic as a function of µ. It is given here in the form of
a Fourier series. Its shape cannot be characterized in a simple way. Instead, we can
investigate its extreme values (the maximum value, and the minimum value which
is, because of the symmetry, equal to (−1) times the maximum).

The peak value of a Fourier series can be bounded as follows. It is obvious
that the peak value cannot be larger than the sum of the absolute values of the coeffi-
cients. On the other hand, it cannot be lower than the effective value (the RMS of the
periodic signal represented by the Fourier series, which is equal to the square root of
the sum of the absolute values of the coefficients), since the peak factor of all signals
is at least 1.

q

π

√√√√ ∞∑
l=1

1

2
|�x̃ (l)|2

1

l2
≤ max

µ
{R1} ≤ q

π

∞∑
l=1

1

l
|�x̃ (l)| . (G.2)

Theoretically, both bounds could be reached by appropriate setting of each phase in
(G.1). These phases are determined by the phases of �x̃ (l), l = 1, 2, . . . Since
these are periodic samples of the zero-mean input characteristic function �x̃ (u), the
phases cannot take arbitrary combinations, and thus in general R1 cannot reach the
theoretical bounds given in (G.2).

The bounds and the true values of the residual are illustrated in Fig. G.1(a) (the
true values can be obtained either by numerical evaluation of (G.1), or by using the
finite sum expression for sine waves, as given by Appendix G.5). For a sine wave
with A = 7.6q,max

µ
{R1} ≈ 0.047q, while the bounds in Eq. (G.2) give 0.027q ≤

max
µ

{R1} ≤ 0.075q.

In this example, these bounds seem to be too pessimistic. Let us therefore turn
our attention back to Eq. (G.1).

By changing the amplitude A of the sine wave, the values of the characteristic
function are modified in Eq. (G.1). The characteristic function (e.g. e juµ J0(Au) for
the sinusoid) is contracted with an increasing amplitude, so the samples at l are
taken at higher and higher lags of the CF. Therefore, the idea arises to establish a
relationship between the envelope of the CF and the shape of the envelope of the
error for high values of A.

The characteristic function of the sine wave is given in Appendix I by (I.73).
Its approximation for large arguments can be given using (G.46) as
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�x̃ (u) = J0(Au) ≈
√

2

π Au
cos
(

Au − π
4

)
≤
√

2

π

1√
Au
. (G.3)

On the basis of (G.3), we can try to fit an envelope of the form cq/
√

A/q to the
maximum and minimum errors shown in Fig. G.1(b), by appropriately selecting c.
The dotted line shows this with c = 0.135. The fit is strikingly good, so the bounds
of the error are given as ±0.135q/

√
A/q.

It would be logical to assume that for large values of the amplitude, the first term
would dominate in (G.1), and so for A � q the maximum of the error of Sheppard’s

first correction could be approximated by
q

π
|�x ()|. Unfortunately, this is not the

case. This would only happen if with increasing amplitude, the samples |�x (l)|,
l = 2, 3, . . .would all become negligible compared to |�x ()|. However, as we will
see, most CFs that occur in practice behave for large values of Au like O(1/(Au)γ )
(disappear like 1/(Au)γ ). For a sine wave p = 0.5 (see Eq. (G.46)). Therefore,
�x (),�x (2), . . . are related to each other by a similar ratio for any value of A.
For example,

|�x (2)|
|�x ()|

∼
1

(A2)γ

1

(A)γ

= 2−γ . (G.4)

The sum (G.1) may be expected to decay with A/q in a similar way as |�x ()| does,
that is, like O(1/(A/q)γ ), since each member of the sum disappears like this. The
plot in Fig. G.1(a) illustrates this behavior.

We have seen above that the investigation of the envelope provides good and
simple upper bounds for the error of the calculated first moment for the sinusoidal
input case. In the subsequent section we will extend this technique to higher-order
moments.

G.2 APPROXIMATE UPPER BOUNDS FOR THE RESIDUAL
ERRORS OF HIGHER MOMENTS

The success of approximating the envelope of the error of the first moment encour-
ages us to try the same technique for higher moments, too. However, here we face
more difficult problems. We have already seen in Chapter 4 that higher-order mo-
ments usually contain the input mean value µ as a multiplying factor in some of the
terms (see e.g. the error of Sheppard’s second correction for symmetric distributions,
R2, in Eq. (B.11)):

R2 = E{(x ′)2} − E{(x)2} − q2

12
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For asymmetric CFs the expression (B.4) is somewhat more complicated, but it be-
haves similarly.

When the mean value is arbitrary, and it cannot be reasonably bounded, the
error in Sheppard’s higher-order corrections is not limited, either. There are two
solutions to this problem.

The first solution is to bound µ in order to be able to put a limit to the cor-
rections. If this is done, there is a good chance that the envelope of the errors for
the worst µ values will also behave like O(1/(A/q)γ ), with appropriate γ . How-
ever, such bounds will significantly depend on the bound of µ, and this can make the
results unhandy to use.

The second solution is to deal with only moments that do not contain µ as a
multiplying factor (in the arguments of trigonometric functions, it causes no prob-
lem). Such moments are (a) moments of the quantization noise, (b) moments of the
zero-mean inputs, and (c) joint moments of the above two variables, e.g. the covari-
ance cov{x, ν}.

When studying the different expressions of the deviations from the ideal mo-
ment values, we notice that some expressions contain values of the characteristic
function, some contain its different derivatives, too. Therefore, in general, both the
characteristic function and its derivatives must be studied. This is why not only the
asymptotic behavior of the CF, but also the asymptotic behaviors of up to the 4th
derivatives are given in Appendix I. This appendix summarizes the properties of the
characteristic functions and of their derivatives for some of the most common distri-
butions. We can notice that all CFs and differentiated CFs disappear for fixed u and
increasing PDF width (increasing input amplitude or increasing standard deviation)
as a power of the width, but there seems to exist no general rule how this power
changes from the CF to its successive derivatives. Tables like the ones in Appendix I
are useful to determine for a given moment how the envelope of its worst-case error
will diminish with increasing input amplitude.
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G.2.1 Examples

In order to illustrate this technique, let us consider two examples.

Example G.1 Upper Bound of the Power of the Quantization Error of a
Sine Wave
From Eq. (5.29) we expect that its deviation from q2/12 will disappear as the CF
disappears, that is, in proportion with 1/

√
A/q .

0.06q2
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E{ν2} q2
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Figure G.2 Minima-maxima of the mean square value of the quantization
noise of a sine wave input as a function of its amplitude A. The approxi-
mate bounds are q2/12 − 0.029q2/

√
A/q, and q2/12 + 0.038q2/

√
A/q.

Figure G.2 shows the worst-case values of the quantization noise power (worst
case means the worst mean value for each amplitude). The envelopes are almost
exactly approximated by functions of the form

q2/12 − 0.029q2/
√

A/q and q2/12 + 0.038q2/
√

A/q .

Example G.2 Error in Sheppard’s Second Correction for a Sine Wave
Equation (B.11) contains µ as a multiplying factor in the second term, therefore
the error is not periodic with µ. Figure G.3(a) illustrates the behavior of the error
for a sinusoidal PDF with A = 2.2q. The error clearly tends to increase with µ.

If we study the correction for second-order moments around the mean, we see
that the error is periodic with µ, as illustrated in Fig. G.3(b).

Considering that both the CF and its derivative appear in the expression of the
error, and that the CF disappears as 1/(Au)2 while its derivative disappears as
1/(Au)1/2 (see Appendix I.6), we expect that the error disappears as 1/(A/q)1/2.
This can be observed in Fig. G.4.

Other moments and other distributions can be numerically evaluated and bounded in
a similar way.
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Figure G.3 The error in second-order corrections, as a function of the
mean value µ of the input signal, for sinusoidal input PDF with A = 2.2q:
(a) error in Sheppard’s second-order correction, (b) error in the second-
order correction for moments calculated with respect to the mean value.

G.3 CORRELATION BETWEEN QUANTIZER INPUT AND
QUANTIZATION NOISE

Encouraged by our success with upper bounding the errors in corrected moments, we
turn now to joint moments. We are primarily interested in the covariance between the
quantizer input and the quantization noise. The general expression for this is (6.27),
which is simplified for symmetric CFs to (6.31):

cov{x, ν} = q

π

∞∑
l=1

�̇x̃ (l)
(−1)l+1

l
cos (lµ) . (6.31)
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0

q2

0.5q2

−q2

−0.5q2

0 2q 4q 6q 8q 10q
A

R̃2

Figure G.4 Bounds of the error of the correction of the second centered
moment for an input signal with sinusoidal PDF. The approximate bounds
are 0.17q2√

A/q and −0.36q2√
A/q , respectively.

The structure of this expression is very similar to that of the ones for moment de-
viations: it is a Fourier series as a function of µ. We expect that it will diminish
with increasing input signal amplitudes, and the rate of diminishing depends on the
disappearance of �̇x̃ (u) for large values of Au.

Example G.3 Correlation between the Input Signal and the Quantization
Noise for a Sine Wave
Figure G.5 illustrates this behavior.

0 1q 2q 3q 4q 5q 6q 7q 8q 9q

−0.5q2

−0.25q2

0

0.25q2

0.5q2

A

cov{xν}

Figure G.5 Behavior of the input-noise covariance for sinusoidal input:
the envelopes are 0.085q2√

A/q and −0.18q2√
A/q, respectively.
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According to (6.31) and (Eq. I.78), the covariance will behave for large values of
A like Aq/

√
A/q ∼ q2√A/q . Indeed, the covariance increases with increasing

values of A. This seems to contradict the expectation that with finer q, the input
and the quantization noise become less and less correlated. The behavior of
the covariance is sometimes misleading in this respect, since it also depends on
the standard deviations of the random variables. Therefore, the interrelation of
random variables is better characterized by the correlation coefficient.

For increasing input amplitudes, we know that the standard deviation of the input
increases proportionally to the signal amplitude, while the standard deviation of
the quantization noise stabilizes at q/

√
12. Therefore, when investigating the

normalized covariance (the correlation coefficient), we expect that it disappears
as c/

√
A/q . Indeed, this behavior can be observed in Fig. G.6.

0 1q 2q 3q 4q 5q 6q 7q 8q 9q
−1

−0.5

0

0.5

1

A

ρx,ν

Figure G.6 Behavior of the input-noise correlation coefficient for sinu-
soidal input: the envelopes are 0.41q2/

√
A/q and −0.84q2/

√
A/q , re-

spectively.

G.4 TIME SERIES ANALYSIS OF A SINE WAVE

When sampling and quantizing an input signal, we are often interested in the auto-
correlation function of the noise. The correlation of the noise samples is expressed
by (9.7):

E{ν1ν2} = q1q2

2π2

∞∑
l1=1

∞∑
l2=1

Re{�x1,x2(l11, l22)}
(−1)(l1+l2+1)

l1l2

+ q1q2

2π2

∞∑
l1=1

∞∑
l2=1

Re{�x1,x2(l11,−l22)}
(−1)(l1+l2)

l1l2
, (9.7)
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which is simplified to (9.9) as:

E{ν1ν2} = q1q2

2π2

∞∑
l1=1

∞∑
l2=1

�x̃1,x̃2(l11, l22)
(−1)(l1+l2+1)

l1l2

× cos

(
2π

(
l1
µ1

q1
+ l2

µ2

q2

))
+ q1q2

2π2

∞∑
l1=1

∞∑
l2=1

�x̃1,x̃2(l11,−l22)
(−1)(l1−l2)

l1l2

× cos

(
2π

(
l1
µ1

q1
− l2

µ2

q2

))
. (9.9)

When a time domain signal is densely sampled, the input variables will be positively
correlated, and the second sum dominates. The behavior of the correlation is deter-
mined by the form of the two-dimensional CF.

Example G.4 Analysis of a Sine Wave
For a sinusoidal input, the two-dimensional CF is (see page 658 as (G.28)):

�(u1, u2) = J0

(
A
√

u2
1 + u2

2 + 2u1u2 cos θ

)
,

with θ being the phase difference between the samples, in radians.

• Since this function behaves like

O

⎛⎜⎜⎝ 1√
A
√

u2
1 + u2

2 + 2u1u2 cos θ

⎞⎟⎟⎠ ,
it will diminish like 1/

√
A/q diminishes. However, as the samples get

closer to each other, the arguments of the l1 = −l2 terms in the second sum
of (9.9) become very small. Therefore, the asymptotic behavior is exhibited
for large amplitudes only. The diminishing correlation coefficient is illus-
trated in Fig. G.7, which illustrates the correlation coefficient as a function
of A, for fixed θ . We see here two combined effects. The “high-frequency”
change occurs because of the interaction of the edge of the PDF and the
quantum borders. The “low-frequency” diminishing of the envelope is the
phenomenon we are studying here. For A = 0, the correlation coefficient
can reach 1, the maximum possible value.

• The correlation coefficient as a function of θ (the phase difference of the
adjacent samples) is illustrated in Fig. G.8. The interdependence of the
noise samples decreases with the increasing distance of the samples. How-
ever, for a sinusoid, the PQN model is not well approximated when A/q
is not very large, furthermore the correlation between samples first disap-
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Figure G.7 Upper and lower limits (with changing µ) of the correlation
coefficient of neighboring noise samples for sinusoidal input, for q = 1,
as a function of A, with the phase difference θ = 0.05 rad, that is, Ts ≈
0.008T1.
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Figure G.8 Upper and lower limits (with changing µ) of the correlation
coefficient of neighboring noise samples for sinusoidal input, for q = 1, as
a function of θ (in radians), with A = 15.2.

pears for θ = π/2 only. This is why for the given amplitude A = 15.2 the
correlation between samples only slowly disappears with an increasing θ .

• Zero value of (9.9) means that the noise samples are uncorrelated, that is,
the series of noise samples is white. One might speculate that if θ is small,
cos θ ≈ 1 − θ2/2, thus

�(1,−2) = J0

(
A
√

212θ2/2

)
= J0 (A/q · 2πθ) , (G.5)
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and if the argument of J0 is much larger than 1 (let us say, 5), its value is
negligible compared to q2/12. Since θ = Ts/T1, with T1 being the period
length of the sine wave, the condition

A/q · 2πθ > 5 yields fs <
2π

5

A

q
f1 , (G.6)

which is in good coincidence with (20.65), obtained in Chapter 20 as a
condition of a white spectrum.

Example G.5 Sine Wave Testing of Analog-to-digital Converters
An interesting application of the noise model of quantization is used in sine wave
testing of analog-to-digital converters. During this, a sine wave is applied to the
converter’s input, and the quantized samples are used to characterize the quanti-
zation errors. Since the input sine wave is not known with sufficient precision,
least squares fit is used to determine the amplitude, frequency, phase and the DC
component (“four-parameter fit”) from the samples.

Tacitly, we assume that quantization noise is PQN with white spectrum. Al-
though sampling is well over the rate prescribed by (G.6), so the spectrum is
not white, the method works well for sufficiently high resolution (ADC bits at
least 8), or for noisy inputs. However, the assumption apparently slightly fails
for the bit number B ≤ 5 and negligible noise. The estimated sine amplitude
has a negative bias (Kollár and Blair, 2005). The cause is that large amplitudes
are overrepresented in the set of measured values, around the peak values where
the sine wave is almost constant. The least squares fit tends to minimize the
cost function by giving too much weight to the overrepresented terms. In other
words: the PQN model is only approximated, causing slight errors in the char-
acterization of quantization.

Although reasonable arguments for the validity of these approximations can be given,
no formal proof could be provided. Therefore, we have illustrated the application of
the idea on different numerical examples. Further cases can be investigated numeri-
cally by using a MATLAB program available from the website of this book.3

G.5 EXACT FINITE-SUM EXPRESSIONS FOR THE
MOMENTS OF THE QUANTIZATION NOISE WITH A
SINE WAVE INPUT

A sinusoidal wave is special in the sense that in certain cases, the infinite summation
in Eq. (G.1) can be exactly evaluated. We will give this for the first two moments of
the quantization error of a sine wave, following Pacut, Hejn and Kramarski (1997)
and Gray (1990).

3http://www.mit.bme.hu/books/quantization/
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Writing the characteristic function of a sine wave: �x (u) = J0(Au) into
Eq. (G.1), we obtain the following expression:

E{ν} = q

π

∞∑
l=1

Im{e jlµ
�x̃ (l)}

(−1)l

l

= q

π

∞∑
l=1

sin

(
2π

q
lµ

)
J0

(
A

2π

q
l

)
(−1)l

l
. (G.7)

Here A is the amplitude of the sine wave, and µ is its mean value.
The idea is to express the Bessel function as an integral of a cosine, and apply

an infinite summation formula, see e.g. (Abramowitz and Stegun, 1972).

E{ν} = q

π

∞∑
l=1

sin

(
2π

q
lµ

)
J0

(
A

2π

q
l

)
(−1)l

l

= q

π

∞∑
l=1

sin

(
2π

q
lµ

)
2

π

π/2∫
0

cos

(
A

2π

q
l sin z

)
dz
(−1)l

l

= q

π2

∞∑
l=1

(−1)l

l

π/2∫
0

2 sin

(
2π

q
lµ

)
cos

(
A

2π

q
l sin z

)
dz

= q

π2

∞∑
l=1

(−1)l

l

π/2∫
0

sin

(
2π

q
lµ− A

2π

q
l sin z

)
+ sin

(
2π

q
lµ+ A

2π

q
l sin z

)
dz

= q

π2

π/2∫
−π/2

∞∑
l=1

(−1)l

l
sin

(
2π

q
lµ+ A

2π

q
l sin z

)
dz

= q

π2

π/2∫
−π/2

−π saw

(
µ+ A sin z

q

)
dz

= − q

π

π/2∫
−π/2

saw

(
µ+ A sin z

q

)
dz , (G.8)

with
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saw(x) =
{

x for − 0.5 ≤ x < 0.5

x + n for |x | ≥ 0.5, where n is integer, and − 0.5 ≤ x + n < 0.5
(G.9)

(see Fig. G.9).

saw(x)

x
−1.5

−0.5

−0.5

0.5

0.5 1.5

Figure G.9 Definition of the sawtooth function.

It can be shown that for x ∈ [A, B), that is, for the case when x is in an interval
that contains its left end point, but not the right one,

frac(x) = x − 
A� −

B�∑

k=
A�+1

H(x − k) , (G.10)

where frac(x) = x − 
x� denotes the fraction, defined with the help of 
x� being the
nearest integer smaller than or equal to x (rounding towards −∞),4 and with H(x)
being the unit step function (the Heaviside function) which equals 0 for negative, 1
for nonnegative values of x .

It can be shown from (G.10) that for monotonously increasing g(x),

saw (g(x)) = g(x)−
g(A)+0.5�−

g(B)+0.5�∑

k=
g(A)+0.5�+1

H
(

x − g−1(k − 0.5)
)
, (G.11)

Using Eq. (G.11), we conclude that

E{ν} = − q

π

π/2∫
−π/2

µ+ A sin z

q
−
⌊
µ− A

q
+ 0.5

⌋

4For example, 
1.3� = 1, 
−1.9� = −2, frac(1.3) = 0.3, frac(−1.9) = 0.1.
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×

⌊
µ+A

q +0.5
⌋∑

k=
⌊
µ−A

q +0.5
⌋
+1

H

(
z − arcsin

(
k − 0.5 − µ

A

))
dz

= − q

π

((
µ

q
−
⌊
µ− A

q
+ 0.5

⌋)
π

−

⌊
µ+A

q +0.5
⌋∑

k=
⌊
µ−A

q +0.5
⌋
+1

(
π

2
− arcsin

(
k − 0.5 − µ

A

))⎞⎟⎟⎠
= − µ+ q

2

⌊
µ− A

q
+ 0.5

⌋
+ q

2

⌊
µ+ A

q
+ 0.5

⌋

− q

π

⌊
µ+A

q +0.5
⌋∑

k=
⌊
µ−A

q +0.5
⌋
+1

arcsin
(

k − 0.5 − µ

A

)
. (G.12)

This expression is easy to evaluate by computer, especially if A/q is not very large.
For the MSE of the quantization noise of the quantized sine wave, a similar

expression can be written. We only give here the result, based on (Pacut, Hejn and
Kramarski, 1997):

E{ν2} = 1

2

(
A2 + q2

(

µ− A

q
+ 0.5� − A

)2

+ q2
(


µ+ A

q
+ 0.5� − A

)2
)

−2Aq

π

⌊
µ+A

q +0.5
⌋∑

k=
⌊
µ−A

q +0.5
⌋
+1

(
κk arcsin κk +

√
1 − κ2

k

)
, (G.13)

with

κk = (k − 0.5)q − µ
A

. (G.14)

These formulas can be used for the evaluation of amplitude dependences of different
quantization error moments in quantization of a sine wave input. We show here
two examples. The first one is the reproduction of Fig. 4(a) of (Pacut, Hejn and
Kramarski, 1997) in Fig. G.10.

The second example in Fig. G.11 is a recast of Fig. 3 of (Gray, 1990). His
original calculation evaluated the assumed maxima of the mean square value of the
quantization noise for integer values of A/q, at such positions when the mean value
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Figure G.10 Dependence of the first moment of the quantization noise on the amplitude
of the sine wave input: (a) first moment; (b) effective value (square root of the MS value).
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0.08q2
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0.1q2
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5q0 10q 15q 20q 25q 30q 35q
A

E{ν2}

Figure G.11 Upper bound of the power of the quantization noise of a sine wave. The
circles mark the values calculated by Gray (1990) for integer values of A/q, and the mean
value of the sine wave set to q/2 (he made the calculations for a mid-riser quantizer and
zero-mean sinusoidal, which yields the same when considering the quantization error).

of the sine wave is exactly at a quantum step. These numbers are denoted by circles.
The continuous lines illustrate the minima-maxima for a dense grid of amplitudes,
each takes on a dense grid of the mean value between (0, q). It can be seen that
Gray’s values are indeed almost at the maxima.

G.6 JOINT PDF AND CF OF TWO QUANTIZED SAMPLES
OF A SINE WAVE

A study of the quantization of sinusoidal signals was done by Furman (1957) in his
MIT Master’s thesis. Section G.6 of this appendix summarizes his work in today’s
terms, and adds to it.

G.6.1 The Signal Model

Let us consider a random-phase zero-mean sine wave with amplitude A and angular
frequency ω (see Fig. G.12):

x(t) = A cos(ωt + ϕ) , (G.15)

with the phase ϕ uniformly distributed in (0, 2π). Let us take two samples with a
time delay τ = θ/ω between them: x1 = x(t1) and x2 = x(t2).
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A

t1

t2

x1

x2

τ

t

x(t)

Figure G.12 Sampling of a random phase sine wave.

Each sample has a sinusoidal distribution with PDF

f (x) = 1

π
√

A2 − x2
. (I.72)

(see the solution to Exercise 3.20).

G.6.2 Derivation of the Joint PDF

The joint PDF can be determined recognizing in Fig. G.12 that when A, ω and τ
are known, x1 and x2 “almost uniquely” determine each other; given the value of x1
(two possible phase positions), there are only two corresponding possibilities for the
value of x2. Therefore, f (x1, x2) is an impulse sheet above a closed curve.

From the relationships (parametric representation):

x1 = A cos(ωt1 + ϕ), x2 = A cos(ωt2 + ϕ) = A cos(ω(t1 + τ)+ ϕ) , (G.16)

the two possible values of x2 are related to x1 as

x2 = A cos(ωt1 + ϕ) cosωτ − A sin(ωt1 + ϕ) sinωτ

= x1 cos θ ±
√

A2 − x2
1 sin θ ,

with θ = ωτ .
When x1 = ±A, the two possibilities melt together, but the expression (G.17)

still holds.
The ellipse can be better seen in an implicit form, obtained by squaring Eq. (G.17)

after rearrangement:

x2
1 + x2

2 − 2 cos θx1x2 = A2 sin2 θ . (G.17)

For the degenerate case of sin θ = 0, specification of the ellipse requires the condi-
tion |x1| ≤ A to be incorporated.
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Figure G.13 Possible combinations of x1, x2 for selected values of θ = ωτ : (a) θ =
0, 2π, 4π,. . . ; (b) θ = π/4, 9π/4, . . .; (c) θ = π/2, 5π/2, . . .; (d) θ = π, 3π, . . .

Figure G.13 illustrates these ellipses.
The weighting of the impulse sheet can be determined as follows. The proba-

bility of t being in a very small interval is P(t0 < t < t0+dt) = dt/Tp, with Tp being
the period length. The length of the corresponding small line in the x1, x2 plane is

|dx| =
√

dx2
1 + dx2

2 = dt

√(
dx1

dt

)2

+
(

dx2

dt

)2

= dtω
√

A2 sin2 α + A2 sin2(α + θ)
= dt

Tp
2π
√

A2 − x2
1 + A2 − x2

2 . (G.18)

Therefore, the joint PDF of the two samples is

f (x1, x2)= P(t0 < t < t0 + dt)

|dx| δ

(√
x2

1 + x2
2 − 2 cos θx1x2 − A2 sin2 θ

)
= 1

2π
√

A2 − x2
1 + A2 − x2

2

δ

(√
x2

1 + x2
2 − 2 cos θx1x2 − A2 sin2 θ

)
(G.19)

This function is best illustrated by Fig. G.14.
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(a) (b)

(c) (d)

Figure G.14 Joint probability density function of two samples of a random phase sine
wave: (a) θ = 0, 2π, 4π,. . . ; (b) θ = π/4, 9π/4, . . .; (c) θ = π/2, 5π/2, . . . (d) θ =
π, 3π, . . . (After Furman (1957)).
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G.6.3 Derivation of the Joint CF

The one-dimensional CF is the Fourier transform of (I.72).

�(u) =
A∫

−A

1

π
√

A2 − x2
e jux dx = J0(Au) , (G.20)

where J0(z) is the zero-order Bessel function of the first kind (see the solution to
Exercise 3.21).

The joint CF is defined by

�(u1, u2) = E{e j (u1x1+u2x2)} =
∞∫

−∞

∞∫
−∞

f (x1, x2)e
j (u1x1+u2x2) dx1 dx2 . (G.21)

This integral is difficult to evaluate. However, by re-writing the integral to an integral
by α, it can be brought to a form closely related to (I.73).

Let us substitute x1 = A cosα and x2 = A cos(α + θ) into Eq. (G.21). The
integration length is 2π anywhere along α.

�(u1, u2) =
3π/2∫

−π/2

1

2π
e j (u1 A cosα+u2 A cos(α+θ)) dα . (G.22)

A few attempts reveal that the CF is constant along the ellipse described by

u1 = r sin(β + θ) and u2 = −r sinβ , 0 ≤ β < 2π , (G.23)

with r fixed nonnegative number. Let us prove this.
Substituting the parametric description of the ellipse, the trigonometric terms

in the exponent become

sin(β + θ) cosα − sinβ cos(α + θ)
= sin(β + θ − α)+ sin(β + θ + α)

2
− sin(β − α − θ)+ sin(β + α + θ)

2
= cos(β − α) sin θ . (G.24)

With this expression, noticing also that the expression is real, thus it is the same for
α and α + π ,

�(u1, u2)=
3π/2∫

−π/2

1

2π
e j Ar sin θ sin(π/2+α−β) dα

=
π/2∫

−π/2

1

π
e j Ar sin θ sin(π/2+α−β) dα

= J0(Ar sin θ) , (G.25)
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(a) (b)

(c) (d)

Figure G.15 Joint characteristic function of two samples of a random phase sine wave:
(a) θ = 0; (b) θ = π/4; (c) θ = π/2; (d) θ = π .

since the integral does not change with a shift π/2 −β in the term sin(π/2 +α−β).
Indeed, the result does not depend on β.

Equation (G.25) can be expressed by u1 and u2, recognizing that from

u1 = r sin(β + θ) = r sinβ cos θ + r cosβ sin θ = −u2 cos θ ±
√

1 − u2
2 sin θ ,

(G.26)
and thus

r sin θ = ±
√

u2
1 + u2

2 + 2u1u2 cos θ (G.27)

(note the similarity to Eq. (G.17)). Because of the symmetry of J0(z) to 0, one can
write the final form as

�(u1, u2) = J0

(
A
√

u2
1 + u2

2 + 2u1u2 cos θ

)
. (G.28)

The shape of �(u1, u2) is illustrated in Fig. G.15.
For the determination of correlations and covariances, the derivatives of the

joint CF are necessary. The properties of the Bessel functions of the first kind, nec-
essary for the calculations, are summarized in Appendix G.7.
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With the notation γ (u1, u2) =
√

u2
1 + u2

2 + 2u1u2 cos θ , by using Eq. (G.41),
one obtains
∂ �(u1, u2)

∂u1
= −1

2
[J0 (Aγ (u1, u2))+ J2 (Aγ (u1, u2))] A2(u1 + u2 cos θ) ,

(G.29)

∂ �(u1, u2)

∂u2
= −1

2
[J0 (Aγ (u1, u2))+ J2 (Aγ (u1, u2))] A2(u1 cos θ + u2) .

(G.30)
By using Eqs. (G.41) and (G.42),

∂2�(u1, u2)

∂u1∂u2
= −1

2

(
−1

2
[J0 (Aγ (u1, u2))+ J2 (Aγ (u1, u2))] A2(u1 + u2 cos θ)

)
×A2(u1 cos θ + u2)

− 1

2

(
1

8

[
J0 (Aγ (u1, u2))+

2

3
J2 (Aγ (u1, u2))

− 1

3
J4 (Aγ (u1, u2))

]
A2(u1 + u2 cos θ)

)
A2(u1 cos θ + u2)

− [J0 (Aγ (u1, u2))+ J2 (Aγ (u1, u2))]
A2

2
cos(θ)

=
[

3

16
J0 (Aγ (u1, u2))+

5

24
J2 (Aγ (u1, u2))+

1

48
J4 (Aγ (u1, u2))

]
× A4(u1 + u2 cos θ)(u1 cos θ + u2)

− [J0 (Aγ (u1, u2))+ J2 (Aγ (u1, u2))]
A2

2
cos(θ) . (G.31)

These derivatives can be evaluated at (u1, u2) = (0, 0), using Eqs. (G.44). The val-
ues of Eqs. (G.29) and (G.30) are both zero, as they should be, because these give
the expected value of the zero mean sine wave,

∂ �(u1, u2)

∂u1

∣∣∣∣u1=0
u2=0

= ∂ �(u1, u2)

∂u2

∣∣∣∣u1=0
u2=0

= jE{x} = 0 . (G.32)

The second partial derivative, Eq. (G.31), gives the well-known cosine autocorrela-
tion function for (u1, u2) = (0, 0) (see also the solution to Exercise 3.22):

1

j2

∂2�(u1, u2)

∂u1∂u2

∣∣∣∣u1=0
u2=0

= A2

2
cos(θ) . (G.33)

For the quantization of sinusoidal signals, the mathematics developed in this appen-
dix can be used to derive the autocorrelation function of the quantization noise and
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the crosscorrelation function between the quantization noise and the quantizer input,
by combining it with the expressions of Chapters 8, 9, and 10. These expressions
are of mathematical interest, but as a practical matter, calculations and plots of mo-
ments, correlations, etc. are much more easily done numerically, like for example in
Section G.4, see footnote 1 of page 637.

G.7 SOME PROPERTIES OF THE BESSEL FUNCTIONS OF
THE FIRST KIND

The characteristic function of a sinusoidal signal is a zero-order modified Bessel
function. In this appendix, use was made of certain properties of Bessel functions,
which are derived here. Useful expressions defining the Bessel functions are given
by Abramowitz and Stegun (1972, Sections 9.1.27–31). The forms of the first few
Bessel functions of the first kind are plotted in Fig. G.16.

G.7.1 Derivatives

In order to obtain usable formulas for the derivatives of the zero-order Bessel func-
tion, we will use the following relationships.

J−ν(z) = (−1)ν Jν(z) . (G.34)

Jν−1(z)+ Jν+1(z) = 2ν Jν(z)

z
. (G.35)

−0.5

−0

0.5

1

0 2 4 6 8 10 12 14 16 18 20
z

Figure G.16 The first four Bessel functions: continuous line – J0(z); dashed line – J1(z);
dotted line – J2(z); dash-dotted line – J3(z).



G.7 Bessel Functions 661

The derivative can be expressed in the following way:

dJν(z)

dz
= −Jν+1(z)+

ν

z
Jν(z) = 1

2
(Jν−1(z)− Jν+1(z)) . (G.36)

From the above expressions, the derivatives of J0(z) can be expressed as:

dJ0(z)

dz
= −J1(z) , (G.37)

d2 J0(z)

dz2
= d

dz
(−J1(z)) = J2(z)− J0(z)

2
. (G.38)

d3 J0(z)

dz3
= d

dz

d2 J0(z)

dz2
= 1

2

(
dJ2(z)

dz
− dJ0(z)

dz

)
= 1

2

(
J1(z)− J3(z)

2
+ J1(z)

)
= 3

4
J1(z)−

1

4
J3(z) . (G.39)

A special case occurs when the argument is a square root, as for the CF of the sinu-
soidal distribution. For ν �= ±1,

dJν(
√

z)

dz
= 1

4

(
Jν−1(

√
z)− Jν+1(

√
z)√

z

)
= 1

4

(
Jν−2(

√
z)+ Jν(

√
z)

2(ν − 1)

)
− 1

4

(
Jν(

√
z)+ Jν+2(

√
z)

2(ν + 1)

)
= 1

8

(
Jν−2(

√
z)

ν − 1
+ Jν(

√
z)

ν − 1
− Jν(

√
z)

ν + 1
− Jν+2(

√
z)

ν + 1

)
. (G.40)

For ν = 0, 2 this gives

dJ0(
√

z)

dz
= −1

4

(
J2(

√
z)+ J0(

√
z)
)
, (G.41)

and

dJ2(
√

z)

dz
= 1

8

(
J0(

√
z)+ 2

3
J2(

√
z)− 1

3
J4(

√
z)

)
. (G.42)

G.7.2 Approximations and Limits

For ν being a fixed nonnegative integer, and z → 0,

Jν(z) ≈ (0.5z)ν

�(ν + 1)
. (G.43)
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This gives

J0(0)= 1
Jν(0)= 0 for ν = 1, 2, . . . (G.44)

furthermore

lim
z→0

J1(z)

z
= 0.5

�(2)
= 1

2

lim
z→0

Jν(z)

z
= 0 for ν = 2, 3, . . . (G.45)

For large values of z, the Bessel functions of the first kind can be approximated as

Jν(z) ≈
√

2

π z
cos

(
z − 1

2
νπ − 1

4
π

)
. (G.46)



Appendix H

Application of the Methods of
Appendix G to Distributions

other than Sinusoidal

We have studied the deviations from the PQN model for the sinusoidal probability
distribution in Appendix G. We have recognized that good analytic approximations
for the deviation expressions cannot be found. Instead, we have suggested an upper
bound of these deviations in the form of an expression

c

(A/q)γ
,

with A the amplitude, q the quantum size, and c and p properly set constants for
each case.

The very same argument can be applied to most practical distributions, other
than Gaussian. Amplitude A can be replaced by a measure S of the width of the
distribution (e.g. the amplitude for uniform or triangular distribution, the standard
deviation for Laplacian or exponential). The general expression of the deviations is
thus

c

(S/q)γ
, (H.1)

where the value of p can be determined from the shape of the characteristic function
and of its derivatives, given for a set of distributions in Appendix I, and from the
form of the moment. The value of c can be determined from numerical evaluations
of the errors, based on the concrete form of the PDF.

Example H.1 Error in Sheppard’s Second Correction for Triangular Dis-
tribution
Equation (B.11) contains µ as a multiplying factor in the second term, therefore
the error is not periodic with µ. Figure H.1(a) illustrates the behavior of the error
for a triangular-shaped PDF with A = 2.2q. The error clearly tends to increase
with µ.

663
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µ
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(a)
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0.005q2
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0.015q2

0 q 2q 3q 4q
(b)

Figure H.1 The error in second-order corrections, as a function of the
mean value µ of the input signal, for triangular input PDF with A = 2.2q:
(a) error in Sheppard’s second-order correction, (b) error in the second-
order correction of centralized moments (see page 604).

If we study the correction for second-order moments around the mean, we see
that the error is periodic with µ, as illustrated in Fig. H.1(b).

Considering that both the CF and its derivative appear in the expression of the
error, and that the CF disappears as 1/(Au)2 while its derivative disappears as
1/(Au) (see Appendix I.8), we expect that the error disappears as 1/(A/q). This
can be observed in Fig. H.2.

Example H.2 Error of Sheppard’s Second Correction for Rayleigh Distri-
bution1

The mean value needs to be bounded in this case: 0 ≤ µ < 2q. The error
reduces as 1/α2, see Fig. H.3.

1For the Rayleigh distribution, see Appendix I.5, page 676.
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0 2q 4q 6q 8q 10q
A

R̃2

Figure H.2 Bounds of the error of the correction of the second central-
ized moment (see page 604) for an input signal with triangular PDF. The
approximate bounds are ±0.017q2/(A/q).
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α
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R2

Figure H.3 The error in Sheppard’s second correction for an input signal
with Rayleigh distribution. (a) Dependence of the error on the mean value
µ, for 0 ≤ µ ≤ 3q. (b) Minimum and maximum values of the error as a
function of the signal amplitude. The solid lines represent the numerically
calculated errors, and the dotted curves are the envelopes calculated as
above. For small values of α, these do not bound the error, but for about
α > 1.5 they do.





Appendix I

A Few Properties of Selected
Distributions

The PDF, the CF, and the derivatives of the CF are presented in this appendix for
random variables having chi-square, exponential, Gamma, Laplacian, Rayleigh, si-
nusoidal, uniform and triangular distributions. The purpose is to enable the reader to
analyze the effects of quantization when such processes are quantized. In the sum-
mary below, the distributions are presented in their usual standard form, without an
additional mean value. If desired, an additional mean value can be simply combined
with the PDFs and CFs: x should be replaced by x − µx in the argument of fx (x),
while �x (u) should be multiplied by e juµ. The Gaussian distribution is dealt with
separately, in Appendix F.

I.1 CHI-SQUARE DISTRIBUTION

The chi-square distribution is a special case of the gamma distribution (see sec-
tion I.3), with α = k/2, λ = 1/2.

Probability density function:

f (x) =

⎧⎪⎪⎨⎪⎪⎩
x (

k−2
2 )e− x

2

2(k/2)�

(
k

2

) for x > 0; k = 1, 2, . . .

0 elsewhere.

(I.1)

Mean value: µx = k
Standard deviation: σx = √

2k

Special case:

• exponential distribution: for k = 2, the χ2 distribution is equivalent to an
exponential distribution with λ = 0.5.
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1
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|�(u)|

(b) − 2
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− 1
β

0 1
β

2
β

Figure I.1 Probability density function and characteristic function of the scaled χ2 distri-
bution: (a) PDF; (b) CF.

We will need to examine the characteristic function and derivatives of the scaled
variable xsc = βx . With this notation the characteristic function is

�xsc(u) = 1

(1 − j2βu)k/2
. (I.2)

Derivatives of the characteristic function:

�̇xsc(u) = jkβ

(1 − j2βu)(k+2)/2
. (I.3)

�̈xsc(u) = −k(k + 2)β2

(1 − j2βu)(k+4)/2
. (I.4)

...
�xsc(u) = −k(k + 2)(k + 4) jβ3

(1 − j2βu)(k+6)/2
. (I.5)

Since the mean value of the standard form of the distribution is not zero, �x̃sc has to
be examined separately.

�x̃sc = e− jukβ 1

(1 − j2βu)k/2
. (I.6)

�̇x̃sc(u) = e− jukβ
(

− jβ

(1 − j2βu)k/2
+ jkβ

(1 − j2βu)(k+2)/2

)
. (I.7)

�̈x̃sc(u)= e− jukβ
(

− β2

(1 − j2βu)k/2
+ 2kβ2

(1 − j2βu)(k+2)/2
− k(k + 2)β2

(1 − j2βu)(k+4)/2

)
.

(I.8)
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...
�xsc(u)= e− jukβ

(
+ jβ3

(1 − j2βu)k/2
− 3 jkβ3

(1 − j2βu)(k+2)/2

+ 3 jk(k + 2)β3

(1 − j2βu)(k+4)/2
− jk(k + 2)(k + 4)β3

(1 − j2βu)(k+6)/2

)
. (I.9)

Asymptotic behavior of the envelope of the characteristic function and its derivatives
for large values of β:

|�xsc(u)| ≤ k0

(βu)k/2
, k0 = 1

2k/2
. (I.10)

|�̇xsc(u)| ≤ β k1

(βu)(k+2)/2
, k1 = k

2(k+2)/2
. (I.11)

|�̈xsc(u)| ≤ β2 k2

(βu)(k+4)/2
, k2 = k(k + 2)

2(k+4)/2
. (I.12)

|...�xsc(u)| ≤ β3 k3

(βu)(k+6)/2
, k3 = k(k + 2)(k + 4)

2(k+6)/2
. (I.13)

|�x̃sc(u)| ≤ k0

(βu)k/2
, k0 = 1

2k/2
. (I.14)

|�̇x̃sc(u)| ≤ β k̃1

(βu)k/2
, k̃1 = 1

2k/2
. (I.15)

|�̈x̃sc(u)| ≤ β2 k̃2

(βu)k/2
, k̃2 = 1

2k/2
. (I.16)

|...�x̃sc(u)| ≤ β3 k̃3

(βu)k/2
, k̃3 = 1

2k/2
. (I.17)

The powers of β which appear in the envelopes of different error terms are given in
the following table:

R1 R̃2 R̃3 R̃4 E{νr } var{ν} E{xν} cov{x, ν} ρx,ν

1
βk/2

1
β(k−2)/2

1
β(k−4)/2

1
β(k−6)/2

1
β(k−2r)/2

1
β(k−4)/2

1
β(k−2)/2

1
β(k−2)/2

1
βk/2
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I.2 EXPONENTIAL DISTRIBUTION

The exponential distribution is a special case of the chi-square distribution with k =
2, and β = 0.5/λ.

Probability density function:

fx (x) =
{
λe−λx for x > 0; λ > 0,

0 elsewhere.
(I.18)

Mean value: µx = 1
λ

Standard deviation: σx = 1
λ

x

f (x)

(a)

λ

0.5λ

0
0 1

λ
2
λ
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λ

4
λ

0

0.2

0.4

0.6

0.8

1

u

|�(u)|

(b)
−4λ −2λ 0 2λ 4λ

Figure I.2 Probability density function and characteristic function of the exponential dis-
tribution: (a) PDF; (b) CF.

Characteristic function:

�x (u) = λ

λ− ju
= 1

1 − ju/λ
. (I.19)

Derivatives of the characteristic function:

�̇x (u) = j/λ

(1 − ju/λ)2
. (I.20)

�̈x (u) = −2/λ2

(1 − ju/λ)3
. (I.21)

...
�x (u) = −6 j/λ3

(1 − ju/λ)4
. (I.22)

Since the mean value of the standard form of the distribution is not zero, �x̃ has to
be examined separately,

�x̃ (u) = e− ju(1/λ) 1

1 − ju/λ
. (I.23)
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�̇x̃ (u) = e− ju(1/λ)
(

− j/λ

1 − ju/λ
+ j/λ

(1 − ju/λ)2

)
. (I.24)

�̈x̃ (u) = e− ju(1/λ)
(

− 1/λ2

1 − ju/λ
+ 2/λ2

(1 − ju/λ)2
− 2/λ2

(1 − ju/λ)3

)
. (I.25)

...
�x̃ (u)= e− ju(1/λ)

(
j/λ3

1 − ju/λ
− 3 j/λ3

(1 − ju/λ)2

+ 6 j/λ3

(1 − ju/λ)3
− 6 j/λ3

(1 − ju/λ)4

)
. (I.26)

Asymptotic behavior of the envelope of the characteristic function and its derivatives
for large values of 1

λ
is:

|�x (u)| ≤ k0

(u/λ)
, k0 = 1 . (I.27)

|�̇x (u)| ≤ (1/λ) k1

(u/λ)2
, k1 = 1 . (I.28)

|�̈x (u)| ≤ (1/λ)2 k2

(u/λ)3
, k2 = 2 . (I.29)

|...�x (u)| ≤ (1/λ)3 k3

(u/λ)4
, k3 = 6 . (I.30)

|�x̃ (u)| ≤ k0

(u/λ)
, k0 = 1 . (I.31)

|�̇x̃ (u)| ≤ (1/λ) k̃1

(u/λ)
, k̃1 = 1 . (I.32)

|�̈x̃ (u)| ≤ (1/λ)2 k2

(u/λ)
, k̃2 = 1 . (I.33)

|...�x̃ (u)| ≤ (1/λ)3 k̃3

(u/λ)
, k̃3 = 1 . (I.34)

The powers of (1/λ) which appear in the envelopes of different error terms are given
in the following table:
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R1 R̃2 R̃3 R̃4 E{νr } var{ν} E{xν} cov{x, ν} ρx,ν

1
(1/λ) const. (1/λ) (1/λ)2 (1/λ)r−2 const. const. const. 1

(1/λ)

I.3 GAMMA DISTRIBUTION

Probability density function:

fx (x) =
⎧⎨⎩ λ(λx)α−1e−λx

�(α)
x > 0; α > 0; λ > 0,

0 elsewhere.
(I.35)

Mean value = µx = α
λ

Standard deviation: σx =
√
α

λ

x
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(a)
0 1

λ
2
λ

3
λ

4
λ

5
λ

0

λ

α = 5
α = 2

α = 1

α = 0.1

u

|�(u)|

(b)
−4λ −2λ 0 2λ 4λ

α = 5 α = 2

α = 1

α = 0.1

0.2

0.4

0.6

0.8

1

0

Figure I.3 Probability density function and characteristic function of the gamma distribu-
tion: (a) PDF; (b) CF.

Special cases:

• m-Erlang distribution: α = m, positive integer

• chi-square distribution: α = k
2 , λ = 1

2 , k positive integer

• exponential distribution: α = 1

Characteristic function of the Gamma distribution:

�x (u) = 1

(1 − ju/λ)α
. (I.36)

Derivatives of the characteristic function:

�̇x (u) = α j/λ

(1 − ju/λ)α+1
. (I.37)
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�̈x (u) = − α(α + 1)/λ2

(1 − ju/λ)α+2
. (I.38)

...
�x (u) = −α(α + 1)(α + 2) j/λ3

(1 − ju/λ)α+3
. (I.39)

Since the mean value of the standard form of the distribution is not zero, �x̃ has to
be examined separately,

�x̃ (u) = e− juα/λ 1

(1 − ju/λ)α
. (I.40)

�̇x̃ (u) = e− juα/λ
(

− α j/λ

(1 − ju/λ)α
+ α j/λ

(1 − ju/λ)α+1

)
. (I.41)

�̈x̃ (u) = e− juα/λ
(

− α2/λ2

(1 − ju/λ)α
+ 2α2/λ2

(1 − ju/λ)α+1
− α(α + 1)/λ2

(1 − ju/λ)α+2

)
.

(I.42)

...
�x̃ (u)= e− juα/λ

(
+ jα3/λ3

(1 − ju/λ)α
− 3 jα3/λ3

(1 − ju/λ)α+1

+ 3α2(α + 1)/λ3

(1 − ju/λ)α+2
− α(α + 1)(α + 2) j/λ3

(1 − ju/λ)α+3

)
. (I.43)

Asymptotic behavior of the envelope of the characteristic function and its derivatives
for large values of 1/λ is given by:

|�x (u)| ≤ k0

(u/λ)α
, k0 = 1 . (I.44)

|�̇x (u)| ≤ (1/λ) k1

(u/λ)α+1
, k1 = α . (I.45)

|�̈x (u)| ≤ (1/λ)2 k2

(u/λ)α+2
, k2 = α(α + 1) . (I.46)

|...�x (u)| ≤ (1/λ)3 k3

(u/λ)α+3
, k3 = α(α + 1)(α + 2) . (I.47)

|�x̃ (u)| ≤ k0

(u/λ)α
, k0 = 1 . (I.48)
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|�̇x̃ (u)| ≤ (1/λ) k̃1

(u/λ)α
, k̃1 = α . (I.49)

|�̈x̃ (u)| ≤ (1/λ)2 k̃2

(u/λ)α
, k̃2 = α2 . (I.50)

|...�x̃ (u)| ≤ (1/λ)3 k̃3

(u/λ)α
, k̃3 = α3 . (I.51)

The powers of (1/λ) which appear in the envelopes of different error terms are given
in the following table:

R1 R̃2 R̃3 R̃4 E{νr } var{ν}

1
(1/λ)α

1
(1/λ)α−1

1
(1/λ)α−2

1
(1/λ)α−3

1
(1/λ)α−r+1

1
(1/λ)α−1

E{xν} cov{x, ν} ρx,ν

1
(1/λ)α−1

1
(1/λ)α−1

1
(1/λ)α

I.4 LAPLACIAN DISTRIBUTION

Probability density function:

fx (x) = α

2
e−α|x |, α > 0 (I.52)

Mean value: µx = 0

Standard deviation: σx =
√

2
α

Characteristic function:

�x (u) = α2

u2 + α2
= 1

u2/α2 + 1
. (I.53)

Derivatives of the characteristic function:

�̇x (u) = − 2α2u

(u2 + α2)2
. (I.54)

�̈x (u) = −2α2(−3u2 + α2)

(u2 + α2)3
. (I.55)
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Figure I.4 Probability density function and characteristic function of the Laplacian distri-
bution: (a) PDF; (b) CF.

...
�x (u) = 24α2u(−u2 + a2)

(u2 + α2)4
. (I.56)

Asymptotic behavior of the envelope of the characteristic function and its derivatives
for large values of (1/α):

|�x (u)| ≤ k0

(u/α)2
, k0 = 1 . (I.57)

|�̇x (u)| ≤ (1/α) k1

(u/α)3
, k1 = 2 . (I.58)

|�̈x (u)| ≤ (1/α)2 k2

(u/α)4
, k2 = 6 . (I.59)

|...�x (u)| ≤ (1/α)3 k3

(u/α)5
, k3 = 24 . (I.60)

The powers of (1/α) which appear in the envelopes of different error terms are given
in the following table:

R1 R̃2 R̃3 R̃4 E{νr } var{ν} E{xν} cov{x, ν} ρx,ν

1
(1/α)2

1
(1/α)2

1
(1/α)2

1
(1/α)2

1
(1/α)2

1
(1/α)2

1
(1/α)2

1
(1/α)2

1
(1/α)3
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I.5 RAYLEIGH DISTRIBUTION

Probability density function:

fx (x) =
⎧⎨⎩ x
α2 e

− x2

2α2 for x ≥ 0; α > 0,

0 elsewhere.
(I.61)

Mean value: µx = α
√
π
2

Standard deviation: σx =
√

2 − π2 α
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|�(u)|
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α − 1

α
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α
2
α

Figure I.5 Probability density function and characteristic function of the Rayleigh distri-
bution: (a) PDF; (b) CF.

Characteristic function:

�x (u) = 1 −
√
π

2
α jue− α2u2

2 Erfc

(
α√
2

ju

)
. (I.62)

with

Erfc(z) = 2√
π

∫ ∞

x
e−z2

dz = 1 − Erf(z) . (I.63)

(see (Erdelyi, 1954, p. 146)).
The derivatives of the characteristic function are very complicated, and will not

be given here.
Asymptotic behavior of the envelopes of the characteristic functions of x and

of x̃ and their derivatives for large values of α is as follows. The constants ki can be
determined by numerical calculations.

|�x (u)| ≤ k0

(uα)2
, k0 ≈ 1.004 · 10−16 . (I.64)

|�̇x (u)| ≤ α k1

(uα)3
, k1 ≈ 2.002 · 10−24 . (I.65)
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|�̈x (u)| ≤ α2 k2

(uα)4
, k2 ≈ 6.006 · 10−32 . (I.66)

|...�x (u)| ≤ α3 k3

(uα)5
, k3 ≈ 2.406 · 10−39 . (I.67)

|�x̃ (u)| ≤ k0

(uα)2
, k0 ≈ 1.004 · 10−16 . (I.68)

|�̇x̃ (u)| ≤ α k̃1

(uα)3
, k̃1 ≈ 2.011 · 10−24 . (I.69)

|�̈x̃ (u)| ≤ α2 k̃2

(uα)4
, k̃2 ≈ 6.018 · 10−32 . (I.70)

|...�x̃ (u)| ≤ α3 k̃3

(uα)5
, k̃3 ≈ 2.408 · 10−39 . (I.71)

The powers of α which appear in the envelopes of different error terms are given in
the following table:

R1 R̃2 R̃3 R̃4 E{νr } var{ν} E{xν} cov{x, ν} ρx,ν

1
α2

1
α2

1
α2

1
α2

1
α2

1
α2

1
α2

1
α2

1
α3

I.6 SINUSOIDAL DISTRIBUTION

Probability density function:

fx (x) =
⎧⎨⎩

1
π
√

A2 − x2
for |x | < A,

0 elsewhere.
(I.72)

Mean value: µx = 0
Standard deviation: σx = A/

√
2

Characteristic function:
�x (u) = J0(Au) . (I.73)

The properties of the Bessel functions are summarized in Appendix G.7.
Derivatives of the CF (see Eqs. (G.37)–(G.39)):

�̇x (u) = −AJ1(Au) . (I.74)
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Figure I.6 Probability density function and characteristic function of the sinusoidal distri-
bution: (a) PDF; (b) CF.

�̈x (u) = A2 J2(Au)− J0(Au)

2
. (I.75)

...
�x (u) = A3

(
3

4
J1(Au)− 1

4
J3(Au)

)
. (I.76)

Asymptotic behavior of the envelope of the CF and its derivatives for large values of
A:

|�x (u)| ≤ k0√
Au
, k0 =

√
2

π
≈ 0.80 . (I.77)

|�̇x (u)| ≤ A
k1√
Au
, k1 =

√
2

π
≈ 0.80 . (I.78)

|�̈x (u)| ≤ A2 k2√
Au
, k2 =

√
2

π
≈ 0.80 . (I.79)

|...�x (u)| ≤ A3 k3√
Au
, k3 =

√
3

π
≈ 0.80 . (I.80)

The powers of A which appear in the envelopes of different error terms are given in
the following table:

R1 R̃2 R̃3 R̃4 E{νr } var{ν} E{xν} cov{x, ν} ρx,ν

1√
A

√
A

√
A

3 √
A

5 1√
A

1√
A

√
A

√
A 1√

A
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I.7 UNIFORM DISTRIBUTION

Probability density function:

fx (x) =
{

1
2A for |x | ≤ A,

0 elsewhere.
(I.81)

Mean value: µx = 0
Standard deviation: σx = A√

3

x

f (x)
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−A 0 A0

0.5
A

0

1

u

�(u)

(b)
−πA π

A
0 5π

A
3π
A− 3π

A− 5π
A

Figure I.7 Probability density function and characteristic function of the uniform distrib-
ution: (a) PDF; (b) CF.

Characteristic function:

�x (u) = sinc(Au) = sin(Au)

Au
. (I.82)

Derivatives of the CF (see Eq. (C.3)):

�̇x (u) = A

(
cos(Au)

Au
− sin(Au)

(Au)2

)
. (I.83)

�̈x (u) = A2
(

− sin(Au)

Au
− 2 cos(Au)

(Au)2
+ 2 sin(Au)

(Au)3

)
. (I.84)

...
�x (u) = A3

(
− cos(Au)

Au
+ 3 sin(Au)

(Au)2
+ 6 cos(Au)

(Au)3
− 6 sin(Au)

(Au)4

)
. (I.85)

Asymptotic behavior of the envelope of the CF and its derivatives for large values of
A:

|�x (u)| ≤ k0

A
, k0 = 1 . (I.86)
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|�̇x (u)| ≤ A
k1

Au
, k1 = 1 . (I.87)

|�̈x (u)| ≤ A2 k2

Au
, k2 = 1 . (I.88)

|...�x (u)| ≤ A3 k3

Au
, k3 = 1 . (I.89)

The powers of A which appear in the envelopes of different error terms are given in
the following table:

R1 R̃2 R̃3 R̃4 E{νr } var{ν} E{xν} cov{x, ν} ρx,ν

1
A const. A A2 1

A
1
A

1
A const. 1

A

I.8 TRIANGULAR DISTRIBUTION

The symmetrical triangular distribution is the convolution of two uniform distribu-
tions.

Probability density function:

fx (x) =
⎧⎨⎩

A − |x |
A2 = 1

A

(
1 − |x |

A

)
for |x | ≤ A,

0 elsewhere.
(I.90)

Mean value: µx = 0
Standard deviation: σx = A√

6
The triangular distribution can be interpreted as the distribution of the sum of

two independent, uniformly distributed random variables in [− A
2 ,

A
2 ].

Characteristic function:

�x (u) = sinc2
(

Au

2

)
. (I.91)

Derivatives of the characteristic function:

�̇x (u) = 2
sin Au/2

Au/2

(
A/2 cos Au/2

Au/2
− A/2 sin Au/2

(Au/2)2

)
. (I.92)

�̈x (u)= 2

(
A/2 cos Au/2

Au/2
− A/2 sin Au/2

(Au/2)2

)2



I.8 Triangular Distribution 681

x

f (x)

(a)
−A 0 A0

1
A

0

1

u

�(u)

(b)
0 5π

A
3π
A− 3π

A− 5π
A

−πA π
A

Figure I.8 Probability density function and characteristic function of the triangular distri-
bution: (a) PDF; (b) CF.

+ 2
sin Au/2

Au/2

(
−(A/2)

2 sin Au/2

Au/2
− 2
(A/2)2 cos Au/2

(Au/2)2

+ 2
(A/2)2 sin Au/2

(Au/2)3

)
. (I.93)

...
�x (u)= 6

(
A/2 cos Au/2

Au/2
− A/2 sin Au/2

(Au/2)2

)
×
(

−(A/2)
2 sin Au/2

Au/2
− 2
(A/2)2 cos Au/2

(Au/2)2
+ 2
(A/2)2 sin Au/2

(Au/2)3

)
+ 2

sin Au/2

Au/2

(
−(A/2)

3 cos Au/2

Au/2
+ 3
(A/2)3 sin Au/2

(Au/2)2

+ 6
(A/2)3 cos Au/2

(Au/2)3
− 6
(A/2)3 sin Au/2

(Au/2)4

)
. (I.94)

Asymptotic behavior of the envelope of the characteristic function and its derivatives
for large values of A:

|�x (u)| ≤ k0

(Au)2
, k0 = 4 . (I.95)

|�̇x (u)| ≤ A
k1

(Au)2
, k1 = 2 . (I.96)

|�̈x (u)| ≤ A2 k2

(Au)2
, k2 = 2 . (I.97)
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|...�x (u)| ≤ A3 k3

(Au)2
, k3 = 2 . (I.98)

The powers of A which appear in the envelopes of different error terms are given in
the following table:

R1 R̃2 R̃3 R̃4 E{νr } var{ν} E{xν} cov{x, ν} ρx,ν

1
A2

1
A const. A 1

A2
1

A2
1
A

1
A

1
A2

I.9 “HOUSE” DISTRIBUTION

The symmetrical “house” distribution is a house form illustrated in Fig. I.9(a).
Probability density function:

fx (x) =
{

2
2+α + α

2+α
(

1 − |x |
A

)
for |x | ≤ A,

0 elsewhere.
(I.99)

Mean value: µx = 0
Standard deviation: σx = 2

2+α
A√
3
α

2+α
A√
6

.

The house distribution can be interpreted as the sum of two distributions: a
uniform and a triangular one, both in (−A, A).

x

f (x)
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−A 0 A0

B

(1 + α)B

u

�(u)

(b)
0 5π

A
3π
A− 3π

A− 5π
A

−πA π
A

1

0

Figure I.9 Probability density function and characteristic function of the house distribution
for α = 1: (a) PDF; (b) CF.

Characteristic function:

�x (u) = α

2 + α sinc2
(

Au

2

)
+ 2

2 + α sinc (Au) . (I.100)

The derivatives of the characteristic function can be determined from (I.100), using
(I.83)–(I.85), and (I.92)–(I.94).
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The asymptotic behavior of the envelope of the CF and its derivatives for large
values of A are dominated by the uniform distribution:

|�x (u)| ≤ k0

A
, k0 = 2

2 + α . (I.101)

|�̇x (u)| ≤ A
k1

Au
, k1 = 2

2 + α . (I.102)

|�̈x (u)| ≤ A2 k2

Au
, k2 = 2

2 + α . (I.103)

|...�x (u)| ≤ A3 k3

Au
, k3 = 2

2 + α . (I.104)

The powers of A which appear in the envelopes of different error terms are given in
the following table:

R1 R̃2 R̃3 R̃4 E{νr } var{ν} E{xν} cov{x, ν} ρx,ν

1
A const. A A2 1

A
1
A

1
A const. 1

A





Appendix J

Digital Dither

Quantization theory deals primarily with continuous-amplitude signals and continuous-
amplitude dither. However, within a digital signal processor or a digital computer,
both the signal and the dither are represented with finite word length. Examples are
digital FIR and IIR filtering, digital control, and numerical calculations. In these
cases, intermediate results (e.g. products of numbers) whose amplitude is discrete,
have excess bit length, so they must be re-quantized to be stored with the bit number
of the memory. Before re-quantization, digital dither may be added to the signal, or
sometimes this is even necessary to avoid limit cycles and hysteresis (see Fig. J.1,
and Exercises 17.10–17.12, page 462).

�� QQ××
Const.Const.

xnxn

dndn

Requantized
result, to be

stored in memory

Requantized
result, to be

stored in memory

Product
with extended

bit number

Product
with extended

bit number

Dithered product,
with extended

bit number

Dithered product,
with extended

bit number

Figure J.1 Application of digital dither within a computer, after multiplication.

Another scenario, when the dither is digital, is when the dither is generated
within the computer for the quantization of analog signals. This usually means that
each dither sample is produced by a pseudo-random number generator, and a D/A
converter is used to convert the number to an analog level to be added to the input of
the quantizer before quantization.

In both cases, it is good to know the properties of the most common digital
dithers. Therefore, in this appendix we will investigate the properties of digital dither
which is desired to be added to a digital signal before requantization.1

1A part of this appendix was first published in, and is reprinted with permission, from Kollár, I.,
“Digital non-subtractive dither: Necessary and sufficient condition for unbiasedness, with implementa-
tion issues,” Proceedings of the 23rd IEEE Instrumentation and Measurement Technology Conference,
Sorrento, Italy, 24-27 April 2006, pp. 140–145. c©2006 IEEE.
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J.1 QUANTIZATION OF REPRESENTABLE SAMPLES

An interesting approach was presented by Wannamaker, Lipshitz, Vanderkooy and
Wright (2000). They have recognized that in general, no digital dither can completely
remove quantization bias. Therefore, they looked into the possibility of removing the
bias for all the input numbers representable2 with the given bit number at the input of
the quantizer. Inspired by their work, we state a theorem here, which has a condition
which can be fulfilled by practical dithers:

Quantizing Theorem for Digital Dither (QTDD)
For a digital system in which re-quantization is used to remove the L
least significant bits of binary data, E{ξm |x} has the same value for all
representable values of x for m = 1, 2, . . . , r , if a non-subtractive digital
dither (with the same precision as the input data) is applied for which

dt �d(u)

dut

∣∣∣∣
u=l

= 0 , (J.1)

for t = 0, 1, . . . , r − 1, at l = 1, 2, . . . , 2L − 1 ((r − 1)th-order digital
dither).

The proof follows from examination of the conditional CF of ξ , given in the Adden-
dum. The required moments are not influenced by the value of x in the infinite sum
of the last part, because

• For the first moment, we need to examine the sum for the values x = kqd =
k2−Lq, where qd is the quantum size of the digital dither. We will look at the
terms for which l �= 2Lλ (λ is an integer), and at the terms for which l = 2Lλ,
separately.

E{ξ |x} = 1

j

d

duξ

( ∞∑
l=−∞

�d
(
uξ + l

)
e jlx sinc

(
q(uξ + l)

2

))
∣∣

uξ=0

=µd

+ 1

j

∞∑
l=−∞
l �=2Lλ

�d (l) e jl 2π
q kqd d

du
sinc

(
q(uξ + l)

2

)∣∣
uξ=0

+1

j

∞∑
λ=−∞
λ�=0

�d

(
2Lλ

)
e j2Lλ 2π

q kqd d

du
sinc

(
q(uξ + 2Lλ)

2

)∣∣
uξ=0

2Representable are the numbers which are possible for the input signal of the quantizer, that is, all
the numbers that may be given by a combination of the input bits.
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=µd

+ 1

j

∞∑
l=−∞
l �=2Lλ

�d

(
l
2π

q

)
e

jlk 2π
2L

q

π

1

l

+ 1

j

∞∑
λ=−∞
λ�=0

�d

(
λ

2π

qd

)
e jλk2π qd

π

1

λ
. (J.2)

The first sum equals zero because of the theorem’s condition (J.1) for m = 1,
and the second sum does not depend on k (and thus, does not depend on x).3

This proves the theorem for m = 1.

• Similarly, for m > 1, independence of x (or of k) will be provided, since the
terms for l �= 2Lλ disappear because of (J.1), and x disappears from each term
corresponding to l = 2Lλ:

e jlx = e j2Lλ 2π
q kdd = e jλk2π ≡ 1 . (J.3)

While functional independence of x is provided, the sum usually does not equal
zero. For m = 1, an extra condition was given to assure zero value (footnote 2 on
page 687). For m = 2, the nonzero value is more common. If (J.1) is fulfilled for
r = 2, it is enough to examine the possibly nonzero elements:

E{ξ2|x} = 1

j2

d2

du2
ξ

( ∞∑
l=−∞

�d
(
uξ + l

)
e jlx sinc

(
q(uξ + l)

2

))
∣∣

uξ=0

= E{d2} + E{n2}

−
∞∑

λ=−∞
λ�=0

�̇d

(
2Lλ

)
e j2Lλ 2π

q kdd d

duξ
sinc

(
q(uξ + 2Lλ)

2

)∣∣
uξ=0

−
∞∑

λ=−∞
λ�=0

�d

(
2Lλ

)
e j2Lλ 2π

q kdd d2

du2
ξ

sinc

(
q(uξ + 2Lλ)

2

)∣∣
uξ=0

= E{d2} + E{n2}
3In addition, if the dither has a distribution symmetric to zero, or a distribution symmetric to any of

nqd/2,
n = ±1,±2, . . ., the second sum also equals zero since

e
− jn

qd
2

2π
qd �d

(
λ

2π

qd

)
= e

jn
qd
2

2π
qd �d

(
−λ2π

qd

)
, that is, �d

(
λ

2π

qd

)
= �d

(
−λ2π

qd

)
,

therefore the terms in the sum are cancel out pairwise for ±λ.
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−
∞∑

λ=−∞
λ�=0

�̇d

(
λ

2π

qd

)
qd

π

1

λ
+

∞∑
λ=−∞
λ�=0

�d

(
λ

2π

qd

)
q2

d

π2

1

λ2
. (J.4)

This is often somewhat larger than E{d2}+E{n2}. However, the deviation is relatively
small, since the first sum is zero for a dither which has a distribution symmetric
to zero and has values only on the grid kqd (or at least only on the grid kqd/2,
k = 0,±1,±2, . . ., see Exercise 19.29), while the second sum can be upper bounded
since |�(u)| ≤ 1:

E{ξ2|x} ≤ q2
d

3
, (J.5)

which is usually negligible when compared to E{d2} + E{n2} = E{d2} + q2/12.
Since this deviation does not depend on x , it can be corrected for.

From QTDD, the important consequence is that the resolution (LSB) of the dig-
ital dither should be the same as of the data to be quantized, qd = 2−Lq. The theorem
provides that this is sufficient. Finer resolution of the dither would be superfluous,
coarser resolution would not be sufficient. This theorem is useful for dithering in
digital computers and digital signal processors.

J.1.1 Dirac Delta Functions at q/2 + kq

While the above proof is correct, the theorem has an important application limitation.
Quantization theory is considered as area sampling of a smooth PDF. When at the
edge of such an area there is a Dirac delta function, it is tacitly assumed in the
derivation that half of the integral of the Dirac delta belongs to this area, and half
of it to the next area. This is a property of Fourier transform pairs, and the proofs are
based upon Fourier transform. This corresponds to random-direction quantization of
input values equal to (integer + 0.5)q: half of the values at the comparison levels are
rounded downwards, half of them are rounded upwards.

The existence of such Dirac delta functions is a common case in re-quantization.
In practical processors, however, as well as in simulations in MATLAB, a determin-
istic algorithm is implemented (see Exercise 1.3): such values are either rounded
always upwards, or always downwards, or towards zero, or towards ±∞ (like in
MATLAB’s round(·) function), or convergent rounding is implemented (rounding
towards the closest even number when the input is exactly at 0.5 LSB distance from
two representable numbers). Quantization theory does not deal with these cases.
Therefore, we have to content ourselves by

• either accepting that convergent rounding averages out the bias for the given
input signal,

• or assuming that for the given input, the probability of the values just at 0.5 LSB
from two representable values is very small,
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• or saying that if qd � q, deviation between theory and practice is negligible,

• or implementing in the processor (in the simulation program) a modification
of rounding to correspond to theory: when having a number which equals
(integer + 0.5)LSB, either additional dither should determine if rounding is
done in the upwards or downwards direction, or the program takes care to do
upwards/downwards rounding alternately for the same level.

J.2 DIGITAL DITHER WITH APPROXIMATELY NORMAL
DISTRIBUTION

In a computer, it is easy to generate normally distributed numbers. Either a pseudo-
random number generator can be used, or several independent, identically distributed
random numbers can be added. These normally distributed numbers are then quan-
tized to qd to make a digital dither.

The characteristic function of the approximately normally distributed digital
dither is

�d(u) =
∞∑

λ=−∞
e j (u+λd)µe− σ2(u+λd)

2

2 sinc

(
qd(u + λd)

2

)
, (J.6)

with d = 2π/qd.
If the common rule σ > q is followed for the normally distributed dither, and its

mean value is equal to zero, the moments of the dither can be well reconstructed from
samples of the digital dither, using Sheppard’s corrections. Some similar corrections
can be used between moments of (x + d)′ and of (x + d), or between moments of
(x + d)′ − d, and of x .

For Gaussian dither with σ > q , the condition (J.1) of QTDD is fulfilled with
good approximation, thus the moments are independent of x , if x is representable
on the grid kqd. This does not mean however that for any value of x , the moments
would be unbiased. It is heuristically clear that the digital dither has “roughness” qd,
therefore, if x is arbitrary, the error in Sheppard’s first correction may reach ±qd/2,
and in Sheppard’s second correction it may be in the order of magnitude of q2

d/6
(Exercise 19.34). We cannot go into these details, the errors of this kind can be
studied in detail by investigation of the corresponding CFs, by making use of the
dither CF, given in Eq. (J.6).

J.3 GENERATION OF DIGITAL DITHER

Let us turn now to the generation of digital dither. Random number generators can
be realized based on different principles (Godfrey, 1993). One of the most popular
methods is based on feedback shift registers. These generate 2N − 1 pseudo-random
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bits, where N is the register length, and these can be used to generate pseudo-random
numbers. If 2N is not very large, we notice that the generated dither has a periodic
nature, and that using a full period, it goes through every individual step. This latter
fact may be used for increased efficiency in averaging: in this special case the se-
quence to be averaged contains all possible values just once. Therefore, the result of
averaging is exact, with no randomness due to dithering.

The first thing we have to decide is the distribution of the dither. We can approx-
imate any distribution by digital means; however, uniform and triangular dithers are
by far the most popular ones. We will deal here with these. Gaussian and sinusoidal
dithers are also usual and reasonable choices. Their properties can be determined
with similar analysis.

As for the number of bits, according to QTDD (see page 686), it is not rea-
sonable to use a dither which has finer resolution than the variable to be quantized.
Thus, the difference of the bit numbers of the accumulator and of the memory (the
storage bit number) determine the reasonable bit number of the dither.

When the number of bits is known, the digital representation of the distribution
is to be selected. We can consider digital dither as a finely quantized version of the
continuous one. Therefore, using at least a few bits, we can apply the approxima-
tion that the variance is var{d} ≈ var{dc} + q2

d/12 ≈ var{dc}, with dc being the
continuous-time dither, and qd denoting the dither LSB.

J.3.1 Uniformly Distributed Digital Dither

For uniform dither, we have a few, almost equivalent, solutions (Fig. J.2).
In Fig. J.2(a), the digital dither clearly has a bias of E{d} = −qd/2. The

representation is simple and straightforward. The number of different values is 2L ,
with L = log2(q/qd). The variance is var{d} = var{dc} − q2

d/12 = q2/12 − q2
d/12.

In 1/2L part of the cases x + d will be equal to (integer + 0.5)LSB (see the remark
above section J.2).

In Fig. J.2(b), we have removed the bias. The dither can be represented with L
bits, keeping in mind that each dither sample has an additional 1 at the bit position
0.5 LSBdither.4

In Fig. J.2(c), the digital dither needs L + 1 bits for representation, since it can
have 2L + 1 different values. The 0.5 LSB problem arises also here similarly to the
case of Fig. J.2(a).

All three cases behave similarly.
In Fig J.3 we have illustrated the behavior of the most important characteristics

of the quantization noise of the dither of Fig. J.2(b). We can observe that even for
a few-bit dither, some of the characteristics of the noise are good enough, but the
variance still can have large variations: it changes between [0, q2/4]. The cause of

4In this case, for proper quantization we need to round values x + d = (k + 0.5)q upwards. This is
even simpler to implement than up or down rounding with probability 0.5-0.5.
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Figure J.2 Discrete uniform dithers with L = 3 (qd = q/23): (a) simple (two’s comple-
ment) binary representation which has mean value −qd/2; (b) unbiased (shifted) binary
representation; (c) unbiased binary representation with half-probability boundary samples
(needs L + 1 bits for coding all the possible values).

the anomaly is that the dither is only zero-order. The CF of the dither in Fig. J.3(b)
is:
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The values of the characteristic function of the dither are zero at l · 2π/q, l =
±1,±2, . . . except when l = k · 2L , k = ±1,±2, . . . Therefore, this dither is only
digitally zero-order dither. The exceptional peaks (see Fig. J.3f) have no influence
on the first moment, see Eq. (J.2). However, the derivatives are not zero, allowing
for significant correlation values between d and ν.

The characteristic functions of the other two dithers are similar.
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Figure J.3 Quantization noise characteristics for digital uniform dither as in Fig. J.2(b).
The x marks were calculated for the cases when x is discrete: k2−L q, k = 0, 1, . . .; the
dotted upper/lower bounds (marked by the triangles) were determined from all (continuous-
amplitude) values of x . (a) mean value; (b) variance; (c) correlation coefficient with input
x ; (d) correlation coefficient with input d; (e) variance of ξ = d + ν; (f) the CF of the
dither for q/qd = 2L = 8.
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J.3.2 Triangularly Distributed Digital Dither

For triangular dither, we have again three almost equivalent forms.
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Figure J.4 Discrete triangular dithers with L = 3 (qd = q/23): (a) combination of
two dithers of Fig. J.2(b), or mean-corrected combination of two dithers of Fig. J.2(a);
(b) continuous-amplitude triangular dither, quantized with a mid-riser quantizer to resolu-
tion qd; (c) continuous-amplitude triangular dither, quantized with a mid-tread quantizer to
resolution qd.

In Fig. J.4(a), the digital triangular dither can be obtained by simply adding
two dithers of Fig. J.2(b), or by adding two dithers of Fig. J.2(a) and subtracting
the bias −qd. The representation is simple and straightforward. The number of
values is 2 · 2L − 1, so the necessary number of bits is L + 1. The variance is
var{d} = var{dc} − 2q2

d/12 = 2q2/12 − 2q2
d/12 (double of variance of the first

digital dither).
This digital dither cannot be obtained by direct quantization of the continuous-

time triangular one. A possibility to have this is illustrated in Fig. J.4(b). This dither
can still be represented with L + 1 bits (2 · 2L different values), keeping in mind that
each dither sample has an additional 1 at the bit position 0.5 LSB, like in Fig. J.2(a).

The dither form of Fig. J.4c is the result of mid-tread uniform quantization of
the continuous-amplitude dither. Mathematically, the distribution can be obtained by
correcting the dither shown in Fig. J.4(a) by subtracting a probability P1 = (qd/2)/q ·
1/q · qd/2 = q2

d/4q2 at the center, and executing similar corrections at the edges.
The number of amplitude levels is 2 · 2L + 1.

Condition (J.1) is fulfilled for r = 1, therefore these dithers are zero-order
digital dithers.
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Figure J.5 Quantization noise characteristics for digital triangular dither given in
Fig. J.4(a). The x marks were calculated for the cases when x is discrete: k2−L q,
k = 0, 1, . . .; the upper/lower bounds (marked by the triangles) were determined from
all (continuous-amplitude) values of x . (a) mean value; (b) variance; (c) correlation co-
efficient with input x ; (d) correlation coefficient with input d; (e) variance of ξ = d + ν;
(f) the CF of the dither for 2L = q/qd = 8.

In Fig J.5 we have illustrated the behavior of the most important characteristics
of the noise of Fig. J.4(a). The CF of this dither is:
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The characteristic functions of the other two dithers are similar but slightly different.
The value and the first derivative of the characteristic function of the dither

are equal to zero at the places required in Eq. (J.1), so this dither is a digital first-
order dither. The peaks shown in the plots have no x-dependent effect on the second
moments when the input is digital with LSB = qd, as provided by theorem J.1,
therefore they can be corrected for, using knowledge of the dither. This is the dither
which can be recommended for digital systems.





Appendix K

Roundoff Noise in Scientific
Computations

Roundoff errors in calculations are often neglected by scientists. The success of
the IEEE double precision standard makes most of us think that the precision of a
simple personal computer is virtually infinite. Common sense cannot really grasp the
meaning of 16 precise decimal digits.

However, roundoff errors can easily destroy the result of a calculation, even if
it looks reasonable. Therefore, it is worth investigating them even for IEEE double-
precision representation.

K.1 COMPARISON TO REFERENCE VALUES

Investigation of roundoff errors is most straightforwardly based on comparison of the
results to reference values, that is, to the outcome of an ideally precise calculation.

First of all, we need to note that the way of comparison is not well defined. It
is usually done by looking at the difference of the finite precision result and of the
reference value. This is very reasonable, but cannot be applied in all cases. If, for
example, we investigate a stand-alone resonant system, the reference and the finite
precision results could be two similar sine waves, with slightly different frequency.
In such a case, the difference of the imprecise result and precise result grows signif-
icantly with time, although the outputs are still very similar. Therefore, the basis of
comparison needs to be chosen very carefully.

Secondly, having infinitely precise reference values seems to be a dream only.
However, this is sometimes quite reasonable.

K.1.1 Comparison to Manually Calculable Results

Relying on calculable results seems to be applicable in trivial cases only, but this is
not true. The general condition of usability is to have

697
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• the possibility to calculate the exact output or at least a part of the exact output,

• complex enough input which can represent the set of typical data.

A good example is the evaluation of the FFT or of any digital filter by using random
phase multisine excitation (Paduart, Schoukens and Rolain, 2004). We use integer
periods of a periodic signal containing certain harmonic components with phases
randomly set, and certain harmonic components set to exactly zero. Random phases
make the amplitude distribution of the time domain signal more or less Gaussian
(Pintelon and Schoukens, 2001). Zero amplitudes make the steady-state result at the
corresponding frequencies contain roundoff noise only. Evaluation of these gives a
measure of the roundoff noise variances at the output.

K.1.2 Increased Precision

When theoretically correct results are not available, the most precise determination
of the reference value is available by using increased precision. This is however a
paradoxical requirement, since when extended precision is available for calculation
of the reference values, why would somebody be interested in the lower-precision
result at all?

We may want to characterize the error of usual-precision calculations, accept-
ing slower determination of the reference value. When an overall roundoff analysis
of an algorithm with given precision is to be performed, having a reference value
available we can compare the results of several runs to this value.

There are two major ways to obtain increased-precision results on an IEEE
double-precision machine.

(a) Use the so-called long double numbers available in certain compilers (e.g. Bor-
land C, or Microsoft C and so on). These define operations on numbers with
extra long bit numbers, so the result has a much lower roundoff error than usual
ones. Their use however requires special care, since the precision is only in-
creased significantly if all the operations (like trigonometric functions etc.) are
done in long double precision, and it is also difficult to extract the results in
extended precision.

(b) Use the so-called multiple-precision arithmetic packages. These implement
increased precision calculations on double-precision machines.

Both solutions are rather slow, since they are not directly supported by the fast arith-
metic co-processors.

K.1.3 Ambiguities of IEEE Double-Precision Calculations

In many cases, IEEE double precision is sufficient for calculating a reference value.
One of the aims of IEEE double precision (page 343) as a standard was that people
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needed reproducible results: the same computer code executed on two different, but
IEEE-compatible arithmetic processors was assumed to yield the same result. There-
fore, the results in IEEE double precision are accurately defined in the standard.

This aim was almost reached with the appearance of IEEE-compatible ma-
chines, like the personal computer. However, there is one significant difference
between these machines, and sensitive calculations must consider this. Certain op-
erations, like “fused multiply and add” or “multiply and accumulate”, MAC (A =
A + B ∗ C), can be directly evaluated in the accumulator. The IEEE standard al-
lows the use of extended-precision arithmetic, with longer than usual significand
(mantissa) and exponent (IEEE, 1985), which is usually implemented as increased
precision of the accumulator. Certain processors, like the Pentium processors in PCs
make use of this, so that operations executed in the accumulator are calculated with
64 mantissa bits. 53 mantissa bits are used in memory storage.

However, it is determined not by the processor itself if this extended precision
is utilized or not. The compiler has the ultimate decision about the implementation of
certain operations. For example, in Matlab, earlier versions of the program calculated
intermediate results of fused multiply and add operations (e.g. the scalar product of
vectors, or matrix multiplications) in the accumulator, and therefore on a PC the
result was more precise than e.g. on a Sun computer. However, in Matlab this is
not done any more (Kahan, 1998). Every operation is executed with the same, that
is, non-extended precision. This has the advantage that Matlab produces exactly the
same results on every machine, let it be a PC, a Sun, or a Macintosh, that is, even the
roundoff errors are the same, so the results are directly interchangeable. On the other
hand, it is a pity that while the processor of a PC could work with less roundoff in
certain operations, we do not make use of this possibility.

The standard clearly defines the result of multiplications, additions, subtrac-
tions and divisions, even of the square root function. They must be as close as pos-
sible to the theoretical results. This is expressed as “the error may not be larger than
0.5 ULPs” (units in the last place1). However, this is not the case for more general
functions, such as sin(·), or log(·). Because of difficulties of hardware realization, it
is accepted in the evaluation of transcendental functions to have an error of 1 ULP,
which allows a small hardware-dependent ambiguity in these evaluations.

Furthermore, for results theoretically at (integer+0.5) LSB, the result of round-
ing is not uniquely defined. Although the standard contains a description, and most
modern arithmetic processors implement round-to-even, this is not ubiquitous. There-
fore, arithmetic units may differ even in this. Even Matlab, which has become a
de facto standard program in scientific calculations, implements a round(·) function

1Unit in the Last Place (ulp(x)) “is the gap between the two finite floating-point numbers nearest
x , even if x is one of them.” For definitions of the ulp function, see (Muller, 2005). In other words,
ulp is the smallest possible increment or decrement that can be made using the machine’s floating point
arithmetic. For representable numbers, this is almost always equal to 1 LSB (Least Significant Bit) of
the number, except for non-underflow powers of 2, where it equals 0.5 LSB.
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which rounds all halves towards ±∞ (round([−3.5 : 1 : 3.5])=[−4,−3,−2,−1, 1,
2, 3, 4]), while the processor itself executes round-to-even. This is probably inher-
ited from earlier Matlab implementations, and stays so. Therefore, simulations in
Matlab need extra care if these 0.5 LSB values often occur.

K.1.4 Decreased-Precision Calculations

When increased precision is not directly available, we may also evaluate the algo-
rithm with decreased precision. This means that the same operation is performed
with quantizers of lower bit numbers inserted into the signal path. We can recognize
that for fixed-point number representation the magnitude of the roundoff error is ap-
proximately proportional to q/2, and for floating-point the magnitude of the relative
error is proportional to 2−p. When a certain algorithm is performed with different bit
length, the tendency of the roundoff error can be estimated. Then, double-precision
results can be handled as reference values, and the lower-precision results can yield
the roundoff errors which allow extrapolation to double precision or further.

Since the roundoff errors can usually be considered as random, a desirable
method would calculate a set of independent results, and make a statistical analy-
sis. This would usually give a precise indication of the error levels.

K.1.5 Different Ways of Computation

An easy and useful way can be followed when the inverse of an algorithm can also
be evaluated. When the algorithm and its inverse are repeatedly calculated, like the
FFT and the IFFT, the differences of the results of the sequences FFT, FFT–IFFT–
FFT, FFT–IFFT–FFT–IFFT–FFT and so on is a characteristic of the roundoff errors.
In open-loop calculations like the FFT, the roundoff errors will accumulate, but the
error level can be evaluated directly in successive differences of the results (Fig. K.1).
The only difficulty is that we cannot distinguish between the error of the FFT and of
the IFFT.

Figure K.2 illustrates the errors obtained by the execution of Matlab’s
fft/ifft pair (these are IEEE double-precision floating-point algorithms).

In general, a good test of the calculation result is to calculate the same quantity
in two or more ways, possibly with different algorithms, and compare the results.
Even when one algorithm is available, application to different signals and analysis
of the results can yield a reasonable estimate of the roundoff error. For example, for
linear operations the input signal can be decomposed into two or more parts, while
for nonlinear operations the input signal may be slightly perturbed. An example for
the linear case is when the roundoff error of an FFT algorithm is to be checked. The
decomposition of the input sequence into two sequences: {xi } = {yi } + {zi }, and
comparison of {Xk} with {Yk}+ {Zk} will give a picture of the order of magnitude of
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Figure K.1 IFFT–FFT pairs yielding roundoff errors.
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Figure K.2 The absolute value of the error after execution of Matlab’s fft/ifft com-
mand pair on an N = 1024-point white Gaussian sequence, with zero mean and σ = 1.

the roundoff errors, at least when {yi } and {zi } have significantly different nature. The
basic requirement is that the roundoff errors of the two calculation methods be at least
approximately independent. Therefore, the choice {yi } = {zi } = {xi }/2 is obviously
wrong, {yi } = (1/π){xi } and {yi } = (1 − 1/π){xi } is better. We might recommend
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e.g. the selection of a sequence {ri } whose members are all randomly distributed
between (0,1), and use the decomposition {yi } = {ri }.∗{xi } and {zi } = {1−ri }.∗{xi },
where .∗ denotes pointwise multiplication. Fortunately, there are infinitely many
such decompositions, depending on the sequence, which provide varying roundoff
errors.

K.1.6 The Use of the Inverse of the Algorithm

Sometimes the inverse algorithm can be evaluated more reliably than the forward
algorithm. In such cases error feedback calculations can be applied, where the error
in the restoration of the input is used to generate a correction of the result (Fig. K.3).
The simplest examples are the correction of the result of division by calculating the
product of the divisor and the ratio and subtraction of this from the dividend:

Y (k + 1) = Y (k)+ (X − Y (k) ∗ D)/D , (K.1)

or Newton’s algorithm to calculate the square root of X :

Y (k + 1) = 1

2

(
Y (k)+ X

Y (k)

)
. (K.2)
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−

�

Algorithm

Storage

Y (k + 1)

X

X (k)

	X (k)

Figure K.3 Evaluation based on the inverse algorithm (e.g. division based on multiplica-
tion). 	X (1) = 0.
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K.2 THE CONDITION NUMBER

Modern engineering is often based on solutions of linear equations. In such cases,
the usual measure of reliability of the results is the condition number defined as
||A|| · ||A−1||. For || · || being the l2 norm, the condition number equals the ratio
of the largest and smallest singular values of the system matrix A. Since the work
of Wilkinson (1994) we know that the solution of a linear equation is only reliable
if the condition number is reasonably smaller than the reciprocal of the machine
precision.2

While the condition number seems to be a universal measure for the calculabil-
ity of the solution of linear matrix equations, sometimes it may be misleading, even
in simple cases. The following example which illustrates that the condition number
alone is not a sufficient indicator of roundoff problems, is due to De Moor (1991).

Example K.1 Non-associative Matrix Product
The machine precision is equal in IEEE double precision to eps = 2.2204 · 10−16.
Let us define now εm as the largest number for which 1 + εm is rounded to
1. This is thus smaller than eps. On machines that implement ‘round to even’
or ‘convergent’ rounding for the numbers whose fraction (mod LSB) is exactly
0.5 LSB, εm is equal to the half of eps. For IEEE double precision, εm = eps/2 =
1.1102 · 10−16.

Let us choose now a value α for which the following two inequalities hold:

α2 < εm < α , (K.3)

and that can be represented on the given computer.

The largest such value is α = fl(
√
εm∗(1−eps)), where fl(·) denotes the floating-

point rounding operation. For IEEE double precision, e.g. α = 10−8 meets these
conditions.

Let us define now the following matrices:

A1 =
(

1 α 0

1 0 α

)
A2 =

⎛⎜⎝ 1 1

α 0

0 α

⎞⎟⎠ , (K.4)

A3 =
(

−1 α 0

1 0 α

)
A4 =

⎛⎜⎝−1 1

α 0

0 α

⎞⎟⎠ . (K.5)

Let us evaluate the product A1A2A3A4. The theoretical value is

2Machine precision is the resolution in the given number representation: the size of the step from 1
to the next larger representable number.
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� = A1A2A3A4 =
(

2α2 + α4 0

0 2α2 + α4

)
= (2α2 + α4)

(
1 0

0 1

)
. (K.6)

From linear algebra we know that the product can be evaluated executing the
matrix multiplications in arbitrary order (associativity), as long as the order of
the matrices themselves is maintained. However, for the above case, the order of
the execution of the multiplications significantly changes the result, due to the
arithmetic rounding performed after each scalar multiplication and addition. Let
us notice that

fl(A1A2) = fl

((
1 + α2 1

1 1 + α2

))
=
(

1 1

1 1

)
, (K.7)

fl(A3A4) = fl

((
1 + α2 −1

−1 1 + α2

))
=
(

1 −1

−1 1

)
, (K.8)

fl(A2A3) =

⎛⎜⎝ 0 α α

−α α2 0

α 0 α2

⎞⎟⎠ . (K.9)

Evaluating the product as A1A2A3A4 = (A1A2)(A3A4):

�fl1 = fl
(
fl(A1A2)fl(A3A4)

) =
(

0 0

0 0

)
. (K.10)

The “natural order” of evaluation, A1A2A3A4 = ( (A1A2)A3
)
A4 gives

�fl2 = fl
(

fl
(
fl(A1A2)A3

)
A4

)
=
(
α2 α2

α2 α2

)
. (K.11)

A1A2A3A4 = (A1(A2A3)
)
A4 yields

�fl3 = fl
(

fl
(
A1fl(A2A3)

)
A4

)
=
(

2α2 0

0 2α2

)
. (K.12)

The ranks of the calculated products are equal to 0, 1, 2, respectively!

Because of the roundoff errors, associativity of multiplications does not precisely
hold in practical realizations. The example illustrates this for small matrices, but
numerical imprecision in the associativity can be shown even for scalar numbers.
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The difference is in most cases so small that we do not care. However, in the exam-
ple, the results qualitatively differ (observe the rank of the matrices). The important
difference between the three calculated products is surprising because the condition
number of each that used matrix Ai is 1/α, far below the reciprocal of the machine
epsilon (108 � 1/eps = 4.5 · 1015 for IEEE double precision), and the nonzero
elements in the first two products are all ±1, so no one would suspect any serious
problem. Therefore, a check of the condition numbers of the multiplicands and an
examination of the results do not reveal the danger, unless we require the very con-
servative condition that the product of the condition numbers of the multiplicands
must be lower than the reciprocal of the machine epsilon, a rule which is almost
never followed.

The cause of the trouble is that at certain stages we calculate the difference
of numbers which are very close to each other, and rounding errors can bring the
difference to either positive, negative or zero value.

A simple example illustrates that the condition numbers of the multiplicands is
not really relevant to the problem.

Example K.2 Good and Bad Conditioning of Product
Define two products:

�a =
(

1 0

0 10−8

)(
1 0

0 10−8

)
=
(

1 0

0 10−16

)
, (K.13)

�b =
(

1 0

0 10−8

)(
10−8 0

0 1

)
=
(

10−8 0

0 10−8

)
. (K.14)

The first product is extremely badly conditioned, while the second one is ex-
tremely well conditioned, while the condition numbers of the multiplicands are
exactly the same.

Does this mean that we should stop looking at the condition numbers? Not at all.
The condition number is a very useful indication of possible problems in the solution
of linear equations, calculating the eigenvalues, and so on. But a good condition
number alone does not guarantee the correctness of the result of a linear or nonlinear
operation.

Unfortunately, there is no general recipe. Each calculation needs to be con-
sidered individually, and reasonable approximations and estimations must be made.
Some general principles can however be formulated.

K.3 UPPER LIMITS OF ERRORS

In most cases, we are interested not in the actual value of the error, but in the upper
limit of it. We are then content to know that the error is certain or likely to be smaller
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than a given quantity. In some cases a good theoretical upper bound of the roundoff
errors is available, for example: (Wilkinson, 1994; Forsythe and Moler, 1967).

Another possibility is performing the calculations with interval arithmetic. This
means that instead of obtaining the error, its upper and lower bounds are calculated,
assuming worst-case conditions. Since roundoff errors are very unlikely to act all in
the same direction, the obtained upper and lower bounds of the results are usually
very pessimistic, so we obtain a very wide interval which contains the true result
with 100% certainty. Interval arithmetic assures that the true value will be in any
case between these bounds, but cannot account for the fact that the result is likely to
be close to the middle of the interval rather than close to the bounds. This makes the
results practically unusable for most iterative algorithms (e.g. for the output of IIR
filters or of control loops).

A more realistic, although theoretically not perfectly correct bound can be
obtained using the PQN model in the calculations. The basic idea is to perform
increased-precision calculations, and instead of quantization, to add independent
PQN noise at every quantizing step. Evaluation can be done by using Monte Carlo
experiments, or by evaluation of the accumulation of variances.

The “QDSP Toolbox for Matlab”, available from the website of the book pro-
vides basic tools to perform PQN-based Monte Carlo evaluation of the error.

Since we usually want to evaluate the roundoff error of a given precision on the
same machine, the theoretically correct result is not available. We cannot eliminate
quantization noise during evaluation. However, we can make it independent (uncor-
related) by adding dither at every step.3 The results will be obtained for the roundoff
noise and dither.

Sometimes the effect of roundoff errors may be significantly magnified by the
algorithm itself, and then linear error models may not apply. Such a case is the
minimization of cost functions approximately quadratic around the minimum xmin
(Press, Flannery, Teukolsky and Vetterling, 1988, Section 10.2), as in least squares or
maximum likelihood estimation. We look for argument values whose small change
does not cause significant changes in the cost function. If, for example, the cost
function can be expressed as C(xmin + dx) = Cmin + c · dx2, a change of dx causes a
change of c · dx2 in it. Since only a relative change larger than eps/2 can be detected,
with eps being the machine precision, the location of the minimum (the argument
value) can be determined only to the following precision:

c · dx2

Cmin
>

eps

2
dx

xmin
>

1

xmin

√
Cmin

2c

√
eps . (K.15)

3In order to have uncorrelated error, triangular dither in (±q) can be recommended.
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This relative error is usually much larger than the machine precision eps. The lo-
cation of the minimum can be less precisely calculated than the value of the cost
function at the minimum, although we are interested in the former value.

K.4 THE EFFECT OF NONLINEARITIES

Special care should be taken when applying nonlinear operations.
With statistics at hand, one might consider the mean value of the set as a ref-

erence value, and calculate the deviation from it as the error. This is often wrong.
The mean value is consistent (the arithmetic mean converges to the true value when
increasing the number of different calculations) only if the mean value of the errors
is zero. This may not be true if nonlinear operations are involved.

Depending on the form of nonlinearity, quantization theorems may not hold any
more, and quantization noise becomes highly non-uniformly distributed. A simple
example is the use of the logarithm function. For the number x = 8.94 · 10306, the
expression 10log10 x -x which is theoretically zero, gives −1.04·10294, that is, the error
relative to x is −1.16·10−13 ≈ −523·eps. The cause of this deviation is certainly not
an error in evaluation of the functions. The problem is that the logarithm contracts
the numbers to a grid finer than representable in IEEE double precision. Quantization
which is necessary to store the result in this format rounds to the nearest integer, and
this error is magnified back when applying the function 10(·).

It is very difficult to give general rules which apply to many cases. There are
problems which are numerically difficult to handle, and there are cases which require
special care. Instead of further discussion, we present here two more examples.

Example K.3 Roots of Wilkinson’s Polynomial
A well-known problem with bad conditioning is due to Wilkinson, the great
numerical mathematician, involving polynomials whose roots are successive in-
teger numbers. We will discuss a related case. For sake of simplicity, we give
the Matlab code of the calculations.

Define a polynomial whose roots are 1,2,. . . ,10, and solve it, then calculate the
errors.

r=[1:10]’; err=flipud(roots(poly(r)))-r;
%Roots and their errors:

1 -5.8842e-015
2 1.2226e-012
3 -2.9842e-011
4 2.7292e-010
5 -1.2226e-009
6 3.0459e-009
7 -4.4523e-009
8 3.8089e-009
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9 -1.7700e-009
10 3.4584e-010

These errors are well above eps = 2.2204 · 10−16.

Let us look at a similar problem with one more root at 10.

r=[1:10,10]’; err=flipud(roots(poly(r)))-r;
%Roots and their errors:

1 -5.2514e-014
2 1.7337e-012
3 -2.5234e-011
4 2.2806e-010
5 -1.2284e-009
6 3.8950e-009
7 -7.4407e-009
8 8.7565e-009
9 -6.7227e-009

10 1.2679e-009 -2.9784e-005i
10 1.2679e-009 +2.9784e-005i

The double root at 10 seemingly causes increased error. It is well known that
numerical polynomial solvers have difficulties in solving for multiple roots. Here
the double root became a complex pair, with an error much higher than above
with single roots. But is this error large or it is not large?

The answer depends on our point of view. If the question is whether the poly-
nomial has complex poles or only real ones, this error is obviously not tolerable.
If the question is whether there are double poles or all poles are different, the
criterion needs to be carefully chosen. We can e.g. look for pole pairs not further
than 10−4 from each other, and recognize the first two poles as a pole pair. But
how can we set the error limit properly? This is a very difficult question, the
answer depending on the actual requirements.

This example emphasizes a general problem of numerical calculations. In practice,
virtually every numerical result is prone to roundoff errors. In most cases, this is
not a big problem, but when the results qualitatively change because of the roundoff,
like the nature of the roots above, puzzling situations may occur. It is even more
problematic when the nature of the results serves as a basis of further decisions.

Example K.4 LS Solution of an Overdetermined Linear Equation
In system identification, an often occurring task is to find the solution p of

z = Xp (K.16)

when the system matrix X and the observation vector z are known. The size of
the system matrix X is nz × n p, where nz > n p. The solution is usually sought
in the LS sense: |z − Xp|2 should be minimal. Theoretically, the solution is

p̂ = (XTX)−1XTz . (K.17)
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This expression is usually not evaluated as it is, but a numerical approximation is
given using a matrix factorization of X. In the following, we will use the singular
value decomposition of X (Golub and van Loan, 1989):

X = USVT , (K.18)

where U and V are unitary matrices: UTU = E and VTV = E, and S is a
diagonal matrix of nonnegative singular values. With these, the LS solution
(K.17) becomes:

p̂ = VS−1UTz . (K.19)

If the rank of X is less than n p, the inverse does not exist. In such cases the
so-called Moore–Penrose pseudoinverse is used. In terms of the SVD, (K.19)
is modified: degenerate rank means that at least one singular value equals zero,
and the pseudoinverse is defined by replacing the reciprocals of the zero singular
values by zero in the inverse of the diagonal matrix S.

The numerical problem arises in practice since none of the theoretically zero
singular values really equals zero, because of roundoff errors. We need to de-
cide however, which are the singular values which are equal to zero, that is, their
numerically evaluated value contains roundoff noise only. Since the algorithm
needs to be changed by this decision, careful consideration is needed. Bad deci-
sions cause significant changes in the estimated parameter vector p̂.4

On the basis of PQN theory, the power of the roundoff noise on the singular
values can be estimated. From this, a reasonable upper bound can be obtained.
If a singular value is below this level, then there is no reason to think that this
singular value differs from zero. If it is above the level, we consider it as nonzero.

4Although the solution in p̂ may significantly change, the value of the least squares cost function
is practically insensitive to this change. This is a phenomenon similar to that discussed considering
Eq. (K.15).





Appendix L

Simulating Arbitrary-Precision
Fixed-Point and Floating-Point

Roundoff in Matlab

Matlab is a natural environment for scientific and engineering simulations. Its work-
space concept, interactivity, easy programming and visualization capabilities all sig-
nificantly facilitate the user’s task.

There are different levels to simulate roundoff. Here we will briefly discuss
four such possibilities:

• simple, straightforward programming of approximate roundoff,

• use of advanced quantizers and roundoff tools freely available from the site of
this book,1

• use of the quantized DSP simulation toolbox, freely available from the site of
this book,1

• use of the Fixed-Point Toolbox, commercially available from The MathWorks.2

The basic idea of the first two possibilities is to evaluate each operation in
Matlab, and follow each by a roundoff operation. For example, if a and b are two
finite wordlength numbers which are to be multiplied, the result is evaluated as c =
Q(a ∗ b). This is a fast and simple approach, and generally provides good results.
There are, however, some limitations which will be discussed below.

The last two possibilities are based on objects. The methods provided by the
object libraries allow precise simulation of virtually any finite wordlength operation
occurring in practice, at the cost of slower execution.

1http://www.mit.bme.hu/books/quantization/
2http://www.mathworks.com/
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L.1 STRAIGHTFORWARD PROGRAMMING

L.1.1 Fixed-point roundoff

Fixed-point roundoff is simplest to simulate in Matlab by executing

xq=q*round(x/q); (L.1)

where q is the quantum size. Matlab which uses IEEE double-precision representa-
tion of numbers, executes calculations “infinitely precisely”, compared to step size
q. In many cases, this is sufficient: operation (L.1) returns the multiple of q closest
to the result.

This method is simple and straightforward. However, several possible proper-
ties of roundoff cannot be treated by it, like

• amplitude limits (saturation or overflow),

• bit numbers over 53,

• treating values at equal distance from two representable values in a selected
way,

• different number representations,

• quantization replaced for simulation purposes by PQN,

• different roundoff strategies,

• etc.

To treat these properties, more advanced methods are necessary, as to be dis-
cussed in Section L.2 and further.

L.1.2 Floating-Point Roundoff

In floating-point rounding, it is not the quantum size which is fixed, but rather the
precision of the mantissa (see page 343), that is, its number of bits. A simple Matlab
implementation of floating-point quantization with any p less than 53 is:3

[f,e] = log2(x); dxp = sign(x). ∗ pow2(max(e,-1021)+ 52 − p);
xqfl = (x + dxp)− dxp; (L.2)

3This is implemented in the function M-file roundfloat.m, available from the book’s web page.
roundfloat.m works not only for real numbers, but also for complex numbers and arrays.
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For p = 53 one uses Matlab itself. For p > 53, Matlab simulation of floating-point
quantization is possible but it is rather complicated to implement (see Section L.3).

Algorithm (L.2) is simple and straightforward. However, there are some limi-
tations, like:

• albeit rarely, errors can be slightly larger than half of the quantum size, the
error limit required by the IEEE standards. This phenomenon is called “double
rounding,” see Example L.1 in page 716.

• it works only for precisions p ≤ 53,

• quantization cannot be replaced for simulation purposes by PQN,

• the roundoff strategy cannot be easily modified,

• the range of the possible values of the exponent is limited by the range of the
exponents of the IEEE double-precision number representation,

• etc.

If these properties are important, more advanced tools have to be used.

L.2 THE USE OF MORE ADVANCED QUANTIZERS

In Matlab, numbers are handled and stored in IEEE double-precision representation.
When simulation is executed making use of these numbers, numbers rounded by the
arithmetic processor are re-quantized to conform with the desired bit length.

However, there is a small problem in re-quantization to fixed-point, when the
probability of the occurrence of the input values (k + 0.5)q is not negligible4 (this
is the case e.g. when executing the FFT with block-float number representation, see
e.g. page 394). Matlab’s round operation rounds every number at (k + 0.5) upward
for positive numbers, and downward for negative numbers. Quantization theory, on
the other hand, tacitly assumes that for these numbers with a tie of the distance to the
two neighboring quantized values, quantization happens with probability 0.5 in each
direction.

Rounding which corresponds to the latter (in a pseudo-randomized way) can
be simulated for fixed-point by the Matlab function roundrand, written for this
book, and available from the book’s web page. Randomization, however, has the
disadvantage that it is irreproducible unless the random generator is reset before each
run of the same procedure.

Another approach is as follows. In some DSP processors, the clever algo-
rithm of convergent rounding (see page 396) is executed: numbers with two possible
roundoff results in equal distance are rounded to the nearest number with LSB zero.

4k is an integer.
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x representation x ′ representation x ′

−15 −1.111 · 23 −1.00 · 24 −16

−2 −1.000 · 21 −1.00 · 21 −2

−1 −1.000 · 20 −1.00 · 20 −1

0 +0.000 · 2Emin +0.00 · 2Emin 0

0.5 +1.000 · 2−1 +1.00 · 2−1 0.5

0.8125 +1.101 · 2−1 +1.10 · 2−1 0.75

0.875 +1.110 · 2−1 +1.11 · 2−1 0.875

0.9375 +1.111 · 2−1 +1.00 · 20 1

1 +1.000 · 20 +1.00 · 20 1

7 +1.110 · 22 +1.11 · 22 7

8 +1.000 · 23 +1.00 · 23 8

9 +1.001 · 23 +1.00 · 23 8

10 +1.010 · 23 +1.01 · 23 10

11 +1.011 · 23 +1.10 · 23 12

12 +1.100 · 23 +1.10 · 23 12

13 +1.101 · 23 +1.10 · 23 12

14 +1.110 · 23 +1.11 · 23 14

15 +1.111 · 23 +1.00 · 24 16

TABLE L.1 Convergent rounding of a few numbers to representation with p = 3.

This can be simulated for fixed-point by the Matlab function roundconv, written for
this book and also available from the book’s web page. The formula (L.2) executes
convergent rounding for floating-point.

Convergent rounding can be understood by examining Table L.1, evaluated for
a few numbers with (L.2), with p = 3.

For the fine-tuning of quantizers, their properties can be defined and used in the
functions of the roundoff toolbox.5 Here are the basic properties:

%Quantizer properties and values:
type = type of quantizer (’fixed-point’ or ’floating-point’)
rdir or roundingdirection = direction of rounding:

’r’, ’f’, ’c’ ’x’, ’i’, ’t’
for round, floor, ceil, fix, toinf, trunc

5See http://www.mit.bme.hu/books/quantization/
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treath or treathalf = way of treating *.5 values for round:
’f’, ’c’, ’x’, ’e’, ’o’, ’r’
for floor, ceil, fix, toinf, toeven, toodd, rand

coding = coding of mantissa, ’s’, ’o’, ’t’
for sign-magnitude, one’s complement, two’s complement

dither = adding dither, ’on’ or ’off’
operation = way of operation, ’quantize’ or ’PQN’ to add PQN

Fixed-point quantizers only:
B or bits = number of bits of the number, sign included
xnmin or minimum = minimum representable (negative) number
xpmax or maximum = maximum representable number
fb or fractionbits = number of fractional bits
ovf or overflow = overflow handling, ’c’, ’m’, ’t’, ’i’, ’n’

for clip, modular, triang, inf, none
Floating-point quantizers only:

p or precision = precision number of bits of the significand,
sign not included, but hidden bit is included

lb or leadingbit = leading bit representation, ’h’ or
’hidden’ for hidden, ’s’ or ’shown’ for shown

ufl or underflow = underflow, ’g’ for gradual, ’f’ for flush
Emin or Expminimum = min. value of exponent (al least -1022)
Emax or Expmaximum = max. value of exponent (at most 1023)
Ebias or Expbias = bias in exponent representation

An example of the use is as follows:

Q = qstruct(’p’,24); %define a quantizer
a = roundq(1.1,Q); b = roundq(2.3,Q); %rounded input numbers
c = roundq(a*b,Q); %operation and subsequent roundoff
num2bin(c,Q) %show contents of binary number
%
Q_PQN=qstructset(Q,’operation’,’PQN’); %replace Q by PQN
c2 = roundq(a*b,Q_PQN); %operation and addition of PQN
num2bin(c2,Q_PQN) %show contents of binary number

This tool is quite versatile, and can be used to simulate many practical cases.
However, for accurate simulation of DSP hardware, there are some difficulties which
can be overcome with object-based programming only, at the price of slower execu-
tion of the more complicated code. We enumerate three of these here.

The first problem is that even with IEEE double precision, the result of not all
operations can be precisely obtained. The small roundoff error in double-precision
execution can be enough to bring the result to the border of two quantum bins in the
number representation, and subsequent roundoff of a number on the border may act
in the same direction as with double precision, increasing the total error slightly over
half of the quantum size.
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Example L.1 Erroneous Result Due to Double Rounding
Let us evaluate in floating-point, precision p = 28, the following expression:

1.0000 0000 0000 0000 0000 0000 001·23+1.1111 1111 1111 1111 1111 1111 000·2−26

The mathematically precise result is

1.0000 0000 0000 0000 0000 0000 001 0 1111 1111 1111 1111 1111 1111 1·23.

In IEEE double precision (Matlab’s native number representation), this is rep-
resented with precision p = 53, that is, it needs to be rounded to the nearest
representable number:

1.0000 0000 0000 0000 0000 0000 001 1 0000 0000 0000 0000 0000 0000·23.

The quantizer with precision p = 28 rounds this, according to the convergent
rounding rule (see page 396), to

1.0000 0000 0000 0000 0000 0000 010·23.

The proper result would be the representable number closest to the precise result:

1.0000 0000 0000 0000 0000 0000 001·23

The second problem is that precision of this solution is limited to p = 53, thus
accumulator wordlengths larger than this cannot be simulated, moreover, the round-
off of IEEE double precision cannot be evaluated due to lack of higher-precision
reference values.

The third problem is that the implementation of each roundoff needs the explicit
call of the rounding routine. This is tedious to implement, and is prone to certain
roundings left out from simulation.

L.3 QUANTIZED DSP SIMULATION TOOLBOX (QDSP)

The most precise freely available tool is the so-called Quantized DSP Simulation
toolbox.6 It makes use of the possibility of using objects in Matlab.

First, a few quantizers are defined.

qmake(’name’,’Qs’,’type’,’floating-point’,’precision’,24);
qmake(’name’,’Qd’,’type’,’floating-point’,’precision’,53);
qmake(’name’,’Q_PQN’,’precision’,24,’operation’,’PQN’);

6See http://www.mit.bme.hu/books/quantization/
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Then the algorithm is described in the usual way as algorithms are described in
Matlab, like

u=0.25*sin([1:100]/100*2*pi*5);
Q=’Qs’;
%Define coefficients and inputs as qdata objects:
b1=qdata(0.6,Q); a1=qdata(0.8,Q); a2=qdata(0.21,Q);
uq=qdata(u,Q); y=qdata(zeros(size(u)),Q);
%
for k=3:length(uq)

y(k)=-a1*y(k-1)-a2*y(k-2)+b1*uq(k-1);
end
ysingle=y;

Now by changing Q to Q=’Qd’, and writing the result into ydouble, the dif-
ference of the y’s (ydouble-ysingle) gives the difference between evaluation of
the algorithm in single precision and double precision, without changing anything in
the program of the algorithm. Q=’Q PQN’ allows running the algorithm with PQN
added in the place of each quantization, allowing the verification of quantization
theory.

In order to simulate DSP’s with accumulator bitlength exceeding memory bit-
length, the accumulator may be predefined with its proper bitlength. At each oper-
ation, the bit length of the left operand is retained. Meanwhile, assignment to an
element of a vector retains the properties of the quantizer of the target: this allows
direct storage “to the memory”:

qmake(’name’,’Qm’,’type’,’fixed-point’,’Bits’,16,’fract’,15);
qmake(’name’,’Qacc’,’type’,’fixed-point’,’Bits’,40,’fract’,30);
u=0.25*sin([1:100]/100*2*pi*5);
%Define coefficients and inputs as qdata objects:
b1=qdata(0.6,’Qm’); a1=qdata(0.8,’Qm’); a2=qdata(0.21,’Qm’);
uq=qdata(u,’Qm’); y=qdata(zeros(size(u)),’Qm’);
%Increase precision of coefficients to the accumulator:
b1=qdata(b1,’Qacc’); a1=qdata(a1,’Qacc’); a2=qdata(a2,’Qacc’);
%
%This is the simulation cycle:
for k=3:length(uq)

y(k)=-a1*y(k-1)-a2*y(k-2)+b1*uq(k-1);
end

More details are available by running the toolbox (e.g. and typing ’help qdsp’, or
’qdspstart’), or from the home page

http://www.mit.bme.hu/books/quantization/Matlab-files.html .
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L.4 FIXED-POINT TOOLBOX

For those who have access to the Fixed-Point Toolbox which is commercially avail-
able with Matlab, similar possibilities are available for fixed-point number represen-
tation as described in Section L.3. In Matlab, see ’help fixedpoint’, or ’doc
fixedpoint’, or see the general description of the toolbox.

The example shown in Section L.3 can be executed with 16-bit fixed-point
numbers in the interval (−1, 1−2−15) (16 bits, 15 fractional bits, two’s complement
number representation) as given below.

Q16=quantizer(struct(’mode’,’fixed’,’format’,[16,15],...
’roundmode’,’convergent’));

u=0.25*sin([1:100]/100*2*pi*5);
b1=fi(0.6,Q16); a1=fi(-0.8,Q16); a2=fi(-0.21,Q16);
uq=fi(u,Q16); y=fi(zeros(size(u)),Q16);
%
for k=3:length(uq)

%round results to the prec. of y by subscripted assigment:
y(k)=a1*y(k-1);
y(k)=y(k)+a2*y(k-2);
y(k)=y(k)+b1*uq(k-1);

end
yfix=y;

The result can be directly compared to the result of the double-precision calculation:

u=0.25*sin([1:100]/100*2*pi*5);
b1=0.6; a1=0.8; a2=0.21;
y=zeros(size(u)); uq=u;
%
for k=3:length(uq)

y(k)=-a1*y(k-1);
y(k)=y(k)-a2*y(k-2);
y(k)=y(k)+b1*uq(k-1);

end
ydouble=y;
erry=double(yfix)-ydouble;

Notice that the algorithm is executed with exactly the same code in both cases. This
offers a reliable testing method for algorithms.

It is also possible to use the increased precision of the accumulator:

%Type definitions:
Qmem=quantizer(’fixed’,[16,15],’convergent’);
racc=fimath; racc.OverflowMode=’wrap’;
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racc.ProductMode=’KeepLSB’;
racc.ProductWordLength=40;
racc.SumMode=’KeepLSB’;
racc.SumWordLength=40;

%Variable definitions:
u=0.25*sin([1:100]/100*2*pi*5);
b1=fi(0.6,Qmem,’fimath’,racc);
a1=fi(-0.8,Qmem,’fimath’,racc);
a2=fi(-0.21,Qmem,’fimath’,racc);
uq=fi(u,Qmem,’fimath’,racc);
y=fi(zeros(size(uq)),Qmem,’fimath’,racc);

%Algorithm
for k=3:length(uq)

y(k)=a1*y(k-1)+a2*y(k-2)+b1*uq(k-1);
end
yfix=y;

More examples are available from the home page

http://www.mit.bme.hu/books/quantization/Matlab-files.html .
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The First Paper on
Sampling-Related Quantization

Theory

c© 1956 IEEE. Reprinted, with permission, from:

WIDROW, B. (1956). A study of rough amplitude quantization by means of Nyquist
sampling theory, IRE Trans. Circuit Theory 3(4): 266–276, Dec, 1956.
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2-D PQN, 181
CF of, 181

2-D characteristic function, 40
2-D probability density function, 35
2-D quantization, 173–223
2-D sampling theorem, 177
2-D sampling theory, 174–179

A-law, 332
A/D conversion, 9
A/D converters, testing of, 648
Abramowitz, M., 325, 649, 660
ADC, see Analog-to-digital conversion
Addition of random variables, 46
“Advanced” CDF, 71
Amiantov, I. N., 542
Analog-to-digital conversion, 628
Analog-to-digital converter in control,

432
Anti-alias filter, 22
Anti-alias filtering and quantization, 485
Approximation of Sheppard’s corrections

for Gaussian input, 226–233
Area sampling, 27, 62
Arithmetic quantizer, 445
Arithmetic rounding, 7
Arsac, J., 14
Audio, 500, 510, 548, 621–626
Autocorrelation function, 42
Azegami, K., 546

Bandlimited CF, example when all mo-
ments exist, 592

Bandlimited characteristic function, 589
Basic quantizer, 4
Bayes’ rule, 39

Bed of nails, 176
Bell curve, 28, 55
Bendat, J. S., 552, 561
Bennett, W. R., 538, 540, 541, 561
Bernoulli numbers, 91
Bertram bound, 11, 455, 461
Bertram, J. E., 455
Bessel functions, 660
Biased rounding, see Rounding, to-

wards...
BIBO system, 455
Bifurcation diagram, 472
Binominal PDF, 47
Bit number for fixed-point, XXIII
Bit numbers for single/double precision,

346
Block floating-point number representa-

tion, 386, 394
Borel, E., 13
Bounded input, bounded output system,

455
Bounds for residual errors, 640
Bracewell, R. N., 17, 533
Bremermann, H., 14
Buck, J. R., 11, 376, 383, 386, 389

Cascades of quantizers, 355
CCITT, 262, 332
CD, see Compact disc
Census data

of Hungary, 87
of the USA, 77

Central Limit Theorem, 50
Centralized moment, 604
Centralized random variable, 152
CF, see Characteristic function
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CF of 2-D PQN, 181
CF of output of 2-D quantization, 184
Chaotic system, 465–482
Characteristic function, 27, 33

joint, 40
Characteristic function method

for moments, 33
Characteristic function of x ′, 65
Checkweigher, see Weightchecker
Chi-square distribution, 667
Churchill, R. V., 595
Claasen, T. A. C. M., 538, 546, 547, 554,

561
Clock, digital, 109
Coefficient quantization, 565–585
Coherent sampling, 398
Compact disc, 355, 522
Complex multiplication, 385
Compressor, 261, 263
Condition number, 703
Condition of whiteness, uniform, 556
Conditional CF, 493, 624
Conditional moment, 624
Conditional PDF, 38, 624
Control systems, 431
Convergent rounding, see Rounding, con-

vergent
Cooley, J. W., 383
Correlation coefficient of quantization

noises, 202
Correlation coefficient, Eq. (3.39), 42
Correlation function, 42
Correspondences between sampling and

quantization, 65
Covariance, 42
Covariance between x and ν, 117
Covariance of input and noise

for Gaussian input, 237–242
Covariance of quantization noises, 201
Covariances of inputs and noises, 213
Crosscorrelation

between quantization noise and
quantizer input, 113

Crosscorrelation function, 42
Crossover point, 358
Cumulative distribution function, 71

De Moor, B., 703
Dead zone, 6
Decimation-in-frequency, 398
Decimation-in-time, 389, 398
Decreased precision, 700
Defocusing the optics, 506
	, Eq. (12.1), 259
Denormalized number, 343, 344
Derivative of CF, 34
DFT

grouped, 396
DFT, roundoff noise, 388, 396
Differential nonlinearity, 629
Digital dither, 685–695
Digital feedback control systems, 431
Digital Gaussian dither, 689
Digital triangular distribution, 693
Digital uniform distribution, 690
Digital wall clock, 109
Digital watch, 109
Digital-to-analog converter in control, 432
Dirac delta function, scaling of, 16
Dirac delta functions, train of, 16
Dirac impulse sheet, 134, 154, 536
Direct calculation of the DFT, 388
Distribution

binominal, 47
chi-square, 667
digital triangular, 693
digital uniform, 690
example, bandlimited CF, all mo-

ments exist, 592
exponential, 670
gamma, 672
Gaussian, 225, 633
“house”, 682
Laplacian, 674
normal, see Distribution, Gaussian
other than sinusoidal, 663
Rayleigh, 664, 676
sinusoidal, 637, 639, 677
triangular, 663, 680
uniform, 679
with all moments for a bandlimited

CF, 592
Dither, 485–529
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r th-order, 496
defocusing the optics, 506
digital, 685–695
digitally first-order, 695
digitally zero-order, 691
first-order, 497, 500
Gaussian, 502
Gaussian, digital, 689
high-pass, 501
non-subtractive, 493
normally distributed, 502
normally distributed, digital, 689
sinusoidal, 503, 555
subtractive, 506
triangularly distributed, 500, 706
triangularly distributed, digital, 693
tringularly distributed, 500
two-dimensional, 504, 506
uniformly distributed, 497
uniformly distributed, digital, 690
zero-order, 508

Dither for floating-point, 512
Dithered roundoff, 516–519
Divisible distribution, 102
DNL, see Differential nonlinearity
Domokos, G., 482
Double rounding, 716
DVD, 356
Dynamic range

in fixed-point, 11
in floating-point, 345, 346
in number representation, 355–359
in spectrum analysis, 394, 398, 400,

556

Effective value, 29
Envelope of error, 637
eps, 351
Erdelyi, A., 676
Ergodicity, 43, 621
“Error” filter, 567
Errors to Sheppard’s corrections, 84, 597
Exact expressions of moments for sine in-

put, 648
Example

2-D dither, 506

autocorrelation of quantized sine
wave, 544

calculation of CFs from joint CF, 160
correlation between input and noise

for sine, 644
covariance of quantization noise of

identical inputs, 202
error in Sheppard’s correction for

sine wave, 642
error of the mean value in ADCs, 629
for autocorrelation function of

Gaussian Markov process, 250
general expression of correlation,

153
general expression of covariance,

153
good and bad conditioning of prod-

uct, 705
harmonic distortion in ADCs, 630
higher joint moment, 151
interpolation of Gaussian PDF, 77
limit-cycle oscillation, 412
LS solution of a linear equation, 708
marginal distribution of joint PDFs,

137, 144, 156, 158
mutually independent variables

which are not independent, 491
non-associative matrix product, 703
non-fulfillment of 2-D QT III/A

with fulfilled one-dimensional
QT III/A, 205

paradoxical dependence of random
variables, 493

properties of quantized sinusoid, 646
PSD of a random bit sequence, 533
PSD of quantization error of sine,

545
PSD of random telegraph signal, 534
QT III in ADCs, 629
quantization error of quantized

Gaussian, 540
quantization noise in a spectrum an-

alyzer, 555
quantization noise in audio, 548
quantization noise with Gaussian in-

put, 411
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quantization of a Gaussian signal,
530

quantization of a sine wave, 531
roots of Wilkinson’s polynomial, 707
satisfaction of 2-D QT IV/B, 215
satisfaction of QT III, 165
satisfaction of QT III/A, 101, 102
satisfaction of QT IV, 165
satisfaction of QT IV/B, 166, 168
sine applied to IIR filter, 410
successive approximation ADC, 631
testing A/D converters, 648
upper bound of power of quantiza-

tion noise for sine, 642
weightchecker, 558
Wilkinson’s, 707
zero correlation due to dithering, 505

Exceptions to PQN: strange cases, 418
Exercise

being late on date, 54
crate of chicken, 11, 109
gemstones, 57
historical film, 28
“house” PDF, 55, 89, 171
I am disorderly and precipitate, 54
keys in drawers, 54
liars, 54
picket fence, 28
prince and falling bridge, 56
TV resolution, 193
wheel turning backwards, 28

Expander, 261, 263
Exponent quantizer, 280
Exponent, definition of, 257
Exponential distribution, 670
Extended precision, 343, 699

Farnbach, J. S., 555
Feedback control systems, 431
Feller, W., 53
Feller,W., 51
FFT, 383–396, 398

with block floating-point number
representation, 394

with fixed-point number repr., 388
with floating-point number repr., 394

�(u), Eq. (2.17), 27
�̇(u), 33
FIR digital filters, 373–401
First-order dither, 497, 500

digital, 695
Flannery, B. P., 706
Floating-point dithering, 512
Floating-point quantization in feedback,

414–418
Floating-point quantizer, 257
Flush to zero, 344
Forsythe, G., 706
Fourier transform

vanishing of sidelobes, 533
Fourier, J., 17
Franklin, G. A., 431, 439
Fujii, A., 546
Functional independence, 496
Furman, G. G., 653
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